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Preface

This volume contains the postproceedings of AISoLA 2024, the 2nd International Sym-
posium on Bridging the Gap between Al and Reality, which took place in Hersonissos,
Crete (Greece) on October 30 — November 3, 2024 as an in-person event that provides
an interdisciplinary forum for discussing the impact of the recent Al developments on
research, education, and society. It is our core belief that this topic must be explored from
multiple perspectives to establish a holistic understanding. Therefore AISoLA invites
researchers from various backgrounds, like computer science, philosophy, psychology,
law, economics, and social studies, to participate in an interdisciplinary exchange of
ideas and to establish new collaborations. AISoLA is an Al-themed sibling of ISoLA,
the International Symposium on Leveraging Applications of Formal Methods, which it
complements with its interdisciplinary perspective.
The program of AISoLA 2024 consisted of four keynotes given by:

Christel Baier
Tom Henzinger
Edward Lee

Ina Schieferdecker

Three impulse talks focusing on the question “Are AI Minds Minds”, given by

e Jan Broersen
e Hans-Johann Glock
e Karin Vold

A collection of special tracks devoted to the following hot and emerging topics:

e Al Assisted Programming (AIAP) (Organizers: Wolfgang Ahrendt, Bernhard Aich-
ernig, Klaus Havelund)

e Digital Humanities (DigHum) (Organizers: Ciara Breathnach, Tiziana Margaria)

e Health Care — Approaches Using Formal Methods and Al (HC-FMAI) (Organizers:
Martin Leucker, Violet Kai Pun)

e Responsible and Trusted Al: An Interdisciplinary Perspective (RTAI) (Kevin Baum,
Thorsten Helfer, Markus Langer, Eva Schmidt, Andreas Sesing-Wagenpfeil)

e Safe Autonomous Vehicles (SAV) (Falk Howar, Hardi Hungar)

e Statistical Model Checking (SMC) (Kim Larsen, Jan Kretinsky, Sudeep Kanav)

e Verification and Learning for Assured Autonomy (VLAA) (Devdatt Dubhashi, Raul
Pardo, Gerardo Schneider, Hazem Torfah)

e Verification for Neuro-Symbolic Artificial Intelligence (VNSAI) (Taylor Johnson,
Daniel Neider)

And the embedded event:

e Doctoral Symposium and Poster Session (Sven Jorges, Salim Saay, Steven Smyth)
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Co-located with the Symposium was:

e The STRESS Summer School 2024 (Tiziana Margaria, Bernhard Steffen, John
Hatcliff)

The 15 papers of this volume extend the presentation in the AISoLA 2024 on-site
proceedings. This means, in particular, that the corresponding track introductions still
apply.

We were pleased to implement a single-blind review process of all submitted content.
As with the tradition for ISoLA, also for AISoLA the track organizers form the program
committee. We thank them and the reviewers for their effort in selecting the papers
tobe presented. We are grateful to the local Organization Chair, Petros Stratis, and the
EasyConferences team for their continuous precious support during the entire period
preceding the events, and Springer for being, as usual, a very reliable partner for the
proceedings production. Finally, we are thankful to Nicolas Stratis, Daniel Busch, and
Steven Smyth for their continuous support for the website and the program, and to Steve
Bosselmann for his help with the editorial system EquinOCS.

Special thanks are due to the Center for Trustworthy Data Science and Security, the
Lamarr Institute for Machine Learning and Artificial Intelligence, and the Center for
Perspicuous Computing for their support in the organization of the event, as well as to
the Technical University of Dortmund, my home institution.

With over 300 international participants, the combined ISOLA—AISoLA symposium
was a very successful event and I am looking forward to seeing many of you in Rhodes
in November for AISoLA 2025.

June 2025 Bernhard Steffen
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Correct-ish by Design: From Upfront
Verification to Continuous Monitoring of
LLM Generated Code

Bernhard K. Aichernig!? and Klaus Havelund?®

! Institute of Software Engineering and Artificial Intelligence,
Graz University of Technology, Graz, Austria
2 Institute for Formal Models and Verification, Johannes Kepler University Linz,
Linz, Austria
3 Jet Propulsion Laboratory, California Institute of Technology, Pasadena, USA
havelund@gmail.com

Abstract. As developers increasingly rely on Large Language Models
(LLMs) to generate code, the pace of software development is accel-
erating beyond the capabilities of traditional design-time verification
and testing methods. We predict a paradigm shift towards continuous
monitoring to complement and eventually supersede upfront verification.
By embracing a “correct-ish by design” philosophy, we acknowledge the
inevitability of imperfections in LLM-generated code. We anticipate an
adaptive approach where real-time monitoring and feedback mechanisms
are employed to detect, diagnose, and rectify issues as they emerge in
the field. This continuous monitoring strategy not only ensures sustained
software reliability and performance, but also provides valuable insights
into LLM behavior, facilitating iterative improvements. Specifically, we
use an LLM to generate Python code from a formal specification writ-
ten in the VDM specification language, accessible as a PDF document.
The VDM specification formalizes aspects of NASA’s SAFER rescue sys-
tem, which uses small thrusters on a backpack to let astronauts maneu-
ver and return safely to the spacecraft during spacewalks in case they
become untethered. We experiment with property-based testing, and by
using two Python programs, both generated from the specification by
the LLM in two different developments, to monitor each other during
runtime.

1 Introduction

Large Language Models (LLMs) are becoming important tools for the software
developer. They may even replace the software developer at some point. Espe-
cially code generation from natural language prompts is already now practical

K. Havelund—The research performed by this author was carried out at Jet Propulsion
Laboratory, California Institute of Technology, under a contract with the National
Aeronautics and Space Administration.

© The Author(s) 2026
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and used in real development. On the negative side, LLM generated code is
(still) known not to be reliably correct, and even if code generation from natural
language was perfect, the natural language can be imprecise and incomplete.
Programmers currently handle this problem by reviewing the generated code,
and of course testing it. However, as LLMs become used more extensively, more
code will be automatically generated and full code review will not be practical.
At that point, automated program analysis becomes critical.

One such program analysis approach is Runtime Verification (RV), where
the program is monitored during its execution and checked against some other
formalization of the expected behavior, either during test, or in deployment.
If we assume that software may not be fully correct (only “correct-ish”) by
design, continuous monitoring may be the only way to improve trust in at least
the execution of the generated code. In this paper we investigate this idea by
letting ChatGPT [9] generate Python code from an existing formal mathematical
specification, described in [3,4], of NASA’s SAFER protocol [11], which controls
a lightweight backpack propulsion system for an astronaut, who can use it to
maneuver safely back to the space vehicle in case of an erroneous separation.

The SAFER protocol is in [3,4] formally specified in the VDM (Vienna Devel-
opment Method) specification language [8,12,17], in particular the VDM spec-
ification language standard VDM-SL [18], from here referred to as VDM. The
specification is written in an executable subset of VDM, making translation to
Python rather direct. In fact, the executable subset of VDM has many similar-
ities with Python, as we will demonstrate in this paper. In [15] we studied the
relationship between VDM and Scala. Many of the observations there can be
carried over to Python.

Runtime verification [7,16] is, as mentioned, the automated verification that
an execution of a program (or system) satisfies a formalized specification. The
monitored program must be annotated to drive the monitor (online monitoring)®.
Examples of formal specification formalisms include simple assertions in the
code, temporal logics, regular expressions, state machines, production rules, and
stream processing formalisms. Differential testing [14,19], which we apply in
this paper, can be considered as a variant of runtime verification where the
specification is “another program”, the reference implementation, with the same
expected functionality. The reference implementation can either be an alternative
full implementation, as in [19] where different C compilers are compared, or it can
be an abstract smaller program, as in [14]. The idea of comparing the execution
of an implementation with that of a more abstract implementation, or model,
has been formalized in terms of proofs with refinement mappings [1,2]. In [5]
we explored the idea of monitoring such a refinement mapping between an LLM
generated implementation in Scala and its abstract model.

In this paper we examine runtime verification with a reference implemen-
tation, as well as with assertions. The two authors performed separate develop-
ments, referred to as A and B, with ChatGPT to generate two Python versions of

! The instrumented code can alternatively generate a log which is then checked against
the specification post-mortem.
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the VDM specification in the 21 page technical report [4]. We then used these as
each other’s reference implementation, and in this way found an error introduced
in one of them by ChatGPT. It leads to the quite interesting observation that
with LLMs one can imagine generating multiple versions of software checking
each other, leading to an inexpensive way of applying N-version programming
[6]. The paper also demonstrates automated translation from a high-level math-
ematical specification in a PDF document to code.

The paper is organized as follows. Section 2 introduces the SAFER, protocol.
Section 3 describes our method. The VDM specification in [4], which we translate
to Python using ChatGPT, consists of six modules, which we discuss in Sects. 4—
9. Finally, in Sect. 10 we discuss lessons learned.

2 The SAFER System

The Simplified Aid for EVA Rescue (SAFER) [11] is a small propulsion backpack
designed by NASA to assist astronauts during Extra Vehicular Activities (EVAs)
in space. It is primarily meant to be activated only in emergency scenarios when
an astronaut accidently becomes separated from the spacecraft. SAFER attaches
directly to the astronaut’s backpack. It is controlled by the astronaut using
a small box sitting on the astronaut’s chest, with knobs to control thrusters
mounted on the backpack.

-m@ up/down
Z
left/right
yaw
Y
pitch
roll
X
forward/backward
(a) SAFER thrusters. (b) SAFER axes.

Fig. 1. Thrusters and axes of movement.

The SAFER propulsion system specifically consists of 24 thrusters positioned
on the backpack, see Fig. 1a, allowing movement in all directions, along the X
(forward, backward), Y (left, right), and Z (up, down) axes, which are also
called the translational axes, see Fig. 1b. In each corner of the backpack are six
thrusters, three in the front and three on the rear, basically a thruster for each
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axis X, Y, and Z. The thrusters are numbered 1-24, and are in addition named
with letters indicating direction in which they push the astronaut (B = Back,
F = Forward, L. = Left, R = Right, U = Up, D = Down), numbered in which
quadrant they sit (1 = upper left, 2 = upper right, 3 = lower left, 4 = lower
right), and finally, if there are two thrusters next to each other, whether they sit
on the Rear (R) or Front (F). In addition, it allows rotation around these axes:
ROLL (around the X axis, tilting from side to side), PITCH (around the Y axis,
tilting forward, backward), and YAW (around the Z axis, turning left, right).
These six options (moving along three axes and rotating around three axes)
are also referred to as the six degrees of freedom.

CONTROL MOOE SELECT SWITCH

POWER/TEST SWITCH

AUTOMATIC ATT!TUDE
HOLD SWITCH

HAND CONTROLLER
GRIP

v -
DCM LOADLIMITER ASSEMBL’ CONTROLLER UNTY

Fig. 2. The hand grip.

Commands to the thrusters are initiated through movements of a joystick, called
the hand grip, sitting on the right-hand side of a control box, which is placed
on the astronaut’s chest, see Fig. 2. It allows both translational and rotational
controls. The joystick can be moved forward and backward (X axis), left-right
by pushing it in or pulling it out (Y axis), and can be moved up or down (Z
axis). In addition, this joystick can be twisted, always meaning PITCH rotation.
A separate knob can switch between translation mode (moving along the X, Y,
and Z axes) or rotation mode, rotating around these axes. In translation mode
the movements on the X, Y, and Z axes mean exactly that: movement, and
twisting means PITCH around the Y-axis. In rotation mode, movement along
the X-axis still means exactly that: movement, whereas movement along the Y
and Z axes mean respectively YAW and ROLL, and twisting still means PITCH.

In addition to these maneuvering options, the SAFER system can by a button
be put into Automatic Attitude Hold (AAH) mode, which stabilizes the astro-
naut’s orientation movements automatically. This means canceling any rotations,
and keeping the astronaut stable rotation wise. Uncontrolled rotation can be very
disorienting. The button is pushed down and automatically comes back up on
release. AAH mode can be turned off again by pressing the button twice within
0.5s. If in AAH mode, and the astronaut issues a rotation command on a spe-
cific axis, then that takes priority and cancels the AAH module’s control over the
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rotation around that axis. However, if the astronaut is commanding a rotation
while activating the AAH module, then the AAH module takes over full con-
trol of that axis and ignores any rotation commands from the astronaut on that
axis until AAH is switched off. Finally, translational commands are prioritized
with respect to each other, with X-axis movements being the highest priority, fol-
lowed by Y, then Z. If rotational and translational commands are simultaneously
issued, rotations have higher priority than translational commands.

The VDM-Specification consists of six modules, in this paper presented from
bottom to top. The AUX (AUXiliary) module provides auxiliary definitions,
such as fundamental types. The HCM (Hand Controller Module) specifies how
hand grip operations are translated into logic commands for the thruster selec-
tion software. The AAH (Automatic Attitude Hold) module, mentioned above,
handles the automated control of near-zero rotation, when activated by the astro-
naut. The TS (Thruster Selection) module computes the thrusters to be selected
for thrusting. The SAFER module is the top-level module executing every cycle,
calling functions in the other modules. The TEST module provides functions for
testing SAFER.

As the reader may have observed, the logic is not completely trivial. To
enhance astronaut safety, the SAFER system enforces specific operational con-
straints. It limits the number of simultaneously activated thrusters to four,
reducing complexity and potential conflicts in thruster firings. Furthermore, the
thruster selection logic is designed to avoid opposing thrusters firing simultane-
ously, which could result in ineffective propulsion and wasted fuel.

3 Methodology

We had three documents available describing the SAFER protocol. These
included the original NASA report [11] providing guidelines on the use of formal
methods, and using the SAFER protocol as an example, which in the report is
explained and formalized using the PVS [20] theorem prover. In addition, we had
access to two papers describing its formalization in VDM, including a workshop
paper [3] with explanations and some specifications, and a 21 page technical
report [4] containing the full VDM specification consisting of 417 lines of VDM
(not counting comments and blank lines) with only few explanations. The report
[4] ended up being our main source (input to ChatGPT) for the translation.
Each of the two authors independently developed the SAFER system in
Python with ChatGPT 4o, referred to as developments A and B. A typical
interactive workflow involved (1) providing ChatGPT with the PDF [4] of the
VDM specification, (2) ask ChatGPT to produce Python code for a particular
module, (3) reviewing of the code, (4) ask ChatGPT to correct the code, until
satisfactory code was generated. Early attempts to provide ChatGPT with the
complete technical report and ask it to produce the complete Python code were
not very promising. Hence, we decided to develop the system module by module,
starting with the simplest AUX module. In the following sections, we discuss
each of the modules AUX, HCM, AAH, TS, SAFER, and TEST, separately.
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Table 1 shows the number of prompts needed for each module for each of the
developments A and B, as well as the total number of lines of Python code
generated (not counting comments and blank lines) from the 417 lines of VDM.

Table 1. Number of prompts and Python LOC generated from 417 VDM LOC.

Development AUX HCM| AAH TS|SAFER|/TEST |total prompts Python LOC
A 4 3 20 6411 8 110 441
B 6 2 18 3812 29 105 503

When all the Python was generated, we tested if the pre/post conditions
and safety invariants were satisfied. For this an exhaustive test-case generator
already present in the VDM specification was used. It basically enumerates all
possible combinations of input commands in a manner similar to property-based
testing [10]. Finally, when the safety was successfully tested this way, we used
the two developments as each other’s reference implementation, checking that
they were consistent, i.e., that the same thrusters are fired.

Note that in the generated Python code we allow ourselves to occasionally
insert newlines to improve layout for reading, also in cases where Python does
not allow such newlines.

4 Module AUX

Module AUX is the simplest module since it contains auxiliary definitions with-
out any dependency on other modules. The VDM types of this module specifi-
cation are shown in Fig. 3. Note that it is classic VDM-style to model a problem
as a collection of type definitions in this way.

The first three enumerated types (Lines 43-45) define the commands that
can be issued along an axis (NEG, ZERO, POS), the possible translation axes
(X, Y, Z) and the possible rotations (ROLL, PITCH, and YAW). A translation
command, TranCommand (Line 46), is a mapping? from the X, Y, and Z axes
to axis commands. The type of TranCommand is in fact defined as the subtype
(the keyword inv) of such mappings, where the domain equals the set of all
translation axes. The value tran-axis-set has elsewhere been defined as the set
{X,Y,Z}. Rotation commands, RotCommand, is defined similarly (Line 47).
Finally, a hand grip command issued by the astronaut, SizDofCommand (Line
48), is a composition (record) consisting of a translation command and a rotation
command?.

We started with the following prompt:

2 The type A = B denotes in VDM the set of finite maps from A to B. This corre-
sponds to type Dict[A,B] of dictionaries in Python.

3 The construct id : : idy : tyi,...,idn : ty, in VDM defines a record type named id,
with fields idy, ..., id, of types tyi, ..., ty, respectively.
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types

43.0 AzisCommand = NEG | ZERO | POs;
44.0 TranAzis =X |Y | Z;
45.0 RotAzis = ROLL | PITCH | YAW;

46.0 TranCommand = TranAzis — AzisCommand

1 inv emd 2 dom emd = tran-azis-set;

47.0 RotCommand = RotAzis — AzisCommand

1 inv emd 2 dom emd = rot-azis-set;

48.0 SizDofCommand :: tran : TranCommand
1 rot : RotCommand

Fig. 3. The AUX module.

Prompt: I would like to translate the formal VDM spec to Python in
steps. First translate the AUX module in Section 6. Translate it in one
piece.

ChatGPT read and printed the VDM spec in ASCII format, which showed
that it was able to read the PDF perfectly, including VDM’s special mathemat-
ical symbols such as the map - symbol. It then performed a largely flawless
translation to Python that compiled and was executable, although a few prompt
iterations were needed to refine the result, as explained in the following. The
result of the translation is shown below.

class AxisCommand (Enum) :

NEG = "Neg"
ZERO = "Zero"
POS = "Pos"

class TranAxis(Enum) :

X = nxn
y = nyn
7 = ngn

class RotAxis(Enum):

ROLL = "Roll"
PITCH = "Pitch"
YAW = "Yaw"

TranCommand = Dict[TranAxis, AxisCommand]
def is_valid_tran_command(cmd: TranCommand) ->> bool:
return set(cmd.keys()) == tran_axis_set

RotCommand = Dict[RotAxis, AxisCommand]
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def is_valid_rot_command(cmd: RotCommand) -> bool:
return set(cmd.keys()) == rot_axis_set

dataclass

class SixDofCommand:
tran: TranCommand
rot: RotCommand

def __post_init__(self):
if not is_valid_tran_command(self.tran):
raise ValueError (f"Invalid TranCommand")
if not is_valid_rot_command(self.rot):
raise ValueError(f"Invalid RotCommand")

VDM map types are correctly translated to Python dictionaries, and the
record with two fields is converted into a Python class with two attributes. It
overrides the __post_init__ method in the class SixDofCommand, which is called
automatically after the object is initialized, checking the subtype constraints.
In development B, ChatGPT left out the definitions of the types TranCommand
and RotCommand, and instead inlined these in the definition of SixDofCommand.
Although this was correct, we asked it to name these types. In both develop-
ments, it forgot to translate the subtype (inv) constraints on these types. That is,
the functions is_valid_tran_command, is_valid_rot_command, and __post_init__
in the class SixDofCommand were not in the original translation. Finally, the class
SixDofCommand was originally in development B defined using Python’s classic,
but verbose, __init__ function. The class could be written shorter using Python’s
dataclass concept (a shorthand for writing __init__ functions). So in this devel-
opment we provided the following prompt:

Prompt: First of all, you missed the invariant predicates. Second, you
could use a dataclass for type SixDofCommand.

which resulted in the shown solution. We were generally impressed by this
encouraging result of converting a VDM specification from a PDF document to
Python code. Not a single line of this module implementation was programmed
by hand. Note that VDM’s enumeration types are more concise and elegant.

5 Module HCM

The Hand Control Module (HCM) models the hand grip controller of the SAFER
system and its commands. It imports definitions from the AUX module described
in Sect. 4. The module defines four important types shown in Fig. 4, which define
how the astronaut operates the handgrip. The type SwitchPositions defines the
choice between translation mode or rotation mode (ControlModeSwitch), and
whether the AAH button is pressed down or not (ControlButton). Finally, the
type HandGripPosition defines the astronaut’s operation of the hand grip. Note
that this represents the physical operation, while the type SizDofCommand from



Correct-ish by Design 11

the AUX module defines the resulting logical interpretation of that operation.
Furthermore, note that vert is a move on the Z-axis (up, down), horiz is a move
on the X-axis forward, backward, trans (transverse) is a move on the Y-axis (left,
right), and twist corresponds to twisting the knob (forward, backward, always
representing a PITCH rotation).

ChatGPT translates the two VDM record types to dataclasses and the two
union types to Python enums as we have seen in the previous AUX module.
However, in both developments ChatGPT did not import the AUX module. In
development A we provided Python’s error message as prompt:

Prompt: Does not compile: NameError: name ’AxisCommand’ is not
defined.

and ChatGPT corrected it. In development B, we manually inserted this
import, and type name prefixes, and fed the code back to ChatGPT. In
that process, we introduced a typo, writing aux.xisCommand.ZERO instead of
aux.AxisCommand.ZERO, which it detected and corrected.

31.0 SwitchPositions :: mode : ControlModeSwitch
1 aah : ControlButton;

32.0 ControlModeSwitch = ROT | TRAN;
33.0  ControlButton = UP | DOWN;

34.0 HandGripPosition :: vert : AUX‘ AzisCommand

1 horiz : AUX‘AzisCommand
.2 trans : AUX*AzisCommand
.3 twist : AUX‘ AzisCommand

Fig. 4. The HCM module, hand grip operation types.

Figure 5 shows the main function GripCommand mapping the physical posi-
tion of the hand grip and the control-mode switch to the corresponding logical
six-degree-of-freedom command. The control-mode switch toggles between trans-
lation (TRAN) and rotation mode (ROT). The movements of the hand grip are
horizontal (forward, backward), transverse (left, right), and vertical (up, down).
In translation mode (TRAN) these grip-movements result in movements of the
astronaut along the X, Y, and Z axes as shown in Fig. 1. In addition, the astro-
naut can twist the hand grip causing it to pitch. In rotation mode, the movements
along the Y axis trigger yawing and along the Z axis trigger rolling. Table 2 sum-
marizes the effects of the grip movements in both modes.

After resolving the issue with importing AUX, ChatGPT correctly translated
GripCommand to Python in development B. However, in development A it intro-
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GripCommand : HandGripPosition x ControlModeSwitch — AUX ‘SizDofCommand

GripCommand (mk-HandGripPosition (vert, horiz, trans, twist), mode) &
let tran = {X > horiz,
Y ~ if mode = TRAN
then trans
else ZERO,
7 +— if mode = TRAN
then vert
else ZERO},
rot = {ROLL + if mode = ROT
then vert
else ZERO,
P1TCH — twist,
YAW + if mode = ROT
then trans
else ZERO} in
mk-AUX‘SizDofCommand (tran, rot)

Fig. 5. The HCM module, function GripCommand.

Table 2. Hand grip command effects: X = move(forward, backward), Y = move(left,
right), Z = move(up, down), YAW = turn(left, right), ROLL = turn(side, side), PITCH
= turn(up, down).

horiz/trans|vert |[twist
TRANX Y V4 PITCH
ROT X |[YAWROLLPITCH

duced a wrong logic and an additional prompt pointing this out was necessary.
Here is the generated code.

def grip_command(hand_grip: HandGripPosition, mode: ControlModeSwitch) ->
SixDofCommand :
tran_command = {
TranAxis.X: hand_grip.horiz,
TranAxis.Y: hand_grip.trans if mode == ControlModeSwitch.TRAN
else AxisCommand.ZERO,
TranAxis.Z: hand_grip.vert if mode == ControlModeSwitch.TRAN
else AxisCommand.ZERO,

rot_command = {
RotAxis.ROLL: hand_grip.vert if mode == ControlModeSwitch.ROT
else AxisCommand.ZERO,
RotAxis.PITCH: hand_grip.twist,
RotAxis.YAW: hand_grip.trans if mode == ControlModeSwitch.ROT
else AxisCommand.ZERO,

}

return SixDofCommand(tran=tran_command, rot=rot_command)

Note that in the VDM specification, the first argument to the function is
matched against mk-HandGrip-Position(vert, horiz, trans, twist) using pattern
matching in an argument position. Pattern matching in this location is not sup-
ported in Python. In development B ChatGPT did not have great difficulties
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with this module. It perfectly understood the VDM specification. In develop-
ment A it hallucinated and introduced a wrong logic which, however, could be
easily corrected.

6 Module AAH

This module specifies the behavior of the automatic attitude hold (AAH). Its
purpose is to stop any uncontrolled rotation, which can seriously disorient an
astronaut. It has state-full behavior following a protocol specified as a state-
machine, with the current state stored in the variable toggle, and defining when
it is on or off or in some transient state in between, based on the operation of the
hand grip AAH button. When on, it can be turned off by two subsequent button
clicks within 0.5 s. Its logic is furthermore complicated due to the priority of AAH
compared to manually issued rotation commands. When active, it controls a set
of orientation axes stored in the RotAxis set active-axes. The module defines two
main functions: ButtonTransition and Transition.

ButtonTransition : EngageState x HCM‘ ControlButton x AUX ‘RotAwis-set x N x N
— EngageState

Button Transition (estate, button, active, clock, timeout) &
cases mk- (estate, button) :
mk- (AAH_oFF, Upr) - AAH_OFF,

mk- (AAH_oFF, DOWN) - AAH_STARTED,
mk- (AAH_STARTED, UP) - AAH_ON,
mk- (AAH_STARTED, DOWN) — AAH_STARTED,
mk- (AAH_oN, UP) — if AllAzesOff (active)
then AAH_OFF
else AAH_ON,
mk- (AAH_ON, DOWN) — PRESSED_ONCE,

mk- (PRESSED_ONCE, DOWN) — PRESSED_ONCE,
AAH_CLOSING, UP) — if AllAzesOff (active)
then AAH_OFF
elseif clock > timeout
then AAH_oN
else AAH_CLOSING,
mk- (AAH_cLOSING, DOWN) — PRESSED_TWICE,
mk- (PRESSED_TWICE, UP) — AAH_OFF,
mk- (PRESSED_TWICE, DOWN) — PRESSED_TWICE
end

k- (
mk- (PRESSED_ONCE, UP) — A AH_CLOSING,
k- (
mk- (

Fig. 6. The AAH module, function ButtonTransition.

The ButtonTransition Function. The Button Transition function?, see Fig. 6,
computes the next state of the AAH state machine, based on the current state,

4 Some VDM fragments are red, as in the original document [4], identifying fragments
that were not covered during testing of the VDM specification performed by the
authors of [4].
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estate, the position of the AAH button on the hand grip (DOWN when pressed
and UP when released), the set of active axes that it currently controls, and a
clock value (the time) as well as a timeout value, which is the clock value at
which a timeout will occur during a double button click to turn the AAH off.
For example (see the second and third transition), suppose the state machine
is in the state OFF, and the astronaut pushes the button, entering the state
AAH _started, and then releases the button, then we enter the ON state. Snippets
of the generated Python code for this module are shown below.

def button_transition(estate: EngageState, button: hcm.ControlButton,
active: Set[aux.RotAxis], clock: int, timeout: int) -> EngageState:
match (estate, button):

case (EngageState.AAH_OFF, hcm.ControlButton.DOWN) :
return EngageState.AAH_STARTED

case (EngageState.AAH_STARTED, hcm.ControlButton.UP):
return EngageState.AAH_ON

case (EngageState.AAH_ON, hcm.ControlButton.UP):
if clock > timeout:
return EngageState.AAH_OFF
else:
return EngageState.AAH_ON

case (EngageState.AAH_CLOSING, hcm.ControlButton.UP):
return EngageState.AAH_OFF if not active else (
EngageState.AAH_ON if clock > timeout else EngageState.AAH_CLOSING)

In development B, it first wrongly converted the type HCM’ ControlButton
of the first argument to aux.ControlButton. Also, in the same development, the
first translation generated if-statements, rather than match-case statements. An
interesting observation here is that there were “missing” explicit cases com-
pared to the VDM specification: it had cleverly detected all the cases where the
returned value is the incoming estate value, and captured these cases instead
with a default ‘return estate’ statement at the end. However, we asked Chat-
GPT also in these cases to generate case statements, similar to the VDM spec-
ification.

In the same development, the case (AAH_ON, UP) was missing. We informed
ChatGPT about this and it generated a case returning the AAH_ON state uncon-
ditionally. However, this is wrong, if active is empty, corresponding to the AAH
module not controlling any axes, it should transition to the AAH_OFF state, which
we pointed out. As a result it attempted to correct the mistake as shown in
the above final code. However, this is also wrong, and was only detected using
differential testing as described in Sect. 9.3.

The Transition Function. The VDM function Transition shown in Fig.7
updates the state toggle of the state machine as well as the variables active-
azes and a variable ignore-hem (to be explained), and a timeout in case the
button has been pressed once. By default, when turned on, AAH controls all the
three rotation axes. However, if during AAH mode the astronaut commands a
rotation axis, that command takes over and deactivates the AAH on that axis
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Transition : HCM* ControlButton x AUX‘SizDofCommand x N % ()

Transition (button-pos, hem-cmd, clock) &
let engage = ButtonTransition (toggle, button-pos, active-azes, clock, timeout),
starting = (toggle = AAH_OFF) A (engage = AAH_STARTED) in
(active-azes := {a | a € AUX ‘rot-azis-set -
starting V
(engage # AAH_OFF A a € active-azes N
(hem-cmd.rot (a) = ZERO V a € ignore-hcm))};
ignore-hem := {a | a € AUX ‘rot-azis-set -
(starting A hem-cmd.rot (a) # ZERO) V
(— starting A a € ignore-hcm)};
timeout : = if toggle = AAH_ON A engage = PRESSED_ONCE
then clock + click-timeout
else timeout;
toggle : = engage);

Fig. 7. The AAH module, function Transition.

(it is removed from active-azes). This is a truth, with a modification. In case the
astronaut is already commanding a rotation axis when turning on the AAH, that
and subsequent commands on that rotation axis, will be ignored until the AAH
is turned OFF (modeling that the astronaut wants to cancel that command by
turning AAH on). Such axes are stored in the variable ignore-hcm. The function
is by ChatGPT translated as follows, after a few interactions with ChatGPT that
we will discuss. The translation is nearly perfect, translating set comprehensions
correctly.

def transition(button_pos: hcm.ControlButton, hcm_cmd: aux.SixDofCommand, clock: int):
engage = button_transition(AAH.toggle, button_pos,
AAH.active_axes, clock, AAH.timeout)
starting = AAH.toggle == EngageState.AAH_OFF and
engage == EngageState.AAH_STARTED
AAH.active_axes = {
a for a in aux.rot_axis_set if starting or

(engage != EngageState.AAH_OFF and

a in AAH.active_axes and

(hem_cmd.rot[a]l == aux.AxisCommand.ZERO or a in AAH.ignore_hcm))

AAH.ignore_hcm = {
a for a in aux.rot_axis_set if
(starting and hcm_cmd.rot[a] != aux.AxisCommand.ZERO)
or
(not starting and a in AAH.ignore_hcm)

if AAH.toggle == EngageState.AAH_ON and engage == EngageState.PRESSED_ONCE:
AAH.timeout = clock + CLICK_TIMEQUT
AAH.toggle = engage

Some minor points in development B was that the global state was passed
as an object to the function, and the function then updated this object as a
side-effect. This approach is not wrong, but does not quite follow the VDM
specification. In this module we observed most of the hallucinations, like in
development A, missing arguments. In that development, we had to provide the
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technical report again, which partly resolved the issues. We also realized that
ChatGPT produced code that was different from the VDM version, which made
it more difficult to review. For example, it used different parameter and variable
names. The lesson we learned was to keep the code as close as possible to the
VDM style to ease reviewing. Hence, we had to backtrack to previous versions
several times. At one point, we had to make a manual correction. Reviewing of
the translated code was harder compared to the previous modules. The hope
was to find any remaining issues during the runtime checking.

7 Module TS

The TS module models the Thruster Selection logic. Hand Controller and AHH
commands are merged together in accordance with the various priority rules. The
result is that a six-degree-of-freedom command is mapped to a set of thrusters
to be fired. Thruster selection tables are used to convert a command to individ-
ual actuator commands for opening suitable thruster valves. The development
of this module was surprisingly difficult. For example, in development A, we
needed 64 prompts to produce the correct 226 lines of Python code. In develop-
ment A we always let ChatGPT generate a main function to quickly check the
sanity of the generated code before review (development B relied on reviewing
only). In this case ChatGPT dropped the main function for testing. Furthermore,
it introduced undefined names, arbitrarily renamed existing ones, changed the
logical structure, and omitted parts. A simple prompt with these observations
did not help and we had to upload the PDF with the VDM specification again.
It obviously lost the context. Unfortunately, this did not resolve all issues and
we decided to develop this module gradually, function by function. First, we let
ChatGPT translate the union type of all 24 thruster names into an Enum class.

class ThrusterName (Enum) :

Bl = auto()
B2 = auto()
= auto()

B3

def main():
# Demonstrate usage of ThrusterName enum
print("List of Thruster Names:")
for thruster in ThrusterName:
print (f"{thruster.name}: {thruster.value}")
if __name__ == "__main__":
main()

The RotCmdsPresent Function. Next, we added the Boolean function Rot-
CmdsPresent shown in Fig. 8. It is an example of how a predicate with an exis-
tential quantifier gets translated to Python. First, a different parameter name
was generated and we asked ChatGPT to correct this. Furthermore, the type
RotCommand in the type signature was newly created, since ChatGPT did not
realize that it is defined in the AUX-module. After two prompts with these
corrections, the function was correctly translated.
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RotCmdsPresent : AUX‘RotCommand — B

RotCmdsPresent (¢cmd) &
Ja € dom e¢md - emd (a) # ZERO;

Fig. 8. The TS module function RotCmdsPresent.

def RotCmdsPresent(cmd: RotCommand) -> bool:
return any(cmd[axis] !'= AxisCommand.ZERO for axis in RotAxis)

The existential quantifier got translated into Python’s any-function that takes
a predicate and an iterable type and returns true if the predicate holds for any
element. Note how ChatGPT optimized the function. Instead of VDM’s domain
operator dom it uses the enum type RotAxis which is the domain type of the map
RotCommand. In this case it is correct, since the invariant in the AUX module
requires that the mapping is total. Hence, dom c¢md is equivalent to RotAxis. It
is really interesting that ChatGPT can do this kind of code optimization during
translation.

The PrioritizedTranCmd Function. This function specifies the priorities of
the translational commands along the X, Y, and Z axes. The translation was
fairly straightforward. In development A, an additional prompt was needed to
correct the return type and to use the parameter name tran. Here is the resulting
code (Fig.9).

Prioritized TranCmd : AUX‘ TranCommand — AUX‘TranCommand

Prioritized TranCmd (tran) 2
if tran (X) # ZERO
then AUX ‘null-tran-command 1 {X — tran (X)}
elseif tran (Y) # ZERO
then AUX ‘null-tran-command 1 {Y ~ tran (Y)}
elseif tran (Z) # ZERO
then AUX ‘null-tran-command 1 {Z — tran (Z)}
else AUX ‘null-tran-command;

Fig. 9. The TS module, function PrioritizedTranCmd.

def PrioritizedTranCmd(tran: TranCommand) -> TranCommand:
prioritized_tran = null_tran_command.copy ()

if tran[TranAxis.X] !'= AxisCommand.ZERO:
prioritized_tran[TranAxis.X] = tran[TranAxis.X]
elif tran[TranAxis.Y] != AxisCommand.ZERO:

prioritized_tran[TranAxis.Y] = tran[TranAxis.Y]
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elif tran[TranAxis.Z] '= AxisCommand.ZERO:
prioritized_tran[TranAxis.Z] = tran[TranAxis.Z]

return prioritized_tran

Note that it saved an if-branch by applying an imperative style. In develop-
ment B, it first came up with a version that spells out the returned map, in fact
inlining the values.

def prioritized_tran_cmd(tran: aux.TranCommand) -> aux.TranCommand:
if tran[aux.TranAxis.X] != aux.AxisCommand.ZERO:
return {aux.TranAxis.X: tran[aux.TranAxis.X],
aux.TranAxis.Y: aux.AxisCommand.ZERO,
aux.TranAxis.Z: aux.AxisCommand.ZERO}
elif tran[aux.TranAxis.Y] != aux.AxisCommand.ZERO:
return {aux.TranAxis.X: aux.AxisCommand.ZERO,
aux.TranAxis.Y: tran[aux.TranAxis.Y],
aux.TranAxis.Z: aux.AxisCommand.ZERO}
elif tran[aux.TranAxis.Z] != aux.AxisCommand.ZERO:
return {aux.TranAxis.X: aux.AxisCommand.ZERO,
aux.TranAxis.Y: aux.AxisCommand.ZERO,
aux.TranAxis.Z: tran[aux.TranAxis.Z]}
else:
return aux.null_tran_command

It is functionally correct, but this is not following the VDM specification,
which updates the null-tran-command variable. Three prompts were needed to
obtain satisfactory code, which is almost the same as development A.

The CombinedRotCmds Function. As shown in Fig. 10, this function uses
sophisticated map operators and ChatGPT had difficulties interpreting them.
In development A, we needed six prompts to develop this function. First, the
number of arguments was wrong, then parameter names were mixed up and the
logic was completely made up. Here is a prompt from development B:

CombinedRotCmds : AUX‘RotCommand x AUX‘RotCommand x AUX‘RotAzis-set —
AUX‘RotCommand

CombinedRotCmds (hcm-rot, aah, ignore-hem) £
let aah-azes = ignore-hcm U
{a| a € AUX‘rot-azis-set - hcm-rot (a) = ZERO} in
{a — aah (a) | a € aah-azes} |7
{a — hem-rot (a) | a € AUX rot-azis-set \ aah-azes};

Fig. 10. The TS module, function CombinedRotCmds.
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4 )

Prompt: Let me explain what happens in that function. aah-axes is
ignore_hcm (which is a set) union the set of a in aux.rot-axis-set for
which hem-rot(a) is ZERO. This set is stored in aah-axes. Then what
is returned is a map composed of two submaps: (1) a to aah(a) for a
in aah-axes and (2) a to hem-rot(a) for a in aux.rot-axis-set minus aah-
axes.

- J

It was a battle to make it follow the VDM specification. The result was
as follows. Note that dictionaries are mutable, therefore this slightly obscure
notation {**aah_cmd_map, **hcm_cmd_map} for creating a new set that is the union
of two existing sets.

def combined_rot_cmds(hcm_rot: aux.RotCommand, aah: aux.RotCommand,
ignore_hcm: Set[aux.RotAxis]) -> aux.RotCommand:
aah_axes = ignore_hcm.union({
a for a in aux.rot_axis_set if hcm_rot[a] == aux.AxisCommand‘ZERU})
aah_cmd_map = {a: aah[a] for a in aah_axes}
hcm_cmd_map = {a: hcm_rot[al for a in aux.rot_axis_set if a not in aah_axes}
return {**aah_cmd_map, **hcm_cmd_map}

It did come up with an alternative correct translation, which shows “under-
standing” of the VDM specification, in particular set theory.

def combined_rot_cmds(hcm_rot: aux.RotCommand, aah: aux.RotCommand,
ignore_hcm: Set[aux.RotAxis]) -> aux.RotCommand:
aah_axes = ignore_hcm.union({
a for a in aux.rot_axis_set if hcm_rot[a] == aux.AxisCommand‘ZERU})
combined_cmd = {
a: aah[a] if a in aah_axes else hcm_rot[a]
for a in aux.rot_axis_set

}

return combined_cmd

The BfThrusters Function. As shown in Fig. 11, this function maps com-
mands to the set of thrusters to be fired. More precisely, a pair of sets is pro-
duced, the first being the set of mandatory thrusters, the second set contains
optional thrusters. This function was surprisingly difficult to develop. A simple
precise mapping appeared to be the greatest challenge for ChatGPT. It repeat-
edly mixed up the thruster names. It even changed already correct ones back to
incorrect ones, leading to the prompt:

Prompt: oh gosh, you deleted the correct ones, please go back to the
previous version and only correct the ones provided above explicitly as
wrong clauses.

In development A we created a table explicitly via a prompt, making up a
domain-specific language for this purpose:
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BFThrusters : AUX‘AzisCommand x AUX‘AzisCommand x AUX‘AzisCommand —
ThrusterSet x ThrusterSet

BF Thrusters (A, B, C) &
cases mk- (4, B, C) :
mk- (NEG, NEG, NEG) — mk- ({B4}, {B2,B3}),
mk- (NEg, NEG, ZERO) — mk- ({B3,B4},{}),
mk- (NEg, NEG, Pos) — mk- ({B3}, {B1,B4}),
mk- (NEG, ZERO, NEG) — mk- ({B2, B4}, {}),
k- (

mk- (NEG, ZERO, ZERO) — mk- ({B1, B4}, {B2,B3}),

Fig.11. The TS module, function BfThrusters (only the first 5 of 27 cases shown).

Prompt: Here is the functionality for the POS combinations:
Pos, Neg, Neg — F1 and F2,F3

Pos, Neg, Zero — F1,F2 and empty

Pos, Neg, Pos — F2 and F1, F4

ChatGPT understands from the context that each line describes a mapping
into two sets including our own syntax for empty sets. This is a strength of
LLMs. If needed, we can program in a more flexible notation than in classical
programming languages. Actually, we can invent syntax as we go as long as it
guesses the correct semantics.

8 Module SAFER

This is the top-level module, which models the system’s transition that occurs
during one cycle ( “once around the main control loop” [4]) of the controller. The
translation of this module did not go smoothly either. ChatGPT seemed confused
about what to translate, and we (in both developments) had to upload the
technical report again. In development B ChatGPT first went object-oriented,
defining the entire module as a class, in contrast to previous modules which
were defined in a procedural manner similar to the VDM specification. We will
describe the handling of its two functions ControlCycle and ThrusterConsistency.

The ControlCycle Function. The ControlCycle function is shown in Fig. 12.
It takes three arguments (see Sect.5 for the types). First, the switch positions
on the hand controller, indicating whether we are in translation or rotation
mode, and whether the AAH button is up or down. Second, the physical hand
grip moves on the X, Y, and Z axes and twisting of the knob. The third argu-
ment represents the movements performed by the automated AAH module itself,
assumed measured by sensors. Recall that the AAH module, when active, sends
commands to the rotation axes.
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The function computes and returns the set of thrusters to be activated. It first
computes the logical hand grip command (of type SizDofCommand) from the
physical move (raw-grip) made by the astronaut, depending on whether we are
in translation or rotation mode. Then the thrusters are computed (see Sect. 7).
Finally, the AAH performs its job (see Sect.6). The two assertions at the end
check that at most four thrusters are now active and that they are consistent,

see below.

ControlCycle : HOM*SwitchPositions x HCM ¢ HandGripPosition x AUX ‘ RotCommand >
TS ThrusterSet

ControlCycle (mk-HCM ‘SwitchPositions (mode, aah), raw-grip, aah-cmd) 2
let grip-cmd = HCM* GripCommand (raw-grip, mode),
thrusters = TS‘Selected Thrusters (grip-cmd, aah-cmd, AAH‘ActiveAzes (), AAH ‘IgnoreHem () in
(AAH* Transition(aah, grip-cmd, clock) ;
clock := clock + 1;
return thrusters )
post card RESULT < 4 A
ThrusterConsistency (RESULT)

Fig. 12. The SAFER module, function ControlCycle.

The translation of the function is shown below. It illustrates how ChatGPT
“understands” the meaning of VDM’s ‘let ... in (...)" construct, simply trans-
lating it to assignment statements. It also illustrates how it translates a post-
condition to assert-statements. Both developments encountered problems with

getting names right, for example generating the right types for arguments.

def control_cycle(switch_positions: hcm.SwitchPositions, raw_grip:
hcm.HandGripPosition, aah_cmd: aux.RotCommand) -> ts.ThrusterSet:
grip_cmd = hcm.grip_command(raw_grip, switch_positions.mode)
thrusters = ts.selected_thrusters(grip_cmd, aah_cmd, aah.active_axes(),
aah.ignore_hcm())
aah.transition(switch_positions.aah, grip_cmd, SAFER.clock)
SAFER.clock += 1
assert len(thrusters) <= 4
assert thruster_consistency(thrusters), thrusters
return thrusters

The ThrusterConsistency Function. The function ThrusterConsistency
presented in Fig. 13 checks thruster consistency: no two selected thrusters should
oppose each other, i.e. cancel each other out by thrusting in opposite directions.
The translation of the ThrusterConsistency function is interesting in the way
ChatGPT translated the slightly complicated set operations in the two develop-

ments. In development B, ChatGPT generated the following code®.

5 The & operator in Python performs set intersection. Furthermore, a set is True in a

Boolean context iff. it is non-empty.
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ThrusterConsistency : TS‘ ThrusterName-set — B

ThrusterConsistency (thrusters) 2
- ({B1,F1} C thrusters) A
- ({B2,F2} C thrusters) A

({B3,F3} C thrusters) A

({B4,F4} C thrusters) A

(thrusters N {L1R,L1F} # {} A thrusters N {R2R,R2F} # {}) A

(

(

(

=

|

= (thrusters N {L3R, L3F} # {} A thrusters N {R4R,R4F} # {}) A
thrusters N {D1R,D1F} # {} A thrusters N {U3R, U3F} # {}) A

= (thrusters N {D2R,D2F} # {} A thrusters N {U4R, U4F} # {})

=

Fig. 13. The SAFER module, function ThrusterConsistency.

def thruster_consistency(thrusters: Set[ts.ThrusterName]) -> bool:
if {ts.ThrusterName.Bl, ts.ThrusterName.F1}.issubset(thrusters):
return False

if ({ts.ThrusterName.L1R, ts.ThrusterName.L1F} & thrusters) and
({ts.ThrusterName.R2R, ts.ThrusterName.R2F} & thrusters):

return False

return True

The first four statements (of which the first is shown before the first dots .. .)
were not translated correctly at first, since instead of the .subset method it used
& (set intersection). This was not detected during interaction with ChatGPT, but
was later detected during execution due to a violation of the thruster consistency
assertion in the control_cycle function. In development A we observed a quite
different, and clever, translation as shown below.

def ThrusterConsistency(self, thrusters: ThrusterSet) -> bool:
opposing_pairs = [
({"B1"}, {"F1"}), # Back vs Front

({"L1Rr", "L1F"}, {"R2R", "R2F"}), # Left vs Right

]
for left, right in opposing_pairs:
if left & thrusters and right & thrusters:
return False
return True

The Python code identifies first pairs of sets of opposing thrusters and then
checks for the intersection of the activated thrusters with these sets. The trans-
lation in addition performed a pre-condition check on the number of thrusters
being no more than 4, which we have removed, since this check is done elsewhere.
However, also for this development there were errors in the logic for checking
opposing thrusters, which was caught by an invariant violation at execution time.



Correct-ish by Design 23
9 Module TEST

This module contains functions to test the VDM specification. We translated
these functions to Python for testing the Python code. However, we also gener-
ated classical unit tests and performed differential testing as described below.

9.1 Unit Testing

In development A, we asked ChatGPT how to test the SAFER code. It recom-
mended two options: (1) unit testing and (2) property-based testing. We first
asked for some unit tests. As a result it produced three unit tests, like the fol-
lowing.

class TestSAFERSystem(unittest.TestCase):
def setUp(self):
self.safer = SAFER()

def test_control_button_up(self):
switch_positions = SwitchPositions(
mode=ControlModeSwitch.ROT,
aah=ControlButton.UP
)
aah_cmd = {
RotAxis.ROLL: AxisCommand.NEG,
RotAxis.PITCH: AxisCommand.POS,
RotAxis.YAW: AxisCommand.ZERO
}
raw_grip = HandGripPosition(AxisCommand.ZERO, AxisCommand.POS,
AxisCommand.NEG, AxisCommand.ZERO)
thrusters = self.safer.ControlCycle(switch_positions, raw_grip, aah_cmd)
self.assertTrue(self.safer.ThrusterConsistency(thrusters),
"Invariant violated for ControlButton.UP")

This unit test first sets the inputs of the hand controller, namely the switch
positions and the hand grip position. It also defines a command from the AAH.
Then, it calls the control cycle function to produce the selected thrusters. These
thrusters are then evaluated for consistency in an assertion. Note, that this
assertion is actually redundant, since it is already checked in each control cycle.

After a few iterations of producing unit tests with ChatGPT it became obvi-
ous that this method does not scale, given the many combinations of input
values. Hence, we continued with the testing method described in the VDM
specification of this module in [4].

9.2 Testing in VDM Style

The VDM tooling supports its own style of testing. It exploits the ability of the
interpreter to process set comprehensions. These set comprehensions can then
be used to generate test inputs in a very concise manner. The TS module defines
such input sets for SAFER.

In development B, ChatGPT again had “lost” the document, and it was
uploaded again. Once it finally found the section in the newly uploaded report, it
produced a quite impressive translation of the whole module, which had 129 lines
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of non-trivial VDM specification (ignoring comments and blank lines), covering
7 definitions of constants (5 of which were set comprehensions), and 10 functions.
There were some minor issues and observations that we will go through in the
following.

Position Datatypes. Figure 14 shows definitions of the sets switch-positions,
all-grip-positions, and all-rot-commands. These are defined as set comprehen-
sions and serve as test inputs. In the translation to Python these were translated
to list comprehensions.

switch-positions = {mk-HCM ‘SwitchPositions (mode, aah) |
mode € {TRAN, ROT}, aah € {UP, Down}};

zero-grip = mk-HCM ' HandGripPosition (ZERO, ZERO, ZERO, ZERO);

all-grip-positions = {mk-HCM ‘HandGripPosition (vert, horiz, trans, twist) |
vert, horiz, trans, twist € AUX ‘axzis-command-set};

all-rot-commands = {{ROLL — a, PITCH — b, YAW — c} |
a, b, c € AUX azis-command-set};

Fig. 14. The TEST module, Positions.

switch_positions = [hcm.SwitchPositions(mode, aah)
for mode in [hcm.ControlModeSwitch.TRAN, hcm.ControlModeSwitch.ROT]
for aah in [hcm.ControlButton.UP, hcm.ControlButton.DOWN]

]

all_rot_commands = [{aux.RotAxis.ROLL: a, aux.RotAxis.PITCH: b, aux.RotAxis.YAW: c}
for a in aux.axis_command_set
for b in aux.axis_command_set
for ¢ in aux.axis_command_set

]

ChatGPT was then asked to turn this into sets, to match the VDM specifi-
fication, which it did. However, during subsequent execution an exception was
thrown since SwitchPositions, defined as a dataclass, is an unhashable type,
meaning it cannot be used as an element type of a set. In Python, only immutable
types (e.g., numbers, strings, tuples) are hashable by default. To fix this, we
could make the class hashable by defining a __hash__ method and, optionally,
an equality method __eq__ to ensure the correct behavior.

dataclass(frozen=True)

class SwitchPositions:
mode: ControlModeSwitch
aah: ControlButton

def __hash__(self):
return hash((self.mode, self.aah))
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The translation of all-rot-commands as a set of dictionaries resulted in a
similar problem in that dictionaries are mutable, and therefore not hashable,
and therefore cannot occur as elements in sets. ChatGPT repeated the correct
suggestion to use lists instead of sets, as shown above, to avoid this problem.

69.0 HugeTest: () —
1 (HCM ‘SwitchPositions x HOM ‘ HandGrip Position x AUX ‘ RotCommand) -
TS‘ ThrusterSet
2 HugeTest () &
3 {mk- (switch, grip, aah-law) — SAFER*ControlCycle (switch, grip, aah-law) |
4 switch € switch-positions, grip € all-grip-positions,
5 aah-law € all-rot-commands};

Fig. 15. The TEST module, Function HugeTest.

The HugeTest Function. The HugeTest function shown in Fig. 15 is inter-
esting since it shows a “clever” way of specifying property-based testing [10]
in VDM. Given a function f : Dy — Ds and a property that should hold, e.g.
consistent(f(x)), property-based testing consists of testing for some finite subset
F g D]_I

Va € F o consistent(f(x))

This can instead be expressed as a set comprehension:
{z— f(x) |z € F}

assuming that f will throw exceptions in case the consistent property is vio-
lated. In VDM this can be achieved via assertions. This is what happens in the
function ControlCycle in Fig. 15. The property to be tested here will be thruster
consistency. ChatGPT translated this into the following.

def huge_test() -> Dict[
Tuple [hcm.SwitchPositions, hcm.HandGripPosition, aux.RotCommand],
ts.ThrusterSet] :
return {

(switch, grip, aah_law): safer.control_cycle(switch, grip, aah_law)

for switch in switch_positions

for grip in all_grip_positions

for aah_law in all_rot_commands

}

However, again we ran into the problem of non-hashable types, detected by
executing the code. The types hcm.SwitchPositions, hcm.HandGripPosition, and
aux.RotCommand are not hashable, and hence tuples of such cannot be used as
keys in a dictionary. This code was therefore generated using a list of tuples.
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def huge_test() -> list[Tuplel
Tuple [hcm.SwitchPositions,hcm.HandGripPosition,aux.RotCommand] ,
ts.ThrusterSet]]:
return [

((switch, grip, aah_law), safer.control_cycle(switch, grip, aah_law))

for switch in switch_positions

for grip in all_grip_positions

for aah_law in all_rot_commands

ConvertTIds : TS ThrusterSet — char*”

ConvertTIds (ts) &
if ts = {}
then |
else let £ € ts in
[ConvertTId (t)] ¥ ConvertTIds (ts \ {t});

Fig. 16. The TEST module, function ConvertTIds.

The ConvertTIds Function. The last function we shall mention is Convert-
TIds, shown in Fig. 16. This function returns a list of ConvertTId(t) for all ¢
in the argument ts, in no specified order. It is defined in a non-deterministic
manner, selecting a ¢ from s and then calls itself recursively. This is trans-
lated into the following list comprehension, which iterates t through ts in order.
It requires some “understanding” of this recursive approach in Fig. 16 to perform
this translation.

def convert_thruster_ids(thrusters: ts.ThrusterSet) -> List[str]:
return [convert_thruster_id(tnm) for tnm in thrusters]

The two solutions are not equivalent
due to the non-deterministic/underspecified choice in the VDM specification.
However, this difference seems not important.

Test Results. With HugeTest we discovered a bug in development A. After
execution of 4654 tests, the property of thruster consistency was broken. The
fault was in the TS module, where wrong thrusters were selected. It turned out
that ChatGPT had changed a part of the Python code after it was reviewed.
Hence, it had changed already correct code. After fixing the code all 8748 tests
passed.

Note, with only a handful of unit tests it would have been very unlikely that
we would have discovered this bug. It demonstrates how important automated
test case generation is. Nobody wants to write over 8000 unit tests by hand,
even if assisted by an LLM. With the same method, we also detected a bug in
the thruster consistency definition of development B. We refer to the discussion
of the ThrusterConsistency function in Sect. 8 for the details.
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9.3 Differential Testing

Having established thruster consistency, one may still wonder if the system is
actually firing the correct thrusters. An obvious method would be to test against
the VDM specification. However, we had only the PDF document available.
Hence, we decided for differential testing of the two separate Python develop-
ments. That is, we defined a property that the two versions of SAFER must pro-
duce the same output. Then, we used the same property-based testing method
as for thruster consistency. The only problem was that we had to convert the
enum return types, because the developments used different encodings for enums.
ChatGPT came up with an immediate solution for this conversion.

Test Results. HugeTest discovered a difference in the outputs after 4377 tests.
The problem was in the AAH module in development B, as already mentioned
on page 12: the transition for the (AAH_ON, UP) case in the AAH state machine
was wrong. After fixing this fault, all 8748 test cases passed. Hence, both sep-
arate developments produced the same output. This demonstrates the value of
differential testing.

10 Lessons Learned

We can make a number of observations based on this exercise. First of all, we
have generated code from a formal abstract mathematical specification with
the use of an LLM. In general, one may expect that it is easier to review and
understand an abstract specification than it is to understand the generated code,
making formal specification a possible approach to advanced prompting.

In this case, however, the generated code is very similar to the formal specifi-
cation due to the similarity between VDM and Python, as we have shown, which
is interesting in itself. Some key differences include the following. VDM allows for
infinite sets and universal and existential quantification over infinite sets, which
Python does not. Maps in VDM are immutable, but dictionaries in Python are
mutable, and not hashable, which means that one cannot create e.g. a set of
dictionaries. VDM supports design-by contract in the form of pre- and post-
conditions and state invariants, intended to hold between state updates, which
Python does not. A minor issue is Python’s very verbose way of expressing enu-
merated types. A not unimportant, although semantically shallow, difference is
that VDM appears visually more elegant due to the rendering of its mathemat-
ical symbols. Python is code, with the usual rendering of code using colors. The
Fortress programming language [13] tried to focus on mathematical rendering as
well. Python’s very flexible meta-programming features may be used to remove
some of these differences.

With respect to the use of LLMs for code generation, we of course observed
that the LLM occasionally hallucinated. ChatGPT even changed already cor-
rect code parts when other parts were being created or corrected. We observed
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that error messages can be used directly as prompts for correction. In particu-
lar, assertions become very important, and also make it easier to review code.
A useful technique turned out to be to formulate a prompt in an informal free,
but structured, notation similar to pseudo code or a DSL (Domain-Specific Lan-
guage).

With respect to verifying generated code, Al-assisted pair programming, with
separate development and equivalence runtime verification checks seems interest-
ing. Also property-based testing, where tests are generated, are important. E.g.
in some cases bugs were caught after several thousands of tests, which would
have been impossible to create manually. Finally, an LLM can be used for code
(and specification) explanation. We even used this technique to better under-
stand the SAFER protocol, using the documents [3,4,11], including the formal
VDM specification in [4], as prompts.
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Abstract. Large Language Models (LLMs) have become valuable tools
for developers with their ability to accelerate software development. How-
ever, LLMs are usually trained on standard programming languages like
C/C++, Java, Python, and JavaScript. There has been little research
in the usage of LLMs as development tools for less commonly used lan-
guages especially when it comes to domain-specific languages like Lingua
Franca. This project shows how to curate context to guide the LLM. We
demonstrate the technique by showing how to generate code that uses
the Lingua Franca coordination language with Python.

1 Introduction

Large Language Models (LLMs) have revolutionized software development by
providing developers with powerful tools to enhance productivity and stream-
line workflows. However, their training and application have primarily focused
on mainstream programming languages such as C/C++, Java, Python, and
JavaScript [18]. This focus has resulted in a significant gap in research and devel-
opment regarding LLMs’ effectiveness in generating code for less commonly used
languages, particularly domain-specific languages (DSLs) [3,10]. DSLs, designed
for specific problem domains, offer powerful abstractions and specialized features
but often lack the robust tooling and support available for general-purpose lan-
guages, especially in the context of LLMs. The challenge becomes even more
pronounced with coordination languages, which integrate a DSL for architecture
definition with a conventional language for program logic, presenting serious
difficulties for LLMs in accurately generating valid code.

Recognizing the limitations of Code LLMs in generating Verilog code, despite
its widespread use as a DSL, Thakur et al. [15] addressed the challenge of fine-
tuning LLMs to enhance their performance. The authors constructed a compre-
hensive training corpus of Verilog code by aggregating open-source Verilog repos-
itories and extensively searching textbooks on Verilog HDL. Using this dataset,
they fine-tuned multiple LLMs of varying sizes to create Verilog-specialized mod-
els. Additionally, they developed a collection of Verilog coding challenges and
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test benches to evaluate the functional correctness of the generated code. Their
results indicate that, across different problem scenarios, fine-tuning significantly
enhances the LLMs’ ability to generate syntactically correct Verilog code (25.9%
overall).

While the LLMs could be fine tuned to improve their performance with
such languages, a simpler alternative is to provide carefully engineered con-
text and crafted prompts as preludes to user-written prompts. Motivated by the
goal of freeing users from specifying low-level implementation details, Busch et
al. [2] propose an extension of Language-Driven Engineering (LDE) that enables
natural language specifications for process requirements. Users simply provide
descriptions in natural language, which serve as input for LLM-based code gener-
ation. This approach seamlessly integrates graphical DSL with natural language
descriptions. Technically, the user first constructs a graphical model, which is
then used to automatically generate both extensible code and a corresponding
prompt frame. Next, the user describes additional program logic using natural
language, which is embedded into the prompt frame to guide the LLM in gen-
erating the necessary code. This newly generated code is integrated into the
previously generated extensible code from the graphical model, forming the final
application code. An automatic validation process is then performed on the run-
ning application instance, producing an automaton that represents accessible
system states. This automaton can be utilized for model checking, providing
valuable feedback to the user. This approach delivers substantial productivity
gains in development, though some manual steps are still required.

This project explores the effectiveness of LLMs in generating code for less
commonly used languages by examining how they can be leveraged as develop-
ment tools. Specifically, it addresses the challenge of providing relevant context to
enhance LLM-driven code generation. We introduce a novel approach for curat-
ing contextual information to enable LLMs to generate code in a domain-specific
language (DSL). To demonstrate its effectiveness, we apply this method to the
Lingua Franca (LF), a coordination language for concurrent and distributed sys-
tems, and its integration with Python. This situation is particularly challenging
for the LLMs because the most straightforward context data, such as user doc-
umentation, programming examples, and regression tests, mix the LF syntax
with a conventional programming language. With insufficient engineering of the
context, the LLMs tend to mix the languages in ways that result in nonsensi-
cal programs. We present a number of strategies for improving the results of
the LLMs. This work contributes to expanding LLM applicability across diverse
programming languages, empowering developers working with specialized tools
and formalisms.

This paper is organized as follows: Sect. 2 provides an overview of the funda-
mentals of Lingua Franca language. Section 3 illustrates the challenges of gener-
ating LF code with existing LLMs through a motivational example. In Sect. 4,
we discuss key techniques for enhancing LLM-based code generation. Section 5
introduces our proposed approach, leveraging the RAG technique to improve LF
code generation. In Sect.6, we summarize our experimental evaluations using
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three practical examples. Finally, Sect.7 and 8 contains a discussion and the
conclusions of the paper.

2 Lingua Franca

Lingua Franca (LF) [9] is an open-source domain-specific language for build-
ing high-performance, secure, and reliable distributed real-time systems. LF is a
polyglot coordination language that facilitates the development of distributed
applications by employing a reactor-based architecture. Reactors are reac-
tive components programmed in popular programming languages like C/C++,
Python, Rust, and TypeScript. An LF application is made of reactors connected
together with ports and connections. Reactors are deterministic actors whose
behavior is specified through reactions. Reactions are triggered by discrete events
fired at specific logical time instants. LF is supported by a runtime system that
facilitates communication between connected reactors, ensuring predictable and
consistent execution, even in distributed environments.

Analogous to object-oriented programming, a developer declares the reactors
involved in the application and specifies their interactions using the LF-specific
language. The logic for each reactor is then defined through a set of reactions.
Each reaction’s implementation is written in a target language, such as C/C++,
Python, Rust, or TypeScript. Proficient Python programmers unfamiliar with
LF may struggle to learn the LF syntax. Consequently, we conducted experi-
ments to evaluate the feasibility of using Large Language Models (LLMs) for
automating the generation of LF programs.

3 Motivational Example

In this section, we present an example to motivate the techniques to be presented.
Consider the task of generating a Python program that estimates 7w using a
Monte Carlo Method!. With actual LLMs this task is straightforward; all we
need is to compose a comprehensive prompt. A prompt that might be effective
is:

Prompt (1): Provide a Python program to estimate PI through Monte
Carlo Method with 10 million samples. Provide code only, without any
comment or code fences.

Passing the proposed prompt to OpenAI’s GPT-40 model generates the desired
Python code. We provided the same prompt to GPT-40 for 100 independent
runs, resulting in 100 Python code outputs. All the generated programs exe-
cuted without any errors. We also conducted a second experiment instructing

! Pi estimation using the Monte Carlo method involves randomly sampling points
within a square that circumscribes a circle. The ratio of points falling inside the circle
(z® +9? < 1) to the total points, multiplied by 4, approximates 7. So 7 = 4 x nside

total *
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1 target Python:Python

2

3 main reactor MonteCarlo (num_samples=10000000) :

4 state inside_circle = 0

5

6 reaction (startup) :

7 import random

8 for _ in range(self.num_samples):

9 x, y = random.uniform(0, 1), random.uniform(0, 1)
10 if x*x + y*xy <= 1.0:

11 self.inside_circle += 1

12 estimated_pi = 4 * self.inside_circle / self .num_samples
13 print (f"Estimated value of PI: {estimated_pil}")

Fig. 1. Example of a LF code generated by GPT-4o.

to generate a parallel version of the Monte Carlo estimate in Python. In 100
independent trials, the model consistently produced executable Python code. As
expected, an LLM like GPT-40 finds this task to be relatively easy and straight-
forward.

Now, we challenge GPT-4o to generate a valid Lingua Franca (LF) code for
the same task. An LF program is a mix of two languages: the LF coordination
language and the target language (Python, in this example). The LF language
is used to specify the interactions between reactors. The target language defines
the logic of each reactor encapsulated in a couple of functions called reactions.
Here’s a prompt detailing the program constraints:

Prompt (2): Provide a Lingua Franca program for ‘target Python’. Create

a main reactor named ‘MonteCarlo’ that:

— has no outputs.

— has a parameter named ‘num_ samples’, with a default value of 10
mallion.

— estimates PI through Monte Carlo Method with ‘num_samples’.

— prints the estimated value of PI to the console.

Provide code only, without any comment or code fences.

For 100 independent runs with the same prompt, GPT-4o failed to generate
a program that respects the LF syntax. The logic of the generated code snippets
was correct, but the LLM is confused when dealing with two languages in the
same file. Embedding Python code within the reaction body affects the LLM,
causing it to mix LF syntax with Python syntax. As illustrated in Fig. 1, the
code generated by GPT-40 from the above prompt is full of syntax errors. For
example, the code in line 1 should be ‘target Python’ not ‘target Python:Python’.
In addition, LF syntax employs brackets ({ ... }) to delimit a reactor body, while
on line 3 the generated code is using a Pythonic syntax with semicolons (:). On
line 6, we observe the same misuse of semicolons when defining a reaction. But
in the LF syntax, the body of a reaction is delimited by {= ... =}. Another issue
is the incorrect placement of the random library import on line 7. It should be
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1 target Python

2

3 preamble {=

4 import random

5 =}

6

7 main reactor MonteCarlo(num_samples=10000000) {

8 reaction (startup) {=

9 inside_circle = 0

10 for _ in range(num_samples):

11 x = random.random()

12 y = random.random()

13 if x*%2 + y**x2 <= 1:

14 inside_circle += 1

15 pi_estimate = 4 * inside_circle / num_samples
16 print (f"Estimated value of PI: {pi_estimatel}")
17 =}

18 ¥

Fig. 2. A correct implementation of the PI estimate through the Monte Carlo Method
in LF language.

located within a preamble section. The right way to implement the PI estimate
through the Monte Carlo Method in LF is shown in Fig. 2.

This example highlights the limitations of GPT-40: despite its proficiency in
Python, it falters when generating functionally equivalent Lingua Franca code.
GPT-4o0 struggles to generate a correct syntax when dealing with a DSL like
Lingua Franca.

4 Code Generation Background

LLMs for code generation (Code LLMs) strive to generate source code from
natural language descriptions. Typically, these natural language descriptions
encompass programming problem statements (or docstrings) and may option-
ally include some programming context (e.g., function signatures, assertions,
etc.). Formally, these natural language (NL) descriptions can be noted as NL.
Given NL, the use of an LLM with model parameters 6 to generate a code
solution code can be denoted as Py(code|NL). The advent of in-context learn-
ing abilities in LLM has led to the appending of example code snippets to the
natural language description NL as demonstrations to enhance code generation
performance or constrain the generation format [6].

Code LLMs are primarily trained on widely used high-level programming lan-
guages (e.g., C, Java, Python), resulting in limited representation of low-resource
and domain-specific languages. This imbalance hinders the applicability of LLMs
in specialized fields and systems programming. To enhance code generation for
low-resource or domain-specific languages, several techniques can be employed.
One approach is fine-tuning the model, where the LLM is further trained on
domain-specific or task-specific data to better align it with the desired output.
Another effective technique is prompt engineering, which involves crafting precise
and structured prompts to guide the model’s responses and improve generation
quality. Additionally, Retrieval-Augmented Generation (RAG) can be leveraged,
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where the model integrates external knowledge by retrieving relevant informa-
tion from a database or corpus during the generation process. These methods,
individually or in combination, can significantly improve the accuracy and rele-
vance of code generation in diverse scenarios.

4.1 Fine-Tuning

Fine-tuning involves training a pre-trained LLM on a new task-specific dataset.
This process adjusts the model’s parameters to better align with the nuances
and patterns of the target task. Instruction tuning is a fine-tuning technique for
LLMs that utilizes datasets formatted as diverse instructions, aiming to improve
the model’s ability to follow a broad spectrum of task directives. Recent research
[5,11] indicates that this approach significantly enhances model performance
and improves generalization to novel, previously unseen tasks. For code gener-
ation, fine-tuning involves training an LLM on language-specific demonstration
datasets. These datasets pair natural language descriptions (inputs) with corre-
sponding code examples (demonstrations).

Fine-tuning large language models (LLMs), particularly those with billions
of parameters, is highly computationally intensive. Instead, focusing on craft-
ing effective prompts can yield significant improvements in performance while
minimizing computational resources [8,13,14].

4.2 Prompt Engineering

Well-crafted prompts provide a cost-effective and agile alternative to fine-tuning
LLMs. By carefully designing prompts, users can steer the model’s output
towards specific formats, control content, and significantly improve response
quality. This approach allows for rapid experimentation and adaptation with-
out the computational overhead of fine-tuning [1].

A common prompting technique utilizes predefined templates, providing a
structured format with specific placeholders to ensure consistent and organized
information delivery to the LLM. However, this inherent rigidity can restrict their
effectiveness in adapting to the varied reasoning and problem-solving demands
of tasks like code generation, particularly when they fall outside the template’s
precisely defined structure.

The main prompting techniques utilized for code generation are Chain of
Thought (CoT) and Structured Chain of Thought (SCoT). The CoT [16] prompt-
ing strategy involves breaking down the problem into smaller, logical steps that
the model can follow sequentially, enabling step-by-step reasoning. In contrast,
the SCoT [7] prompting strategy organizes the reasoning process into predefined
templates, ensuring the model generates outputs that are not only logical but
also consistent with specific formatting or task requirements.

Building on the observation that the CoT technique relies solely on natu-
ral language to sequentially describe problem-solving steps, the Structured CoT
(SCoT) technique enhances this by incorporating sequence, branch, and loop
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structures. The authors characterize SCOT as a “soft template” due to its inte-
gration of both natural language-based COT and more structured template ele-
ments within a single prompt. According to Li et al. [7], SCoT outperforms CoT
by up to 13.79% for the code generation task.

Prompting requires a well-developed context, which can either be hand-
crafted or automatically generated. Since LLMs rely on learned patterns and
generate responses based on common patterns, they often struggle with less-
represented ones, such as domain-specific languages (DSLs). An effective solution
to this challenge is enriching the context with real code samples.

4.3 RAG

Retrieval-Augmented Generation (RAG) [17] has recently emerged as a paradigm
to address prompting challenges and LLM hallucination. In particular, RAG
introduces an information retrieval process, which enhances the generation pro-
cess by retrieving relevant objects from available data stores, leading to higher
accuracy and better robustness.

A typical RAG process begins by indexing and loading a typically large and
domain-specific external knowledge base. For each user query, the retriever iden-
tifies and extracts relevant documents or knowledge snippets from the external
knowledge base. The retrieved information is then incorporated into the prompt
provided to the LLM. The LLM uses this augmented context, along with the
original query, to generate a more informed, accurate, and contextually relevant
response. In essence, RAG bridges the gap between the LLM’s parametric knowl-
edge (what it learned during pre-training) and external knowledge (often more
up-to-date or domain-specific information) allowing it to generate more accurate
and grounded answers without requiring frequent fine-tuning of the underlying
model resulting in more informative and accurate responses.

4.4 Key Insights

In summary, prompting techniques enhance problem-solving and reasoning capa-
bilities, while RAG improves the accuracy and relevance of generated responses.
In this work, our focus is on improving the syntax of generated code. This is
driven by the observation that Code LLMs are predominantly trained on widely
used high-level programming languages, leading to limited representation of low-
resource and domain-specific languages. This imbalance restricts the applicabil-
ity of LLMs in specialized domains and systems programming.

5 Proposed Approach

In this section, we introduce our approach to tackling a challenging issue encoun-
tered while generating LF code using code LLMs. This challenge stems from the
prompt’s contextual constraints within LLM models and is further intensified
by their limitations in accurately capturing LF syntax.
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At first, designing an appropriate context to guide the LLM in generating
code with correct LF syntax was overly difficult. For a specific example, we
iterated through the prompt-generation process until we found a context that
led the LLM to produce the correct code. However, when working with a different
example, we had to repeat the iterative process multiple times. Each example
requires a unique context. What we truly need is a tool that can automatically
generate the appropriate context. This led us to the decision to leverage the
RAG technique.

5.1 RAG-Based Code Generation

To implement RAG, we first need to define the knowledge base. In the context
of code generation, the knowledge base is a codebase. The codebase encompasses
both the raw source code files and their accompanying documentation. For the
LF project, we curated code samples from unit tests?, playground examples?,
and code snippets from the documentation website*. This process resulted in a
codebase containing 1,391 LF files, with 44% for C target and 25% for Python
target. This dataset is too small for fine-tuning an LLM and even for code
retrieval, especially considering that Parvez et al. [12] utilized a codebase of 1
million functions.

The initialization step involves applying an embedding model to the code-
base. Essentially, this step translates each file in the codebase from human-
readable text into a machine-understandable format. The embedding model, a
type of artificial neural network, processes this textual content and transforms it
into a dense numerical vector (embeddings). This vector captures the semantic
meaning and context of the text in a high-dimensional space that allows the
RAG system to quickly find semantically similar information when a user poses
a query. The resulting embeddings are subsequently indexed and persisted in a
datastore, labeled the LF codebase in Fig. 3. Upon receiving a code generation
prompt, the embedding model processes the prompt by transforming its textual
content into embedding (dense numerical vector). The resulting embedding is
then leveraged by the retriever model to perform a similarity search within the
indexed codebase and retrieves the semantically similar LF files. The retrieved
LF files are dynamically concatenated with the original prompt, forming a con-
text that is subsequently provided to the code LLM to generate the desired
code output (as illustrated in Fig. 3). The LLM-agnostic nature of this approach
offers the flexibility to be implemented with various code LLMs, allowing for
easy adaptation and experimentation.

5.2 Method

Building on our RAG-based code generation approach for retrieving relevant
code context, we now introduce our proposed system, which integrates this

2 https://github.com/If-lang/lingua-franca/tree /master /test.
3 https://github.com/1f-lang/playground-lingua-franca.
4 https://www.lf-lang.org/docs/ .
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Fig. 3. RAG-based code generation.

retrieval mechanism with a code generation workflow. As described in Fig. 4,
there are two separate spaces: a Developer space and a System space. The devel-
oper prompts the system with a design description specifying the target language
(C/C++, Python, Rust, or TypeScript), and receives the corresponding LF code
in response.

Within the system architecture, the developer’s prompt undergoes initial pro-
cessing by the Code RAG module. This module embodies the RAG-based code
generation workflow outlined in Sect.5.1. Based on the user prompt, the Code
RAG module dynamically augments the context and produces the corresponding
LF code for the specified target language. Subsequently, the generated LF code
is processed by the LF code generator for syntax validation. If syntax errors are
detected, the system initiates a recursive process, re-invoking the Code RAG
module to generate a new code candidate. In the absence of syntax errors, the
LF code generator produces a program in pure target language. For languages
such as C, C++, and Rust, this code undergoes a compilation phase. Successful
compilation is followed by code execution. Upon successful execution, the gen-
erated LF source code is delivered to the developer. Conversely, compilation or
execution failures trigger a recursive process, re-invoking the Code RAG mod-
ule to generate an alternative code candidate. To prevent infinite recursion, the
process is limited to a predefined maximum number of iterations.

6 Experiments

To evaluate the efficiency of our proposed method, we conducted a series of
experiments using diverse examples. Initially, we performed preliminary experi-
ments and manually assessed the quality of the generated code. Once the setup
was complete, we identified an evaluation metric suitable for our problem. We
then proceeded to experiment with our method by generating code for the Monte
Carlo 7 estimation example introduced in Sect. 3, followed by a parallel version.
Finally, we evaluated our method on a more complex scenario involving the
design of an accelerometer reactor instantiated within a drop sensor reactor. For
all experiments, we restricted our focus to the Python target. To ensure consis-
tency, we fixed the retrieval limit of the RAG workflow to 10 files. This approach
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Fig. 4. LF code generation workflow.

augments the prompt context with the content of exactly 10 similar LF files for
each user query.

6.1 Preliminary Experiments

When generating code for the Monte Carlo 7 estimation with the Python target,
the reaction body code resembled C more than Python. A review of the retrieved
files revealed that 25% of them were C-target files. C-target files were signifi-
cantly over-represented, constituting 44% of the codebase. This imbalance, with
C-target files outnumbering Python-target files by a factor of two, adversely
impacted the syntactic correctness of the generated LF and Python code. To
mitigate the observed bias, we decided to separate the codebase, creating a ded-
icated codebase for each target language to ensure more effective retrieval of
relevant code examples.

6.2 Evaluation Metric

The most widely used metric for evaluating code generation models is PassQFk
[4]. This metric quantifies the probability of success by checking whether at least
one of k generated code samples successfully fulfills the defined requirements.
Intuitively, Pass@]1 reflects the Code LLM’s ability to produce a correct solution
on the first attempt, while Pass@5 represents the probability of success within
five attempts. A higher Pass@k value indicates better performance. Previous
code generation studies have commonly used & = 1, 3, and 5 in their experiments
[4,7]. To provide code LLMs with a greater opportunity for success, we extended
the evaluation to include & = 10. The metric is,

("s)
Pass@k =1 — Z
(&)
where n is the number of generated programs, and c¢ is the number of correct
solutions among the top k results for the given problem. In our experimental
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setup, we set n to 100. This metric ranges from zero to one, where zero indicates
that all trials failed and one indicates that all succeeded. The metric can be
given instead as a percentage ranging from 0% to 100%.

6.3 Monte Carlo @ Estimation

Initially, we experimented with two OpenAl LLMs: GPT-3.5-turbo and GPT-
40, without providing any additional context. We then repeated the experiments
using handcrafted context. Most of the code generated by GPT-3.5-turbo was
in C++ or C#, completely disregarding LF syntax. While GPT-40 was able
to produce plausible LF code, it still failed to fully capture the LF syntax.
Therefore, we chose to continue our experiments exclusively with GPT-4o.

As mentioned above, when prompting GPT-40 to generate pure Python code
for the Monte Carlo 7 estimation, it succeeded every time, yielding a Pass@k
score of 100% for all k. Table 1 shows the Pass@k scores for various mechanisms
used to get GPT-40 to generate Lingua Franca code for the same problem.
Without context and with context alone, it failed for all k. With RAG it did
much better, succeeding on all trials with &£ > 3. With RAG plus a prompt
template, it succeeded on every trial for all k.

A descriptive prompt (describes reactors and reactions logic) proved inef-
fective for generating LF code, leading us to adopt an imperative approach.
Descriptive prompts focus on outlining the reactor’s structure and the logic of the
reactions involved. In contrast, imperative prompts directly instruct the model
on specific actions to take, such as importing necessary libraries. To guide the
LLM in structuring the code, we employed the Chain-of-Thought technique. We
initially used Prompt (2) as introduced in Sect.3. With this method, the prob-
ability of generating correct LF code using the RAG method with GPT-4o is
93% (referenced as RAG(GPT-40) in Table 1). Upon analyzing the 7% of unsuc-
cessful cases, we found that library imports were not embedded in a preamble.
Additionally, some generated code lacked reactions, even though Python code
must be enclosed within a reaction. Consequently, we refined our prompt tem-
plate to explicitly instruct the LLM to “embed imports in a preamble” and “use
reactions”. The prompt template leads us to the following prompt:

Prompt (3): Provide a Lingua Franca code for ‘target Python’. imports

the random module. Create a main reactor named ‘MonteCarlo’ that:

— has no outputs.

— has a reaction that triggers at startup.

— the reaction estimates PI through Monte Carlo Method with 10 million
samples.

— prints the estimated value of PI to the console.

— embed imports in a preamble.

Provide code only, without any comment or code fences.

Using this method, referenced as RAG(GPT-40) plus prompt template in
Table 1, we achieve a correct LF code on the first attempt, as indicated by a
Pass@1 of 100%.
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Table 1. Pass@k scores for various mechanisms used to get GPT-40 to generate Lingua
Franca code to estimate 7 using a Monte Carlo method.

Generation method Pass@1Pass@3/Pass@5Pass@10
GPT-40 0 0 0 0
GPT-40 + context 0 0 0 0
RAG(GPT-40) 93 99.58 (100 100
RAG(GPT-40) + prompt template 100 100 100 100

6.4 Parallel Monte Carlo w Estimation

Generating a program for the parallel version of the Monte Carlo 7 estimation is
a more complex task. In pure Python, the program consists of a main function
that distributes the workload across multiple threads, each executing the sequen-
tial Monte Carlo 7 estimation. The main function then aggregates the results
returned by the threads. In our experiments, GPT-40 succeeded in generating
the correct code every time. According to the semantics of the LF language,
the program is composed of three interconnected reactors: MonteCarlo, which
performs the estimation; Aggregator, which combines the results; and Main,
which orchestrates the overall computation. The following prompt details the
program’s constraints:

Prompt (4): Provide a Lingua Franca code for ‘target Python’.

Define a reactor named ‘MonteCarlo’ that:

— has one output port named ‘out’.

— has a reaction that triggers at startup.

— the reaction estimates PI through Monte Carlo Method with
‘num__samples’ samples.

— sets the output to the estimated value of PI.

Define a reactor named ‘Aggregator’ that:

— has one input port named ‘inp’ of width 4.

— has a reaction triggered by ‘“inp’.

— the reaction calculates the mean of the inp values and prints the result.

Define a main reactor that:

— instantiates 4 reactors named ‘MonteCarlo’ in parallel and distributes
the workload of 10 million samples over them.

— The total width on the two sides of a connection statement -> must
match. If a multiport is referenced on one side, there must be either
a matching multiport on the other side or a comma separated list of
ordinary ports.

— instantiates 1 reactor named ‘Aggregator’ that aggregates the results of
‘MonteCarlo’ reactors.

Embed imports in a preamble. Provide code only, without any comment or

code fences.
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Table 2 shows the Pass@k scores for different methods used to guide GPT-
4o to generate Lingua Franca code to estimate 7 using a Parallel Monte Carlo
method. Across all values of k, GPT-4o struggled without context and with
context alone. Using RAG, it succeeded in 7 out of 100 attempts, resulting
in a Pass@l of 7%. However, by integrating RAG with a prompt template,
performance improved significantly, achieving a Pass@1 of 37% and a Pass@10
of 99.26%.

Table 2. Pass@k scores for various mechanisms used to get GPT-40 to generate Lingua
Franca code to estimate 7 using a Parallel Monte Carlo method.

Generation method Pass@1 Pass@3Pass@5 Pass@10
GPT-40 0 0 0 0
GPT-40 + context 0 0 0 0
RAG(GPT-40) 7.00 13.58 [30.97 [53.33
RAG(GPT-40) + prompt template37.00 |60.55 [90.66 99.26

6.5 Drop Sensor

In this scenario, we first design an Accelerometer reactor and then incorporate
it into a DropSensor reactor. The Accelerometer reactor simulates an accelerom-
eter, generating random three-axis values each time it is triggered. Since the
Accelerometer reactor will be imported into another reactor, a main reactor is not
required. The DropSensor reactor imports and instantiates the LF Accelerometer
reactor. A timer triggers the Accelerometer every 250 ms to generate three-axis
outputs. The absolute values of these outputs are then compared to a thresh-
old. If all values are below the threshold, they are printed to the console. The
following prompt details the accelerometer’s constraints:

Prompt (5): Provide a Lingua Franca code for ‘target Python’.

Create a reactor named ‘Accelerometer’ that:

— has a ‘trigger’ input.

— outputs three random float values ‘x, y, and z’ between —1 and 1 when
triggered through a ‘trigger’ input.

— declares constants in the preamble.

There is no main reactor. Provide code only, without any comment or code

fences.

When using the above prompt to generate Lingua Franca code, GPT-4o0
failed in all attempts both without context and with context. With RAG, it suc-
ceeded in every trial for all k, regardless of whether a prompt template was used.
Figure 5 illustrates the diagram representing a successfully generated Accelerom-
eter reactor.

The DropSensor constraints are translated to the following prompt:
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Fig. 5. Diagram representing a successfully generated Accelerometer reactor.

Provide a Lingua Franca code for ‘target Python’.

Import the LF ‘Accelerometer’ reactor. Create a main reactor named

‘DropSensor that:
has a parameter named threshold, with a default value of ‘0.3’.

— instantiates an accelerometer.

— declares a timer with a period of 250 ms.

— has a reaction that triggers the accelerometer with period of 250 ms
by setting the accelerometer trigger to True.

— has another reaction which fires whenever any of the accelerometer

() g,

readings (‘x’, ‘y’, or ‘z’) change. Inside this reaction: It checks whether
the absolute values of the accelerometer readings (‘x’, ‘y’, ‘z’) are all
less than the defined ‘threshold’. If the condition is true, it prints the
values of the accelerometer outputs to the console.

Provide code only, without any comment or code fences.

Table 3 presents the Pass@k scores of various methods employed to instruct
GPT-40 to generate Lingua Franca code for a DropSensor reactor. With the
exception of RAG combined with a prompt template, all other methods failed
to generate a single successful code. In contrast, RAG with prompt template
achieved a Pass@1 of 35% and a Pass@10 of 98.97%, demonstrating superior
performance. Figure 6 depicts the diagram of a successfully generated DropSen-
sor reactor.

Table 3. Pass@k scores for various mechanisms used to get GPT-40 to generate Lingua
Franca code to implement a DropSensor reactor.

Generation method Pass@1 Pass@3/Pass@5Pass@10
GPT-40 0 0 0 0
GPT-40 + context 0 0 0 0
RAG(GPT-40) 0 0 0 0
RAG(GPT-40) + prompt template35.00 |57.98 [89.03 |98.97
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Fig. 6. Diagram representing a successfully generated DropSensor reactor.

7 Discussion

Through the iterative process of prompting the LLM, reviewing the generated
code, and refining the prompt, we gained valuable insights.

In evaluating LLM capabilities, significant performance differences were
observed. GPT-40 was able to generate code that adhered to the structure of
the LF language, whereas GPT-3.5-turbo failed completely. This divergence in
performance is attributable to GPT-40’s larger model size and access to more
recent training data. In contrast, GPT-3.5-turbo’s knowledge is limited to data
up until September 2021, a time when the Lingua Franca project was available
on GitHub but still in its early stages, thus explaining its inability to generate
correct code.

Our initial experiments with RAG revealed a bias toward C syntax in the
generated code, even when the target language was Python. This bias stemmed
from the overrepresentation of C-target files in the codebase, which negatively
affected the syntactic correctness of both LF and Python code. We conclude that,
similar to standard machine learning datasets, maintaining a balanced codebase
is essential. Focusing solely on Python target files, we enhanced some LF files
by adding more comments. Well-commented code improves similarity between
retrieved outputs and user’s prompt. This highlights that RAG’s effectiveness is
highly dependent on the quality of the codebase.

As outlined in the Structured Chain of Thought (SCoT) [7] prompting tech-
nique, a structured prompt enhances the accuracy of the generated code. For
instance, specifying “parameter num_ samples = wvalue” in the prompt rather
than simply stating “has parameter” led to improved code quality.

Given the unique characteristics of LF syntax, we had to craft precise instruc-
tions to guide the LLM in adhering to these specifics. One important requirement
is that a main reactor cannot have outputs, necessitating an explicit directive
such as ‘“has no outputs” to ensure compliance. Similarly, to enforce the inclu-
sion of external libraries within a preamble, we had to specify “embed imports in
a preamble”. Additionally, to guide the LLM in implementing a reactor’s logic
through distinct reactions, we explicitly enumerated each reaction along with its
intended functionality. Accordingly, we developed a structured prompt template
to improve RAG-generated codes.

When LLMs generate LF code, they often face challenges in producing the
precisely correct syntax on the initial attempt, resulting in a lower Pass@1 score.
However, by generating multiple samples, the probability of achieving the cor-
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rect syntax increases. Consequently, the Pass@10 metric provides a more realistic
assessment of the likelihood that a usable LF code will be generated within a
practical number of trials. Pass@10 becomes particularly insightful when com-
paring models with similar Pass@1 performance, as it can highlight a more sub-
stantial divergence in their capacity to generate a functional solution within a
small number of attempts.

8 Conclusion

Large Language Models (LLMs) often face challenges when generating code
for Domain-Specific Languages (DSLs). In this work, we introduced a method
to curate context that effectively guides LLMs in generating code for the
Lingua Franca (LF) domain-specific language. Our implementation combines
Retrieval-Augmented Generation (RAG) with Structured Chain-of-Thought
(SCoT) prompting to facilitate the generation of LF code alongside Python.

Our approach enhances the prompt context by incorporating relevant code
samples from the existing Lingua Franca codebase. Given a developer’s prompt,
a retriever model conducts a similarity search within the codebase, retrieving LF
files that are dynamically concatenated with the original prompt. This enriched
context is then fed into GPT-40, enabling more accurate and syntactically correct
LF code generation.

We conducted a series of experiments using three different examples. For
each example, we evaluated the Pass@k scores across four different approaches
for guiding GPT-40 in generating Lingua Franca code. In every case, RAG com-
bined with a prompt template achieved the highest Pass@k scores, demonstrating
its superior effectiveness. These results demonstrate that combining RAG with
SCoT effectively guides the LLM in capturing LF syntax and generating valid
code. To further validate our findings, we plan to apply our proposed method to
other state-of-the-art Code LLMs.

We plan to expand the codebase by generating new LF programs using the
current framework. With a larger dataset, we aim to fine-tune a Code LLM and
evaluate its effectiveness compared to the approach proposed in this work.

Code Availability. For the purpose of reproducibility, the code and data supporting
the results and experiments in this paper are available publicly on GitHub at: https://
github.com/lf-lang/1f-gpt.
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Abstract. We investigate the potential risks and benefits for students
utilising Generative Artificial Intelligence (GAI), specifically OpenAl’s
ChatGPT and GitHub’s Copilot, to generate solutions instead of inde-
pendently creating them in the traditional educational setting. The rapid
advancements in GAI have transformed numerous domains, including
software development and software engineering education. While these
tools offer unprecedented convenience and efficiency, there are growing
concerns regarding their potential implications for academic integrity
and genuine student learning. We report on a pilot study in which 40
students, who completed a first-semester course on object-oriented pro-
gramming, re-engage in a comparable programming project in limited
time using GAI tools. In this pilot study, we aim to assess the extent
to which students can rely on GAI tools to generate solutions for large
programming assignments, to investigate the impact of Al-driven code
generation on students’ understanding of fundamental programming con-
cepts and problem-solving abilities, and to explore the perspectives of
educators and students on the implications and long-term consequences
of integrating Al-assisted coding tools in the learning process.

1 Motivation and Background

Generative Artificial Intelligence (GAI) is a field of study that uses trained mod-
els to generate data fragments shaped as coherent text, realistic images, believ-
able videos and executable code. These models can be generative adversarial
networks [17], variational autoencoders [22], diffusion models [9], autoregressive
models [20], energy-based models [41], flow-based models [35], as well as—the
most famous these days—Tlarge language models. Recent rapid advancements in
this area have made a lot of things possible: instead of requiring large volumes
of specific data, modern GAI tools can combine large volumes of generic data
they have already witnessed, with a concise definition of context, to generate all
kinds of artefacts traditionally required as deliverables in the software industry
as well as software engineering education: software, documentation, solutions
for given problems, tests for given code, presentations, critical reflections, etc.
This in turn started reshaping various professional fields from creative indus-
tries to software development. In the literature this phenomenon is known as job
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crafting [14], because it leads to employees reshaping their jobs to fit evolving
demands. Tools such as ChatGPT [7] and GitHub Copilot [16] are now capable
of generating entire blocks of text or code with minimal human intervention,
potentially accelerating productivity in a significant way.

However, in education—in particular in programming courses—this techno-
logical leap presents not just opportunities, but mostly challenges. While GAI-
powered tools can assist students in writing code, testing, debugging, document-
ing, even learning new concepts, they also raise fundamental questions about
academic integrity, skill acquisition, and the role of traditional learning meth-
ods. Educators can no longer afford to ignore GAI; instead, we must critically
examine its impact and develop strategies to either integrate or regulate its use
in ways that enhance, rather than diminish, student learning. In this study, we
aim to explore how students interact with GAI in a project-based programming
course, assessing whether these tools support or hinder their understanding of
fundamental programming concepts.

There is an actively ongoing heated debate among educators and researchers
in education concerning the impact of GAI, whether it constitutes a threat or
an opportunity [4,5,40,48,49]. On one side, critics argue that GAI can under-
mine academic integrity, diminish critical thinking skills, create new forms of
inequality through differential access to advanced technological tools, etc. On the
other side, proponents highlight the capacity of GAlI-based systems to person-
alise learning experiences beyond what is possible by human means, streamline
administrative tasks to redirect human teachers’ attention to the most impactful
places, and promote more inclusive pedagogical strategies by fully accommodat-
ing diverse learning styles. One more complementary viewpoint is that the use
of GAI tools is not inherently bad, and potential productivity boosts it delivers
are attractive, but with one unavoidable precondition: the user must understand
the output of such GAI tools. If this prerequisite is not fulfilled, then the qual-
ity of the result cannot be assessed and thus cannot be guaranteed. All these
conflicting perspectives revolve around concerns of bias, transparency, ethical
accountability, making it increasingly complex for educators, policy makers and
researchers to take a definitive stance on the overall impact of GAIL Ultimately,
the question of whether GAI is a threat or an opportunity remains open-ended,
with the answer depending on a long list of global aspects like its adoption in the
field, as well as seemingly small details like concrete studied topics, formulated
learning goals and attitude of both learners and teachers.

ChatGPT [7] is a large language model developed by OpenAl. It is capable
of generating text based on user prompts, and does it in a human-like fashion. In
computer science education, it can function as a virtual tutor, assisting students
with code explanations, debugging help, algorithm suggestions, as well as full
program generation. Unlike traditional search engines, ChatGPT provides con-
versational, context-aware responses, making it an attractive tool for learning—if
not for teachers, then definitely tempting for students. However, its ability to
generate plausible and believable yet incorrect answers poses a challenge: with-
out fully understanding the underlying concepts, students may rely on it too
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much, potentially weakening their problem-solving skills. This duality—being
both a powerful learning aid and a potential shortcut that bypasses learning
deeper understanding—makes ChatGPT a critical subject of study in program-
ming education.

Copilot [16], developed by GitHub in collaboration with OpenAl, is a GAI-
powered code completion tool designed to assist programmers by suggesting
entire functions, generating boilerplate code, and providing inline coding assis-
tance. Integrated directly into coding environments like Visual Studio, VS Code,
IntelliJ IDEA, Xcode and the like, Copilot offers real-time code predictions based
on the developer’s comments and existing code structure. For students, Copilot
can accelerate coding tasks, reduce syntax errors, and serve as an example-driven
learning tool. However, similar to ChatGPT, it raises concerns regarding over-
reliance and passive learning, as students may accept Al-generated solutions
without fully understanding the logic behind them. The industry’s reaction to
GitHub Copilot has been mostly positive, but unlike expert developers who use
it as a powerful code completion tool which output they can fully comprehend
before committing to it, novice developers like students still learning how to
program properly, can just end up using it as a shortcut to a somehow working
solution, bypassing the actual learning.

1.1 Problem Statement

In this paper, as well as in our programme, we rely on the paradigm of project-
based learning [15,23]. It is an educational approach where students are supposed
to gain knowledge and skills by actively engaging in real-world, complex projects
over an extended period. We see this as a programme-level implementation of
the university-wide vision of learning by interacting [47], but it is also closely
related to concepts of problem-based learning [33,52], which focuses on solving
open-ended problems while defining your own learning outcomes; challenge-based
learning [46,51], which emphasises real-world challenges which are often inter-
disciplinary and by definition larger than what learners can solve, which forces
them to choose their own challenges and face them; as well as student-driven
learning [12,21], which is an approach that provides personalised learning experi-
ences by moving away from traditional teacher-directed models. With some small
variations (which might be very important on implementation level), all these
approaches share the line of thinking that values principles of critical thinking,
problem solving, making own decisions on the learning path, influencing goals,
outcomes, deliverables and strategies.

Traditionally, project-based learning ensures deep engagement by requiring
students to design, implement, refine and improve their own solutions. However,
the integration and/or mere existence of GAI tools challenges this paradigm. The
students who employ these tools, gain the ability to generate significant portions
of their projects with minimal effort, potentially diminishing the learning-by-
doing aspect. While GAI can serve as a tutor or assistant in overcoming techni-
cal hurdles, its automation of cognitive processes risks turning project work into
a passive exercise of prompt engineering instead of genuine problem solving. In
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this study we aim to contribute to investigation of how GAI affects traditional
project-based learning setups, determining whether it supports learning or unin-
tentionally undermines the development of essential programming competencies.

Since project-based learning thrives on the principle of learning-by-doing,
where students engage directly with coding challenges, wrestle with design deci-
sions, debug their own errors, refine their solutions, and learn from engaging in
all those activities with their own freshly made artefacts, using GAI to substitute
or “optimise” some of those steps naturally raises a fundamental concern. If GAI
performs the “doing”, does any meaningful learning still take place at all? When
students shift from actively constructing solutions to passively prompting a GAI
tool for answers, they may miss out on the deep engagement required to develop
core programming competencies. This shift threatens skill acquisition [18,54], as
students risk developing fluency in prompt engineering rather than algorithmic
thinking, debugging strategies, or software design principles. Beyond the ped-
agogical concerns, this raises pressing academic integrity issues [39]. If a GAI
tool generates substantial portions of a project, how do we assess a student’s
true understanding of the material? The challenge for educators is to differen-
tiate between GAl-assisted learning and GAI-driven substitution, ensuring that
students still engage in the cognitive processes that build genuine programming
expertise. Traditional plagiarism detection methods are often ineffective against
GAl-generated content [50]. Addressing these concerns requires new assessment
strategies, clear ethical guidelines, and a rethinking of how learning is measured
in a GAl-assisted educational landscape.

Lastly, the existence and commoditisation of GAI tools may or may not
enforce a fundamental reevaluation of how learning outcomes are defined
and assessed in programming education. Traditionally, assessments focus on
code quality, problem-solving ability, conceptual understanding, often measured
through project work, exams, or written reports. However, when GAI can gener-
ate functional deliverables, including code, documentation, and even debugging
explanations, educators must ask: are our current learning outcomes still mean-
ingful, or do they need to evolve? One viewpoint could be to maintain exist-
ing learning goals but adjust assessment methods—for example, shifting toward
oral exams, in-class coding tasks, or GAl-aware rubrics that evaluate reasoning
rather than output. Another, more radical approach could be to overhaul learn-
ing objectives entirely, recognising that in a GAl-assisted world, the emphasis
should shift from syntax and implementation toward embracing GAI collabo-
ration, debugging GAI-generated solutions, and verifying correctness. Whether
through adaptation or reinvention, assessment must ensure that students develop
not just the ability to produce code but also the critical thinking skills necessary
to navigate a world where GAI is an inevitable part of the software development
process. We leave this aspect as a dilemma for future work.

In this pilot study, our goals are:

e to assess the extent to which students can rely on GAI tools to generate
solutions for programming assignments;
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e to explore the perspectives of educators and students on the implications and
long-term consequences of integrating Al-assisted coding tools in the learning
process.

We hope that these preliminary collected results will help in the near future
to make the next step to investigate the impact of Al-driven code generation
on students’ understanding of fundamental programming concepts and problem-
solving abilities.

1.2 Context

In the Bachelor programme of Technical Computer Science at the University
of Twente, object-oriented programming and software design are taught as an
introductory course in the second quartile of the first study year, in a period of
10 working weeks.

The course consists of a 4 EC part where students learn about software
modelling with UML diagrams about the development process in general, and
an 8 EC part where students learn programming using Java, study basics of
concurrency and race conditions, as well as basic networking with sockets. The
students spend roughly 7 weeks practising to reach these learning goals, and then
do a project in the remaining 3 weeks.

This project involves writing a full server-client application using Java Sock-
ets. This application allows users to play a simple board game over the net-
work against other players and against a simple computer player that is also
programmed by the students. Typical board games for this project are perfect
information games played on a rectangular grid, with few rules and simple game-
over conditions, such as Connect-Four, Pentago, Othello and others. Students
typically perform this project in pairs, although typically some students do the
project by themselves when their partner drops out.

2 Related Work

There are many GAI tools provided by different vendors, but we focus specif-
ically on GitHub Copilot [16] and ChatGPT [7], because they either perform
competitively when matched against alternatives, or outperform them signifi-
cantly. Both of them are also rather well-known and easy to setup, which in turn
leads to them being well researched [30].

GAI repeats things it learnt from the training data, which also includes com-
mon mistakes [5], security vulnerabilities [36] and copyright violations [10]. This
also leads to bias which some researchers see as hallucinations [48], while others
equate hallucination to inventing believable terms [49], which is the opposite to
repeating common mistakes. In classical terms, a GAI tool which gives an incor-
rect answer because it has witnessed it often before, can be seen as generating
a false negative, while a GAI tool that produces an incorrect but seemingly con-
vincing answer because it finds a way to concoct a wrong but believable chain
of arguments leading to it, can be seen as false positive.
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Interestingly, repeating commonly observed patterns does not mean
GALI tools like Copilot will suggest idiomatic code, at least not for JavaScript and
Python [38]. Presumably this happens because there is enough non-idiomatic
code in existence, which is known from modernity research, investigating intri-
cate patterns of coevolution of languages and codebases [1,13]. Another issue
potentially limiting Copilot’s applicability in practice is its lack of robustness,
meaning that a slight change in its prompt might make it generate a completely
different completion code [30].

Future education is projected to include techniques like intelligence augmen-
tation [40], which will emphasise skills like prompt engineering (not just knowing
the syntax or patterns, but also conceptually “asking the right questions”), and
virtual intelligent tutoring, when an interactive LLM like ChatGPT essentially
replaces traditional teachers’ tasks like providing additional explanations and
formative feedback [40,48].

Many authors point out that (over)reliance on GAI will train learners less in
skills like critical thinking [48,49]. Some also argue that this skill needs to be
trained additionally next to similar activities like developing emotional intelli-
gence [18]. On the positive side, it is exactly this lack of overly critical attitude
towards its output that leads to their admitted usefulness in gathering ideas and
issues on any given topic [49]. Unfortunately, specifically in software engineering
overly creative out-of-the box solutions tend to contain more bugs than solutions
following the beaten track.

It is becoming increasingly more common to see more technically literate
students rely on GAI tools as a “clever” shortcut to completing homework effort-
lessly, and less GAI aware teachers condemning these actions and generalising
them to any GAIT use. Discussions of using GAI in the classroom commonly grav-
itate towards the topic of plagiarism [49]. Some authors go as far as firmly and
inherently linking the use of ChatGPT and similar GAI tools to academic dishon-
esty [39]. However, even if there are some automated detection options available
for the by now hopelessly outdated ChatGPT 3.5, most of them desperately fail
to detect the use GPT 4, let alone ol, 03 or 4.5 [50].

When it comes to institutional policies, the most common one is to “ban it
till we understand it” [27], or, to put it more mildly, to have “a comprehensive
strategy to manage Al-assisted learning and control ATl tool usage within edu-
cational institutions” [49]. Most such policies revolve around two principles: (1)
banning GAI by default unless explicitly permitted by a deviant teacher; and
(2) demanding explicit claims of using GAI or even not using it, possibly to cre-
ate legal liability. This is very much in line with the early attitude and policies
against using Wikipedia in classroom [19].

Yan et al. list “Al-induced performance illusion” among the key challenges
for learners [54]. This is, of course, the cornerstone of the entire issue: GAI tools
are just tools which need to be learnt to be used effectively, and at their current
state their output must be examined with not much less rigour than results of
one’s own manual coding or the code of one’s junior colleague. GAI is good
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learning aid and a decent completion instrument, but it has many downsides as
a shortcut since it tempts users to bypass skill acquisition.

Specifically in the context of project-based learning, there are some recent
BSc and MSc theses that attempted to enhance GAI tools’ functionality of
providing specific feedback to students while avoiding giving them solutions as
such, and at the same time explicitly teaching students how to seek such feed-
back [25,44]. The consensus at the moment seems to be that it is possible at
least to some extent to restrict and/or customise GAI to provide feedback, and
asking for it is definitely a teachable skill, but it remains to be seen whether
such generated feedback truly contributes positively to the learning experience.
In any case, it seems to decidedly improve peer feedback [43]. We see this line
of work as complementary to ours.

Just like students have an option to use GAI for solving assignments given to
them, teachers can use GAI to assess students’ deliverables automatically. It is
known that when it comes to essays and small study reports, GAI scores are com-
parable to those given by human examiners [26,32], as long as complexity is kept
low. For project-based learning, there are some emerging frameworks being pro-
posed for GAI-driven automated grading [53], but as of now they lack substantial
evidence that would demonstrate the limits of their applicability. However, from
a line of research we pursue in parallel to this work, we know that not only auto-
mated grading is prohibited by many Examination Boards, it is also highly unde-
sirable when stakeholders are consulted [42]. What stakeholders—from teachers
to students and from e-learning experts to educational management—want, is
automated assistance in their assessment activities, not automated grading per
se. Such assistance, of course, can be, among many other methods, based on
(G)AL

Lastly, there are some recent examples of project-based courses specifically
designed to integrate GAI models and tools into structured co-creation activi-
ties [28,37,45]. Since courses that do not undergo such redesign, tend to report
that all students use GAI anyway [6], avoiding this issue seems like a losing
battle.

3 Methodology

We have recruited students who passed the first year of the Bachelor programme
in Technical Computer Science, that is, who completed the course in question
before, including the project of implementing a board game. To level the play-
ground and to make sure nobody of them can reuse their own code, we have
asked them to implement a different board game.

We have divided the students up into four groups of 10 students each:

Control group, not allowed to use any GAI tools at all

“Copilot” group, instructed to use Copilot and not allowed to use ChatGPT
“ChatGPT?” group, instructed to use ChatGPT and not allowed to use Copilot
“Both tools” group, instructed to use both Copilot and ChatGPT
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To divide the students in groups, we first asked the students to self-assess
their programming ability, their skill to use Copilot and their skill to use Chat-
GPT. We then placed the students into categories and randomly split the stu-
dents from each category into the four groups.

The programming project requested from these students, was slightly more
difficult than the official project of the previous year. They were instructed to
implement the game Hex, which requires reasoning about hexagonal geometry
(rather than playing on a grid of squares), and to implement pathfinding from
one side of the board to the other. These requirements are usually deemed too dif-
ficult for students in the first semester, since on the starting day some students
do not even know the basics of programming, but would be interesting chal-
lenges for students who have already completed their first year. Furthermore, we
instructed students to spend in total exactly 36 h on the programming project,
which is less than the roughly two weeks in the first semester, even accounting
for student working hours being shorter than those of professionals. If they were
finished earlier, they could spend more time polishing their implementations to
improve their grade. Students from groups with an allowed use of GAI, were
instructed to do so as much as would be reasonable to get a high grade.

During the project, the participants maintained a reflective journal, ideally
requiring about 5-10min per two hours of their programming work. After com-
pletion of the project, they self-assessed their work using the official rubric,
which is the same rubric of the project in the first-semester course. They then
peer reviewed the grading of another project. Finally, the projects were discussed
in focus group meetings.

The reflective journals, comprising 120980 words in total (after removing
code snippets, screenshots and diagrams), were read and manually tagged with
the following tags:

e Judgemental tags:

— joy: any expression of positive emotion, satisfaction with the result, with
GALI interaction, tool behaviour, etc., beyond “works as expected”.

— pain: any expression of negative emotion, frustration, dissatisfaction, dis-
like of results or process steps.

— boost: any place in the text where students reported a significant help
or speedup caused by the use of GAI

— waste: any place where the use of GAI was accompanied by a waste
of time and resources, including dysfunctional code, misleading designs,
bugfixes that did not result in desired effect, etc.

— manual: admitting manual programming (usually after a failed attempt
of GAIT use or intentionally replacing it).

— prompt: any place where a prompt was described or quoted, or a moment
when GAI was “asked” or otherwise queried.

— could have: any places where GAI was used but the result was perceived
as something the user could have done themselves, or places where the
user deliberately decided to not use GAI while having that option.

— would have: any places where the user would have wanted to use GAI
but did not because it was not permitted by the rules of their group.
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ai misuse: any description of situations where GAI was misused and/or
could have been misused.

° Codmg activity tags:

project planning: taking a step back and contemplating next steps in
the implementation.

refactoring: cleaning up and otherwise improving the design of previ-
ously written or generated code.

debugging: finding, localising, understanding or removing bugs from
existing code.

testing: checking existing code for certain properties or scenarios, writing
test cases, executing them, augmenting the test suite, etc.

reasoning: any activities related to understanding existing code, be it
for the programmer’s sake or for the sake of interpreting GAI’s output or
formulating a prompt.

documentation: anything describing manipulations with comments,
Javadoc [24], report or logbook.

e Design topic tags:

class diagram: UML class diagrams, but only if explicitly mentioned
(discussing object-oriented design did not lead to tagging).

sequence diagram: UML sequence diagrams, but only if explicitly men-
tioned (discussing system behaviour did not lead to tagging).

design pattern: usually MVC or Listener, but with some mentions of
Factory.

e Specific topic tags:

game rules: anything related to the game as such, most often some
details like the form of the hexagonal board (and determining neighbours
on such a board) or computing the winning condition.

protocol: anything related to the mandated design of the communication
between the client and the server, the kinds of commands that had to be
supported, their order, etc.

concurrency: anything related to the distributed nature of the system,
usually about choosing a threadsafe data structure or suffering from con-
sequences and race conditions when working with a non-threadsafe one.
network: sending messages over the network, using sockets, occasionally
figuring out details of client-server collaboration.

user interaction: visualising the game board and communicating with
the player about their moves.

error handling: the entire spectrum from catching exceptions to just
dealing with abnormal scenarios.

JML: Java Modelling Language [8], mastering which was a part of the
learning objectives of the course, and was meant as a way to invite stu-
dents to reason about correctness of their code.

TDD: test-driven development [31], which was encouraged in the original
project (along other techniques like pair programming), and we expected
to find it back in the reports, only to be gravely disappointed. TDD was
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mentioned explicitly three times, and on one additional occasion a partici-
pant reported to write a deliberately failing test case before implementing
the next feature, which is a TDD technique.

The tagging was done following the principles of narrative research [11] and
should be taken at face value. For instance, if a student decided to explain their
debugging process in five sentences, then each of them was tagged with the
debugging tag, even when the issue was not five times larger than another
debugging case. Similarly we dealt with emotion tags: for instance, if GAI gen-
erated dysfunctional code, simply reporting that it did not work would merit at
most a waste tag, but writing down that it “forgot” or “misunderstood” the
question or that it was not helpful, was read as opinions and marked with the
pain tag.

Additionally, the first pair of tags (joy and pain) might seem similar to the
second pair (boost and waste), and while it is true that dealing with dysfunc-
tional code often triggers negative emotions, while getting visible performance
gains usually goes the other way, this tendency was not universal. For example,
the following sentences were tagged as both pain and boost:

o [ was not satisfied with this at all but gave at least the idea for the future
code.

e Though it was quite tedious having to copy paste each class, one by one, it
saved me a lot of time.

4 Results
4.1 Quantitative Findings

We originally started with 40 participants. During the study, we lost 3 partici-
pants due to personal GAl-unrelated circumstances: two participants of the con-
trol group did not deliver anything and were excluded from the data, one more
participant from the “both tools” group submitted a minimal journal which we
ended up including in the data just to get a few more taggings (participant 4
on Table 3). Their journal was 393 words long, which is considerably lower than
the average (mean 3184, median 2621), but not dramatically smaller than the
shortest full journal (764 words).

After self-assessment and peer review, we summarise the grades that the
projects would receive according to the rubric in Table 1. Unfortunately the
sizes of the groups are such that results are not statistically significant. Still, we
observe that groups with access to Copilot had better pass-fail outcomes, and
that the group with access to both tools had both higher average and higher
median grades. Due to the sizes of the groups, we cannot truly draw hard con-
clusions about the effect on the grades.

Daily/hourly journals which students submitted, provided much more
detailed insights into their way of working and the impact of using GAI, which
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Table 1. Grades for the projects of each group, and for the Functionality, Software
quality and Report subgrades. Grades are between 1 and 10 (excellent), where 5.5 is
the minimum passing grade.

Average

Group Size Pass:Fail Functionality Quality Report
Control group 8 5:3 6.19 5.93 5.69
“Copilot” group 10 9:1 7.38 6.66 6.46
“ChatGPT” group 10 7:3 6.60 6.29 5.95
“Both tools” group 9 8:1 7.47 6.64 7.08

Control group { ] ( X I J L J [ [

Copilot e o o0 o oo L)

ChatGPT ® o0 o000 ®

Both tools L ] o @ oo L] o o L]
0,0000 0,0225 0,0450 0,0675 0,0900

Fig. 1. Strip plot of taggings per word in journals of different groups.

we will discuss in the next section. In total, these journals contained 120980 words
to which we added 6053 tags as described above. Each journal received 33-446
taggings (mean 159, median 129), with a density around 5 taggings per hundred
words—see Fig. 1 for a strip plot of all values. Table 2 contains a summary on
the number of taggings per tag per group, and Table 3 has the full data set.

4.2 Qualitative Findings

Architectural Design vs Coding Tasks. There seems to be a sweet spot for
the use of GAI in programming a large project, where it could serve as a powerful
assistant rather than a replacement for a critically thinking software engineer.
One of the most common observations was that GAI performs poorly at high-
level design and architecture—students often found that when they allowed GAI
to dictate structure, the results were rigid, inefficient, or simply misaligned with
their intent. As a result, many study participants settled for a hybrid approach:
they took charge of the overall design process themselves but used GAI for
code generation and implementation details, which often led to more effective
outcomes. This was to be expected for Copilot which is its original intended use,
but was also quite prominent for ChatGPT.
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Table 2. Total number of taggings per tag (cf. Section 3) per group throughout all
journals. Each of the 38 journals was written by one student participant and contains
notes on the activities they were performing during the project, as well as a critical
reflection on the entire process in the end.

joy 6 73 61 55
pain 67 89 128 123
boost 0 159 128 112
waste 9 122 182 133
manual 16 77 119 93
prompt 2 45 293 219
could have 0 27 24 59
would have 200 51 2 2
ai misuse 6 22 41 28

class diagram 14 19 24 15
sequence diagram |7 7 13 14
design pattern 12 20 16 19
project planning |8 14 22 7

refactoring 19 36 51 48
debugging 90 84 112 110
testing 88 164 255 136
reasoning 31 44 78 64
documentation 86 114 106 90
game rules 25 41 77 57
protocol 29 61 97 49
concurrency 32 77 72 68
network 49 65 37 56

user interaction |23 27 36 41
error handling 13 40 30 31
JML 14 12 65 15
TDD 1 1 1 1

Interestingly, some students deliberately avoided GAI for simple tasks, stat-
ing that it would likely “mess up their code”—a clear case of code alienation, a
phenomenon well known in collaborating human developers: if some developer
have strong feelings of code ownership, excessive updates to that code done by
other developers or by program transformation tools (e.g., in the context of soft-
ware migration and renovation), can destroy that ownership feeling. In this case,
GAl-generated content apparently felt foreign or unpredictable to the developer.
This was much more visible in ChatGPT-using participants, perhaps the very
nature of Copilot being integrated into the IDE alleviated some of the code alien-
ation feeling. Among participants using both tools, some reported significant
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success and satisfaction from synergetic use, when the design was discussed with
and/or suggested by ChatGPT, after which the implementation was done by
Copilot with some minimal interference and/or mediation by the human.

Another emerging challenge was the gap between having a mental idea about
software design and implementing it—and apparently translating it into code
directly was perceived to be easier than translating it into an effective GAI
prompt. This, however, might be a trainable skill which our students simply
were unprepared for. Ultimately, while GAI accelerates the transition from idea
to code, its effectiveness depends on the user’s ability to define structure, provide
clear guidance, and critically evaluate GAI-generated output. This reinforces the
idea that GAI is most useful when paired with strong foundational knowledge
and intentional design choices.

Supporting quotes:

o This proves that the most effective way to use Chat GPT is to ask him to com-
plete some missing parts/methods of the already existing code that you have created
yourself.

e [ notice that a bulk of my time is being spent on establishing architecture and design
choices instead of actually programming.

I did not find Chat GPT useful in general project designing, or class writing.
ChatGPT does well at understanding the logic of the methods.

Did not use chatGPT this hour because it was a very simple task and chatGPT
may destroy what I have so far.

e [ did not have to ask help from Al to write out the code, as I did not have any
written description but had a mental idea of the structure.

e [t did however incorrectly implement a try catch statement, in a way that Intellij
wouldn’t see as an error—so some knowledge on exception handling was necessary.
if I hadnt known the basics of servers, I wouldn’t have been able to get that.

GPT only gave me a skeleton of a project that was not future proof.

Acceleration vs Correctness. One of the most striking observations was
how GALI transforms the coding workflow: study participants could simply feed
requirements to a GAI tool and instantly receive functional code. In some cases,
the output was immediately usable, while in many others, it provided a good
foundation to refine. A similar way of working involved giving GAI an assessment
rubric to generate work that would score well, which occasionally succeeded but
is ultimately unrealistic for real-world software development, where predefined
grading criteria do not exist, requirements tend to creep and mature solutions to
rot.

The common theme among participants that this has led to, was the lack of
cognitive effort required. Some students found it liberating, even enjoyable, to
not have to think and still produce working code. However, this obviously comes
at a price. While GAI accelerated productivity by enabling developers to gener-
ate more code faster, it also introduced uncertainty about correctness. In turn,
that was leading to a growing awareness that GAI-produced solutions often
require significant debugging and validation, sometimes overshadowing time won
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by quickly producing working code. On several occasions participants reported
that after many prompts, the overall code quality declined, technical debt accu-
mulated rapidly, and managing GAI-induced complexity became an issue. Some
found themselves completely unable to debug GAI-produced code, as it was too
complex for them to fully grasp. Sometimes GAI’s rapid output ended up slow-
ing development down—one would generate large portions of code in minutes,
only to spend subsequent hours debugging unexpected issues, in worst cases
ultimately abandoning GAI solutions altogether and solving the problem from
scratch manually. These experiences highlight an ongoing tension: while GAI
reduces the barrier to writing code, it does not guarantee that the resulting code
is maintainable, understandable, or even correct.
Supporting quotes:

First hour in, and I have just created the entire hexr game.
[ChatGPT] made the abstract class and an easy computer at first and let me decide
how to implement it, copilot then implemented it for me.
e [ think ChatGPT accelerates the implementation of basic methods; it is even useful
for creating game logic. Correctness is the main problem.
The logic from the suggestion was somewhat correct.
The quality of that I didn’t check.
Copilot is deceptive, it looks like it is helping, but at some point or when a random
bug starts popping up, you realize that the code was pretty bogus.
I overspend time on trying to figure out the problem using ChatGPT.
The tools help, but you have to be really careful in what you accept or don’t accept.
I did not have to think a second about this problem. ChatGPT solved it for me.
I would have never created such a function since it is not within my knowledge.
1 feel like I would be spending more time debugging the code from Al than what I’'m
now spending on writing it on my own.
When I said fix that please it gave me some optimizations which broke it completely.
I have to look into the HexGame class and I do not know the code well since most
of it is pasted from chatgpt.

The Conversational Aspect. Some students claimed that their way of work-
ing would have been the same whether they did or did not have access to GAL
At least on some occasions we had to agree, up to the point where some reflective
journals looked like URL lists with links to StackOverflow, Baeldung, YouTube
and other sources of information, and the entire workflow was organised around
seeking information or even working pieces of code to use in constructing their
own system. In other cases, participants worked more in the IDE than in the
browser, and only occasionally resorted to searching the web.

Yet this was always combined with anthropomorphising of the GAI: espe-
cially ChatGPT was repeatedly referred to with male pronouns (he/him),
and the choice of verbs—e.g., “he forgot”, “it struggles a lot”, “he knows”, “it
decided/refused to implement” or “he makes no sense”—indicated perception of
these prompt and response exchanges as true conversations. GAI became more
than just a tool and turned into a discussion partner.



Impact of GAI Tools in PBL 63

This ability to use GAI to not just generate code from natural language
prompts, but also to discuss strong or weak points of envisioned design, allowed
to overcome the challenges we named in the first theme of this section. Having
a conversation partner with deep knowledge of concrete details of using pretty
much any library and API in existence and being capable to maintain a conversa-
tion about any software design topic from algorithm design to code quality, also
led to contradicting the second theme (acceleration and correction). Some par-
ticipants expressed strong beliefs in correctness of GAl-produced code beyond
the faith they had in their own.

One of the three most common regrets found in the would have category
(the other two will be discussed in the next paragraph), is the lack of option
to request an explanation. At least some of the representatives of the control
group as well as the Copilot users followed the same process of “prompt-based
programming” as one would do with GAI, just by using web search, reading posts
on StackOverflow and guides on Baeldung, calling up friends, chatting them on
Discord, etc., and regretted that getting to know some API or a language feature
requires them to watch a long tutorial video instead ChatGPT just spoonfeeding
that information directly.

Supporting quotes:

o Normally I would ask ChatGPT how to generate this, but since I could not, I
resorted to watching a YouTube video.
No doubt stackoverflow had something similar.
I’'m basically just copy pasting solutions from the internet.
I am not sure if Al could help me with this, but of course using Al will prevent
bugs from being created in the first place.

e when I ask to compare different ways to implement a functionality, it provides a
pros and cons list on how it would affect the product.

e [ deleted my program code and Copilot was able to just fill in the code as it always
wanted to.

e [t was not of much help, because I didn’t trust it to give me the correct answer
since its answers seemed vague.

e Right now, I understand the code perfectly.

Where GAI Helps the Most. There are three reasonably well-defined
domains where GAI was perceived as being the most helpful both by partici-
pants who did use it, as well as by those who were not given that option. The
first two strongly correspond to the remaining two categories of popular com-
plaints around the would have tag: testing and documentation.

The perception of GAI’s usefulness in testing appears to be largely illusory
rather than substantiated by concrete benefits. The ultimate purpose of software
testing is not to simply have a test suite with some high enough coverage of
existing code, but to use it to find bugs or to prevent those bugs from entering the
code in the future. While many participants—both those who used GAI tools and
those who did not—eagerly recognised the potential of GAI-produced test cases,
the data we have seen suggests that this perception is not grounded in actual
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problem-solving instances. Nowhere in the reflective journals nor in focus group
discussions did students report a case where a GAI-produced test case identified
or prevented a bug that would not have been caught otherwise. Instead, the tests
produced by GAI tend to appear comprehensive and sophisticated, inducing
a sense of false security, and often incorporating a variety of edge cases and
structured assertions. However, in practice, these test cases are the antitheses of
TDD: they are green on arrival, since they pass successfully immediately upon
generation, and they stay green throughout their lives, rarely contributing to
meaningful debugging. This suggests that while GAI can generate plausible-
looking tests, it does not inherently improve the iterative debugging process,
and students may overestimate their effectiveness simply because they resemble
well-structured test suites. In scenarios where GAI was used to take one or
two manually written test cases to generalise and produce similar test cases
covering slightly different but related methods, it could be argued that the GAI
application was useful and justified.

Generating documentation, be it in the form of comments in the code, user
manuals or structured documentation formats such as Javadoc or JML, appears
to be a more promising application of GAI. Unlike GAl-produced test cases,
which often serve more as a decorative layer than a functional tool for debugging,
documentation produced by ChatGPT and GitHub Copilot exhibits a greater
potential for practical utility. Participants frequently reported that GAlI-assisted
documentation helped them articulate design decisions better than they would
have done themselves, and generate boilerplate descriptions that they could then
refine further (or, in some cases, especially for Copilot, to go the other way and
generate code from an extensive Javadoc).

One possible explanation for this difference lies in the nature of GAI’s train-
ing data. GAI models struggle to generate truly novel test cases because it is
a substantial reasoning challenge to find corner cases that truly need testing.
Yet, they have been trained on large corpora which included lots of well-written
technical documentation, including open-source repositories and software manu-
als, conforming to industrial best practices. As a result, ChatGPT in particular
often produces coherent, contextually appropriate explanations, sometimes even
suggesting JML constraints that align with best practices in formal verification.
However, this remains an area that requires further research. Initial impressions
do suggest that GAl-produced documentation is more than just surface-level
filler, but we still need to investigate whether students actually understand and
internalise what is being generated, or if they are merely accepting GAI outputs
at face value. It is a challenge moving forward to establish whether GAI-produced
documentation enhances learning and software quality, or whether it simply cre-
ates a false sense of completeness, much like GAI-produced test suites.

Interestingly, some participants of our study believed that the biggest gains
from GAI they had or could have had, came from implementing the game rules
themselves. The reasons might be at least partly algorithmic, since the game
we have used in this study, used a hexagonal board, and it takes quite some
design and thinking ahead to figure out what it means for places on such a
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grid to be adjacent to one another or how to construct a path from one place
to another. The other explanation could be similar to a writer’s block: even
though some implementation parts are relatively easy and straightforward, it
can be considerably easier to start with some basic setup already coded, and fill
in the blanks incrementally, rather than to start from scratch by creating first
classes one by one. It requires much more data points that we could obtain, to
be conclusive here (and to account for confounding factors like the choice of a
programming language—since it is also possible that starting a new project in a
scripting multiparadigm language like Python would be less of a mental burden).
Supporting quotes:

e Chat GPT is a very useful tool for writing texts, providing information to a concern
in a matter of seconds and debugging code.

e [ have no idea how that JML part works and I have no idea what it has written
down in the JavaDoc.

e [ do believe that without the Al, the hardest part of the project would have been the
gamelogic.

e On the report side of things, I found GPT to be a lifesaver. I practically made GPT
generate all of my report.

e for the report side of things, it would be like getting homework from your friend.
All you have to do is change it a little bit and the work is completed.
Copilot does not help me think, it helps get rid of brainless typing.
This took like 40min to complete 4 diagrams. I am shocked because I remember
this taking me a very long time 2years ago.

e [ solved the problems above myself because I did thought chatgpt would be more
time consuming.

Hallucinations are situations when GAI makes assumptions about the con-
text which were neither provided directly by the user, nor can be derived from
the prompts provided by the user. Initially observed in the computer vision
domain where they were seen as a positive phenomenon, allowing creative movie-
like zooming of low quality images by guessing and filling in content that was
inherently missing [3], nowadays hallucinations are synonyms for confabulations,
fabrications, delusions and other forms of falsification. We list four important
subcategories here, referring to the work of Maleki et al. for a recent literature
review on the matter [29].

Confabulations are GAI’s responses which are plausible but not factually
correct. For code generation, a confabulation would be producing method calls to
methods that do not exist even though it would make sense to have methods with
those names. Fabrications are GAI’s responses where inaccurate information is
added to the context without underlying reasoning and presented as factual. For
code generation, a fabrication could lead to a GAI tool suddenly switching to a
different programming language in the middle of the session simply because the
training data indicates it more probable to have this algorithm implemented in
a language other than what was requested. Delusions are responses which are
blatantly wrong, which happens often in the context of debugging: in order to
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advise the user on how to debug a certain problem, the GAI tool needs to come
up with a hypothesis about the possible cause of the observed faulty behaviour,
and since that can be far off (in addition to not being communicated properly), it
is known to send users on a wild goose chase. Finally, there is parroting which
stems from repeating patterns commonly observed in the training data—in par-
ticular dangerous in the context of programming education due to its tendency
to not only easily solve all introductory programming exercises, but also to just
as easily inject common mistakes into such solutions, combining them with very
believable justifications.
Supporting quotes:

e (C) And then I spotted another assumption that was made by the Al and it was
wrong.

o (F) It seemed like a good solution, but when I asked it to implement it for me, it

was implemented in Python.

(F) apparently Copilot thought I was making Checkers.

(C/D) Much other stuff is not exactly right.

(D) I started to believe that the more questions I ask, the dumber it gets.

(D) Also, some tests didn’t really test what they were supposed to test.

(P) I do notice that my code does look very bad now I use chatGPT.

Learning Experience. By now the paradigm shift in how students approach
programming tasks within a project when using GAI tools, should be obvious.
The key question still remains, and it is not whether students will use these
tools in the future—because they inevitably will—but rather whether they truly
learn anything from them or while using them. Do students gain a deeper under-
standing of programming concepts, or does GAI obscure the cognitive processes
necessary for effective learning? Do we, as educators, need to redefine what we
teach, or simply adjust how we teach it?

Traditionally, project-based learning [15] has been rooted in active engage-
ment: students learn by struggling through problems by themselves, making
mistakes, debugging, iterating on their solutions, and getting timely actionable
feedback to let them to keep going. The introduction of GAI shifts the balance:
students are now less engaged in the doing and more engaged in the guiding
of a GAI tool to do it for them. Such students are focused on the ultimate
goal—getting the project to work, submitting it on time and getting a good
grade—even though for teachers this has never been the real goal, and within
the learning-by-doing paradigm the project deliverable is always secondary to
the process of doing it.

We did have participants that reported that they did not feel they
missed much from the learning experience, strongly suggesting that GAI merely
accelerated parts of the project rather than replacing genuine problem-solving.
Others, however, noted that they had a false sense of efficiency, since they
assumed AI would make things easier, only to realise later that they ended up
with code they do not understand and hence have no true control over. The
most recurring theme was one of over-reliance: students who leaned too heavily
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on GAI tools, often found themselves unable to reason about their own code
whenever problems arose. Ironically, proceeding that way makes them go the
full circle, since spending too much time on understanding or debugging GAI
code the first time, makes them less eager to rely on it for anything in the next
steps in fear that their productivity will take another hit.

In this sense, GAI introduces a new failure mode in programming education:
instead of struggling with syntax and logic, students struggle with interpreting
GAI-produced solutions. This is a new kind of problem, one that traditional
programming education does not prepare students for. However, this is far from
a universal experience. Some students did learn from GAI, especially when they
approached it with a genuine desire to understand. Those who treated GAI as a
tutor rather than an oracle—questioning its responses, verifying its correctness,
iterating on its suggestions, persisting in demanding justifications and detailed
adjustments—reported a meaningful learning experience.

Supporting quotes:

I don’t think I missed too much in terms of the learning experience.

Very easy to trust ChatGPT too much, which I have done again.

I realized that working with ChatGPT is actually quite difficult.

I simply have no idea how to even ask chatGPT for advice, as that would take

explaining my entire codebase.

e [ also have no idea how the function works so I will have to check that to fix it.
Maybe I should ask chatGPT again.

e This is probably because I thought it would be quick an easy using Al, without it I
would have first assessed what was actually necessary.

e Maybe I have become over reliant on the tool, because not using it probably made
this go way faster.

e [t’s much faster to do this without AI and I get better results.

o [ didn’t try asking ChatGPT to do that, as I considered it would have taken me
more time to explain exactly what I wanted, and even then it would have probably
required a lot of changes from my side.

e [ would thus think that Copilot did not prevent me from learning about coding it

just took over the easy duties while leaving the more complicated work for me to

figure out.

I mostly did not have to think at all which did have some drawbacks.

Coding wise I did not learn much, I do not know a lot about my own project.

You can learn from chatgpt if you genuinely want to.

This is definitely not good practice, but let’s hope that this works.

5 Implications
5.1 GAI as a Tutor

One of the most immediate and apparent uses of GAI in education is as an on-
demand tutor, capable of providing explanations, clarifications, technical details
at any time of day. Unlike human instructors, GAI does not have office hours,
does not get tired, impatient, always delivers responses within seconds or min-
utes, and never complains. This convenience is undeniably valuable, and students
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struggling with a difficult concept or an unfamiliar API can quickly obtain an
explanation without waiting for a scheduled class or response from a peer. The
ability to receive immediate feedback allows for just-in-time learning, potentially
making students more independent and resourceful.

However, students have traditionally relied on teachers and textbooks as
authoritative sources, and they still expect correctness from those they learn
from. GAI models do not always distinguish between correct, misleading, and
outright false information, and in sections above we provided much evidence of
all these expectations being violated. A student who assumes that GAI-produced
responses are always accurate, may unknowingly build a foundation of miscon-
ceptions, particularly when GAI confidently hallucinates plausible-sounding but
incorrect explanations. If we assume that human tutors know their students and
match their level of understanding as well as increasingly probe them for miscon-
ceptions, then GAI in its current forms fails quite decisively, lacking the ability
to take enough context into account, be it about a particular student’s needs or
about “remembering” previous conversations and consistently building up from
those in an informed and pedagogically sound way.

Beyond accuracy concerns, the ease of access to information may fundamen-
tally alter how students engage with learning. Just as widespread calculator use
has made people less proficient at mental arithmetic, and reliance on digital
devices has diminished handwriting skills, continuous GAl-assisted explanations
could lead to a decline in deep knowledge acquisition. Students may grow accus-
tomed to looking up facts and reasoning rather than internalising them, reduc-
ing their ability to recall and apply concepts without GAI assistance. This could
lead to a generation of programmers who can efficiently retrieve information but
struggle to reason through problems independently. Some claim that this mile-
stone has already been reached with developers who spend more working hours
on StackOverflow and YouTube than in the actual editor, but extensive GAI
tutoring institutionalises this.

Despite these concerns, GAI as a tutor has clear potential to enhance learning
when used effectively. A student who actively engages with GAI explanations,
cross-references multiple sources, and critically evaluates responses, may actually
develop a stronger conceptual foundation than one relying solely on lectures and
textbooks. The key difference will likely be in how GAI is used rather than
whether it is available, and further research will be needed to determine whether
it ultimately enhances or erodes understanding in the long run.

5.2 GAI as a Tool

In the ethics research community, the discussion whether GAI is “just a tool”
or rather “more than a tool”, is still ongoing [2]. However, if for the purpose of
this section we assume that it is just a powerful tool, and we keep the educa-
tional model which relies on a guidance of a human instructor, then GAI would
not replace the teacher but instead augments the learning process, much like
an IDE that speeds up routine tasks like performing simple refactorings and
provides immediate feedback in contexts like regression testing. This shifts the



Impact of GAI Tools in PBL 69

nature of programming education: not by making traditional coding obsolete,
but by requiring a new set of complementary skills. Just as using a calcula-
tor does not eliminate the need for mathematical reasoning, leveraging GAI
tools does not mean students can ignore fundamental programming concepts.
However, the way they engage with those concepts, may change significantly.

GALI tools, just like powerful IDEs, are tools not just for making code run,
like compilers are, or tools for keeping track of the code, like version control
systems. In addition to all that, they are decision-making aids, influencing how
developers (and students as future developers) approach problems, how they
structure their code, and even how they understand the boundaries of what
is possible altogether. Because of this, GAI literacy becomes an essential skill.
Students must learn to critically assess GAl-produced suggestions, recognise
when they are incorrect or inefficient, refine their prompts to get meaningful
results. Prompt engineering as the ability to formulate effective queries that
yield useful GAI responses, is already becoming a crucial skill in the industry, and
education must adapt accordingly. Ignoring this reality would be like insisting
that students write assembly code or use punch cards when the world has long
since moved to high-level languages and colour displays.

Modern software developers do not need to know assembly to be competent
programmers, and many never write raw SQL because ORMs abstract away the
details. If GAlI-assisted coding becomes the norm, should we really resist it, or
should we accept that programming is evolving? There is an argument to be
made that, as long as students develop an understanding of problem-solving,
software architecture, and debugging, the method of implementation might be
secondary after all. There is still plenty to teach beyond writing code: understand-
ing what to build, why certain approaches work, how to make existing systems
better, etc. Even responsible GAI usage needs to be explicitly taught. With-
out structured guidance, students will inevitably use GAI anyway, but without
learning where to trust it, how to verify it, and when to rely on their own skills
instead. If we fail to integrate GAI into education, we do not prevent students
from using it, we only ensure that they use it uncontrollably.

5.3 Skills GAI Cannot Replace

If GAl-assisted programming is here to stay, then perhaps education should
specifically focus on what GAI cannot do. While GAI tools can certainly generate
code, explanations, and even documentation, it does not reason in a critical way,
verify correctness, or make decisions based on deeper understanding. If students
are to become effective programmers, they must develop these skills themselves,
not by passively consuming Al outputs, but by actively questioning, refining,
and integrating them into a broader problem-solving process.

One key area where we found this to be evident, is documentation. Many
students in our study postponed writing any kind of documentation (not just
the report, but also code comments and Javadoc specifications) until the very
end of the project, treating it as a separate, optional step to improve their grades,
rather than an integral part of the development process. GAI makes it easy to
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generate documentation, but this automation hides its true purpose. Of course,
documenting code is not just about explaining it to others, but mostly about
clarifying ideas for oneself. When developers write documentation alongside their
code, they engage in an essential cognitive process: articulating design choices,
recognising inconsistencies, ensuring that future modifications remain manage-
able. If students only document their work at the last minute, whether manually
or via GAI, they miss the opportunity to use documentation as a real-time
thinking aid rather than a retroactive justification.

The same applies to testing, which very much fell under the same bus. When
done at the end of a project, testing serves only as an a posteriori bug-finding
mechanism, revealing last-minute issues that must be patched before deployment.
However, when testing is integrated throughout development, it becomes a tool
for confidence and flexibility. Writing tests early allows programmers to refactor
their code more freely, knowing that mistakes will be caught before they become
deeply embedded. GAI can certainly generate test cases, but if students do
not internalise why testing matters and at which point in their project is it
meaningful, they risk falling into the same pattern of only testing at the last
minute, rather than using tests as a way to find bugs early and guide development
from the start.

Perhaps the most future proof skill is debugging GAI mistakes. Traditional
debugging involves tracing logical errors, identifying faulty assumptions, and
methodically isolating the source of a problem [55]. GAl-assisted programming
introduces an entirely new category of debugging: correcting errors in GAI code
that looks correct but is subtly wrong. This is an advanced skill, requiring not
just programming knowledge but an understanding of how GAI makes mistakes,
how to recognise hallucinations, and how to verify GAI outputs instead of blindly
trusting them. Without explicit training, students struggle to identify these
issues, much like novice programmers initially struggle with debugging their
own mistakes.

There are enough skills we can cover in programming education, even if all the
ones where GAI has any significant success, are eliminated. Self-explanation,
project and time management, structured thinking, correctness verification,
assumption validation, detecting faulty reasoning, and many others. This could
be seen as an opportunity to redirect our focus to produce relevant experts in
the GAl-driven world.

5.4 GAI and Assessment

The first detected instances of a student producing GAI-generated code, were
instinctively considered academic misconduct: you did not write this code, you
do not deserve the grade, come back and redo, or else. Our study has provided
a lot of evidence in support of that. For instance, we see that GAI tools do
impact the grades in a significant way (with Copilot having the most impact on
getting higher grades for the code, and ChatGPT having the most impact on the
quality of the documentation). As another concrete example, we see that if given
a chance, students generate project documentation, including drawing diagrams,
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instead of making it manually, and do that at the last possible moment. This
supports that the assessment methods of the pre-GAI world, where students
were expected to independently produce every line of code, every report, and
every test case, themselves, are based on an obsolete assumption.

Declaring any use of GAI as academic misconduct is not a viable solution.
Students will use GAI regardless of official policies, just as they already use Stack-
Overflow, online documentation, automated debugging tools, plugins. Blanket
prohibitions are not only unenforceable but also misguided, since GAI is quickly
becoming an integral part of professional software development, and can be
considered an important career skill. Thus, the position of many teachers has
gradually shifted towards a much more timid demand that one must understand
the code they submit, or be able to explain how it works, or any combination of
those.

If our module is called Software Systems, ideally we would like to test whether
students produced a well designed, cleanly coded, functional solution, which they
can also maintain and evolve. We would like to assign higher grades to students
who excel at those criteria, not necessarily differentiating between those that
used more or less tools to arrive at that skillset. This is not a new issue: in group
projects, for example, freeriding [34] has always been a challenge, where weaker
students can benefit from stronger teammates without contributing equally. GAI
extends this problem beyond group work: now, an individual student can appear
more competent than they actually are, simply by prompting GAI to do the hard
work for them.

Some possible alternative assessment methods include:

e Oral exams, where students must defend their code, explaining design choices
and debugging steps.

e Project exams, where students answer questions about their submitted work,
ensuring they understand the details.

e In-class coding tasks, where students work under controlled conditions,
demonstrating their ability to think through problems independently.

e Live demonstrations and walkthroughs, requiring students to articulate their
approach and showcase their decision-making process.

These approaches shift the focus away from final deliverables and toward pro-
cess, reasoning and understanding. Rather than assessing whether a project “just
works”, exams and interactive assessments ensure that students have actually
engaged with and learned from the experience. Many institutions are experiment-
ing now with these assessment forms, as well as with a range of university-level
and programme-level policies. At least some of those are simply transparency
requirements, demanding that students disclose when and how they used GAI,
which is a very legalese, shortsighted and bureaucratic way, since it again takes
away the focus from learning how to make a good software system to learning
how to rehearse the steps of using one of the many tools in one’s toolbox. Future
proof rethinking of educational programming projects may focus less on writ-
ing raw code from scratch and more on interpreting, refining, debugging and
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integrating GAI-generated solutions. The role of the educator, then, shifts from
evaluating code quality to evaluating how students engage with GAI responsibly,
which we covered in the previous sections.

6 Conclusion

Our study concerned the impact of GAI tools on programming education, specif-
ically in the context of project-based learning which implies large holistically
assessed take-home assignments. Our general conclusion is that students who
had access to OpenAl ChatGPT and GitHub Copilot, generally produced higher-
quality code and documentation, but their learning experience was noticeably
altered. While some claimed that GAI simply accelerated their work without
diminishing their understanding, others found themselves struggling to engage
meaningfully with the GAl-produced code, raising concerns about their learning
and cognitive development.

One of the most significant takeaways is that GAI use is unavoidable. When
explicitly permitted, students engaged fully and explored various ways to utilise
GAI tools. When not permitted, they regretted the restriction—Copilot users
tended to miss some features only provided by ChatGPT, and control group
missed both; Copilot was never explicitly missed in student journals, but repeat-
edly reported as useful even in the presence of ChatGPT. Participants of the
control group loathed their limitations and resorted to emulating the same expe-
rience with Google Search, StackOveflow and similar pre-GAl-era means. This
suggests that educational institutions must adapt assessment methods, ensuring
that learning is measured through understanding, reasoning, and process, rather
than simply evaluating final project outcomes. Traditional grading models are
increasingly ill-suited for a world where GAI can generate functionally correct
solutions with minimal human intervention.

Instead of resisting GAI, programming education must shift focus toward
teaching what GAI cannot do fully: critical thinking, debugging, testing, struc-
tured problem-solving, software design, reasoning and verification. We hope that
the detailed breakdown of our findings in Subsect. 4.2 will support our colleagues
and fellow educators in making informed decisions and taking sensible steps
towards future proof education and assessment.

Ultimately, GAI is neither a shortcut nor a replacement for learning. It is a
tool that can either enhance or erode education, depending on how it is inte-
grated. If used thoughtfully, it has the potential to make students faster, more
efficient, and better-prepared for a career in the software industry. If used reck-
lessly, it risks producing programmers who can generate code but cannot under-
stand, debug, or improve it. The future of programming education will depend
on how well we strike this balance, ensuring that GAI serves as an amplifier of
human intelligence rather than a crutch that weakens it. Much larger studies are
needed as further research to refine strategies for GAI integration, assess long-
term impacts on learning outcomes, and ensure that our education continues to
produce competent software engineers.
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1 Summary

To ensure future high quality health care support within given financial conditions, a
digitalization of the healthcare sector is mandatory. The digitalization is implemented
using either conventional software development or techniques from artificial intelligence
and faces two main important challenges: First, health care is a safety critical domain and
requires the use of formal methods to ensure that the systems work as required. Second,
the use of artificial intelligence in safety critical domains is still not fully understood.

Formal methods build on precise mathematical modelling and analysis to verify
a system correctness. It comprises static and dynamic analysis techniques like model
checking, theorem proving, runtime verification, to mention the most prominent ones.
Its theoretical foundations have been developed in the past decades, but its application
in various domains remains a challenge. Al in healthcare is transforming the field by
improving diagnostics, aiding in medical imaging analysis, personalizing treatment,
and supporting clinical decision-making. It enables faster and more accurate analysis
of medical data, enhances drug discovery, and assists in robot-assisted surgeries. Al
also contributes to predictive analytics, virtual assistants, wearable devices, and clinical
decision support. However, it is important to remember that Al is a tool to support
healthcare professionals rather than replace them, and ethical considerations and data
privacy are crucial in its implementation.

This track focuses on the exchange of ideas around key issues in digital healthcare,
including the formal modelling and optimization of hospital workflows, rigorous vali-
dation and clinical implementation of algorithms, and ensuring system robustness and
reliability. It emphasizes the importance of effective human-AlI collaboration, long-term
impact and cost-effectiveness of digitalization, and the explainability of Al systems.
Additional topics include data integration and quality, ethical and legal considerations
such as privacy and bias, and the development of appropriate regulatory and policy
frameworks. The overall aim is to tackle technical, ethical, legal, and societal challenges
to enhance the benefits of digital healthcare solutions.

The lively discussions resulted in three contributions that are summarized in the
following and the later published in this volume.
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Towards Person-Owned and Controlled Personal Health Records: Past, Present, and
Future Research at eMedLab, TalTech [3] explores a paradigm shift in personal health
data management, advocating individual ownership and sovereign control over health
records. It investigates the use of decentralized content-addressable storage (DCAS)
networks as a foundation for personal health records (PHRs), contrasting them with tra-
ditional server-based systems such as hospital electronic health records, national health
information systems, and commercial health apps. The paper defines the principles of
DCAS-based health data storage and examines key organizational and technical consid-
erations, including data custody, security, privacy, data quality, transparency, integrity,
anonymization, pseudonymization, and interoperability. These aspects are analyzed in
the context of ongoing research at eMedLab, Tallinn University of Technology. The
paper also outlines preliminary scenarios for integrating DCAS-based PHRs into exist-
ing healthcare IT infrastructures within the framework of the European Health Data
Space (EHDS), addressing both primary and secondary uses of health data. It con-
tributes to the broader discourse on secure, interoperable, and ethically sound health
data management through a model centered on individual control.

Quantum Machine Learning in Precision Medicine and Drug Discovery — A Game
Changer for Tailored Treatments? [1] addresses the challenges posed by healthcare dig-
itization, such as the complexity of biological systems, large-scale data generation, and
the need for personalized treatments, noting that traditional computational methods often
fall short. It explores the potential of Quantum Computing (QC) and Quantum Machine
Learning (QML) to transform medicine through enhanced diagnostic accuracy, personal-
ized care, and improved drug discovery. The paper highlights the integration challenges
of quantum technologies, including algorithmic errors and high implementation costs.
To address these issues, the paper proposes the use of formal methods—mathematically
grounded techniques for specifying, developing, and verifying software—to improve the
reliability and correctness of QC systems. It discusses the application of formal spec-
ification languages, model checking, theorem proving, and optimization techniques in
genomic data analysis and quantum algorithm development. The paper concludes that
formal methods can play a critical role in enabling QC to achieve its transformative
potential in precision medicine.

LC/NC Pipeline for Training and Operationalising Segmentation Models in a Data
Scarce Domain: De-arraying Tissue MicroArrays [2] presents a novel approach to train-
ing and deploying segmentation models for de-arraying Tissue Micro Arrays (TMAs),
addressing challenges posed by limited high-quality datasets and strict privacy regu-
lations in sensitive health domains. To overcome these barriers, the paper introduces
a Low-Code/No-Code (LCNC) Domain-Specific Language (DSL) integrated into the
Cinco de Bio (CdB) platform. This DSL is composed of Service-Independent Building
Blocks (SIBs) that allow biologists to create model training pipelines without writing
code. The methodology includes domain-specific data augmentation to generate pseudo-
synthetic samples from minimal real data and utilizes AutoML techniques such as Neu-
ral Architecture Search and hyperparameter optimization to automate model develop-
ment. Additionally, the paper outlines an architectural enhancement to the CdB plat-
form through the adoption of a “Model as Data” paradigm, treating neural networks as
dynamic, versioned data assets. This approach provides a scalable and practical solution
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for addressing data scarcity and distribution shift, enabling domain experts to apply Al
technologies effectively to their own datasets.
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Abstract. We explore a potential paradigm shift in personal health
data management, where individuals gain ownership and sovereign con-
trol over their records. We assess the potential of decentralized content-
addressable storage (DCAS) networks as a foundation for person-owned
personal health records (PHRs). After defining the principles of DCAS-
based health data storage, we contrast it with conventional systems such
as hospital EHRs, national health information systems (e.g., Estonia’s
national health information systems, EHIS), and commercial apps col-
lecting data from wearables. We analyze key organizational and technical
aspects of DCAS-stored health data—custody, security, quality, trans-
parency, anonymization, and interoperability—in the context of ongoing
research at eMedLab, TalTech. Finally, we propose initial organizational,
economic, and technical integration scenarios linking DCAS-based PHRs
with existing national and commercial health I'T systems. These are dis-
cussed within the European Health Data Space (EHDS) framework, con-
sidering both primary (care delivery) and secondary (research, public
health, AI) uses. We contribute to the debate on secure, interoperable,
and ethically sound health data governance by outlining this shift toward
full individual data ownership.

Keywords: health data primary and secondary use - health data
ownership - health data integrity - health data privacy - Personal
Health Record - European Health Data Space - decentralized
content-addressable storage network
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1 Introduction. Person-Owned and Controlled PHRs

The exponential growth of digital data, totalling 149 zettabytes in 2024 and
projected to reach 394 zettabytes by 2028 [57], involves vast amounts of personal
data. The General Data Protection Regulation (GDPR) defines personal data as
any data relating to an identified or identifiable natural person. Approximately
30% of digital data falls into this category, equating to about 5 TB of newly
generated personal data per person in 2024 alone [14]. Personal data encompasses
a wide range of information, including electronic communications, social media,
financial transactions, browsing history, geolocation, health records, and data
from smart wearables and domestic medical devices. Service providers collect and
store this data, each operating under different privacy policies. Often, individuals
are unaware of the full extent of data collection, how their data is used, or with
whom it is shared. Many feel they have little choice but to hand over their data to
access digital services. While alternatives exist, such as self-hosted email servers
or private cloud storage, these solutions require technical expertise and remain
niche—third parties are are usually entrusted with personal data, often without
scrutiny.

Unstructured personal data, such as text and images, was challenging to pro-
cess before the Al era. However, rapid advancements in AT have changed this [62];
AT models can now analyze vast amounts of personal data with unprecedented
accuracy. Initially, personal data was primarily exploited for targeted advertising,
but Al-driven analysis enables advanced profiling and behavioral prediction. This
raises concerns, especially as big technology companies, including the Big Five
(Google, Apple, Facebook, Amazon, and Microsoft), store comprehensive user
data across email correspondence, browsing activity, financial transactions, and
health records. Although companies assure users that personal data is protected,
trust in these claims often remains a matter of faith. Government access to pri-
vate data is virtually guaranteed in authoritarian states. In democratic societies,
privacy laws generally protect personal data, yet these safeguards may not be
absolute. History demonstrates that political and regulatory environments can
change rapidly, and whoever controls data holds immense power. If fragmented
personal data were fully aggregated, the entity managing this dataset would
possess an alarmingly detailed profile of every individual, potentially enabling
unprecedented social control. The question remains: can society be sure such a
dystopian scenario will never unfold?

Health data is among the most sensitive categories of personal information,
warranting additional protections under the GDPR. However, many people dis-
close their health-related data without considering the implications. For example,
pharmacy loyalty cards reveal purchase histories that may indicate specific medi-
cal conditions. Similarly, fitness trackers and smartwatches continuously monitor
users’ physical activity and health metrics, transmitting data to commercial ser-
vice providers. Most users are unaware of where this data is sent, who can access
it, or how it might be utilized. Public awareness of these risks is limited, yet the
implications are profound. With Al systems becoming increasingly capable of
deriving deep insights from personal data, the debate over data ownership and
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control is more relevant than ever. As the boundaries between public and private
information blur, it is crucial to reassess whether individuals should have greater
sovereignty over their data and what measures are necessary to ensure secure,
ethical, and transparent data management moving forward.

A personal health record (PHR) [46] is an electronic health record system
managed by an individual that contains their health-related information. Unlike
electronic health records (EHRs) or electronic medical records (EMRs), which
healthcare providers maintain, a PHR allows individuals to collect, manage, and
share their health data as needed. A PHR may include a medical history, diag-
noses, medications, immunizations, lab results, and other health-related details.
This system empowers individuals to track and control their health information,
promoting active engagement in their healthcare management.

The eMedLab research group at Tallinn University of Technology (TalTech)
is exploring the feasibility of adopting PHRs, replacing EHRs and EMRs to
grant individuals full ownership of their data and sovereign control over how it
is shared for both primary and secondary use. Our work on this topic began in
2020 when we secured funding [28] for five doctoral researchers. Between 2020
and 2024, our group’s primary research focus was “The Primary and Secondary
Use of Health Data”.

Currently health data is collected by healthcare providers and stored as pri-
mary data in their EMR software systems in various formats [6,7]. The primary
use of health data is for direct patient care [10]. Primary health data typi-
cally consists of medical records, diagnostic test results, health conditions, and
treatment plans essential for providing accurate and effective patient care. In
contrast, using health data for purposes other than its initial collection intent
(patient treatment) is considered secondary use. This includes data aggregation
in EHR systems, financing, public health, research, policymaking, and other
applications [6]. However, data generation does not always correlate with data
processing, reuse, or understanding. Globally, the secondary use of health data
remains a complex and unresolved issue [48].

Throughout 2020-2024, we aimed to map the key challenges and obstacles
preventing the secondary use of real-world health data under the open FAIR
(Findable, Accessible, Interoperable, and Reusable) principles for societal needs,
such as public health and medical research advancement. We approached this
issue with the understanding that over the past decade, the volume of digital
health data has grown exponentially, and this trend is expected to continue.
First and foremost, these data are used to provide immediate medical care to
the patient, referred to as their primary use. The Estonian National Health
Information System [43] (Fig. 1), which has been designed and developed with
significant involvement from eMedLab researchers, both past and present, has
been built based on the primary use requirements of health data, namely medi-
cal diagnosis and intervention needs. At the same time, it is widely acknowl-
edged that processing and analyzing vast amounts of existing digital health
data for research, healthcare financing, public health, policymaking, and health-
care improvement—known as its secondary use—holds immense potential for
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Fig. 1. Estonian eHealth platform is a system of systems [41].

advancing human well-being. Yet, to this day, a comprehensive framework for
the secondary use of real-life health data remains absent, leaving much of this
potential unrealized. Our study explores the reasons behind this underutiliza-
tion and proposes solutions to overcome it. We summarized the problem through
the following three dilemmas of health data [37]: 1. The dilemma of accessibility
describes the contradiction between protecting sensitive private health data and
making it widely available to maximize its potential benefit for societal good.
2. The dilemma of comprehensiveness emphasizes the need to eliminate data
fragmentation. Currently, health data is often scattered across multiple silos
due to legacy systems and interoperability barriers. Without confidence that all
the relevant information is included in a dataset, conclusions remain uncertain,
since even a single missing fragment could, in theory, alther the outcome. 3. The
dilemma of ownership exposes the discrepancy between the rights of data sub-
jects and their ability to exercise those rights. Third parties typically store and
manage health data, leaving individuals with limited control over their informa-
tion despite being legally entitled.

2 Decentralized Content-Addressable Storage Networks

The solution to the described problem requires a fundamental paradigm shift in
storing and handling personal data. This shift can be achieved using the nascent
technology of decentralized content-addressable storage (DCAS) networks.

2.1 History and Characteristics of DCAS Networks

DCAS networks have their roots in early file-sharing platforms such as Bit-
Torrent. BitTorrent operates on the principle that when multiple clients seek
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to download the same file, the file is split into smaller fragments. Each client
downloads a unique fragment and then shares the missing pieces with others,
facilitating efficient bandwidth use. DCAS networks build upon the same idea,
taking it a step further. They are P2P networks where nodes store only small
file fragments, each just a few kilobytes in size, identified by their content hash.
To reconstruct the original file, one must know its root hash. If this root hash
remains exclusively with the data owner, they retain absolute control over the
data, ensuring that no one else, even theoretically, can access it. The network is
decentralized, which means that it operates entirely without a central authority.

Redundancy mechanisms, such as erasure coding, prevent data loss caused
by network churn. Conceptually, a DCAS network operates like an electronic
paper shredder (Fig.2), which “destroys” a document by cutting it into tiny
fragments and then disperses and stores each fragment independently and at
random across a large number of autonomous, non-centrally controlled DCAS
nodes in accordance with the protocol so that no single node can reconstruct the
original information. Whereas a paper shredder’s sole purpose is to obliterate
data, DCAS is designed to preserve data securely: only the data owner, possess-
ing the corresponding root-hash key, can safely reconstruct the fragments back
into the original document on their own device.

Fig. 2. DCAS network.

DCAS networks possess unique characteristics that make them well-suited to
address the three dilemmas outlined in the previous section. First, the ownership
dilemma is resolved since no third party controls the data; ownership is tied
directly to the root hash. Second, the accessibility dilemma is addressed by
placing the root hash under the exclusive control of the data owner. Without the
root hash, nobody can access the data. However, access can be easily shared by
providing the root hash. It is also worth noting that only a single person’s data is
affected if the root hash is compromised. Finally, the comprehensiveness dilemma
is eliminated, as healthcare providers no longer need to maintain separate private
data repositories. Instead, all relevant data remains within the DCAS network
as a comprehensive whole.
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2.2 Architecture for Managing Health Data on DCAS Networks

Each individual owns a PHR stored in their Personal Health Data Space (PHDS)
on the DCAS network. When visiting a medical service provider, they grant
access by sharing the root hash of their data. The provider can interact with the
data but does not retain the root hash after the session. This process remains con-
sistent regardless of the provider’s profile or location, ensuring seamless mobility
across institutions and borders. For secondary use, the data owner can generate
a de-identified snapshot, which is also stored in the PHDS. The root hash of this
de-identified copy can be shared—potentially for compensation—with indexing
service providers that aggregate data from multiple individuals. The aggregated
data is then made available for secondary users, such as researchers, policymak-
ers, and pharmaceutical companies, supporting advancements in research, policy
development, and drug innovation. Figure 3 shows the general architecture of the
solution [37].
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Fig. 3. General architecture of PHDS.

2.3 Proof of Concept

To validate the feasibility of the proposed solution, a proof-of-concept was devel-
oped to demonstrate the storage and retrieval of medical data within a real-world
DCAS network. Due to accessibility restrictions, obtaining patient data is chal-
lenging but not essential for testing. Instead, it is sufficient for the data to
resemble real-world information closely. For this purpose, synthetic data gen-
erated by the open-source Synthea package [55] was used. Ethereum Swarm
[54] was selected as the underlying DCAS network. At the time of writing,
Swarm hosts approximately 12,570 nodes (https://swarmscan.io) and is consid-
ered production-ready by its developers. Swarm distinguishes itself from other
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DCAS networks by being open source, fully decentralized and operating without
a central authority.

To evaluate the performance and scalability of the proof-of-concept app, syn-
thetic data for 1,000 patients was generated and uploaded to the Swarm network.
In total, 560,000 resources and 1.5 GB of data were uploaded. The root hashes of
all uploaded datasets are publicly available as part of this work, allowing anyone
with access to a Swarm node to verify their accessibility worldwide. A simple
data browsing app was then used to simulate data access, demonstrating the fea-
sibility of the proposed solution. The user experience of browsing the data closely
resembled traditional Internet browsing, further validating the approach’s prac-
ticality. Figure 4 shows the screenshot of the index page of the proof-of-concept

app.

A R Observations

vital-signs 2012-11-26 2012-11-26 Respiratory rate

Encounters

2012-11-26 2012-11-26 Tobacco smoking status NHIS
2012-11-26 2012-11-26 Heart rate
Observations 2012-11-26 2012-11-26 Pain severity - 0-10 verbal numeric

rating [Score] - Reported
2012-11-26 2012-11-26 Blood Pressure
2012-11-26 2012-11-26 Body Height
Body Mass Index
Body Weight
A rbaturvaline | teddy m 7 & Total Cholesterol
Blood Pressure
Respiratory rate
Body Height
Triglycerides
Heart rate
Body Weight
Pain severity - 0-10 verbal numeric
rating [Score] - Reported
Body Mass Index
Tobacco smoking status NHIS
Low Density Lipoprotein Cholesterol
High Density Lipoprotein Cholesterol
Respiratory rate
Platelets [#/volume] in Blood by
Automated count

Fig. 4. The screenshot of the index page of the proof-of-concept app.

An extract of the 1,000 root hashes of the generated data is provided here
for reference:
7d6bl12bcac4bcal0edc700265760fde1de343352e5421b84efccab614cf848879e29ec0f0d713a3c20d9ce13e183850bad58640c696990cf6a89cdf96d9521c
907d099ce19286d5f498a38172ef4bf773a4896e6b1906bfc199576324d55915a8a44ec79a0322d0eec75ed29b71c1b675b09e167e2482059733674b86b4e2c6

79f43e307f8a71dfb7cee61e999ced2a59525d60b09984dc6£80dd99b2c914c60beb23 e 961fb9e45dcbd £70c! 30fel9ebc8dfb821fcfc

b86456a46ee50279aed562e62a342caddfel7f6£60e31e647b3cceb3f4f30f2adb5adca0d5879bfdcf31017516d410e47d69ad0e28256a8e701eedf492810614
1323c7aeb38ddfc7553ad381e2b7816ab83b013253£3040££14316d0643b%ec813d2dfd87abefc95bee5c2b842f0ebcdbd37b66a9b173d853dc2c58d080ffded

ee5fbfdadd 1178ae7aa20189d4d 622£d07572588efecfafeeObfae36b39049a8382091b8bb534085f05ce98e6d2e18957e4f2beaef09024

acef38c6ddb5cafec1730209cf69b16c77c2c09485845cf43750£822edb64d2859d3e6aca5241400£06ecc4d1c9e0491641068b7a10a501ddbab4165aee220c9
4527682cf6136eb43b4a33d9527d89096cf93a0e1c9a80051b14a8dbff325756c4dc36af137b6d0e523dbd7f6b65de15bea87309873306c056b9c193adbicf64
c8760772565c1d1af77cc9bd72e0c79a2350c114560cba25ab365772947a3ff95d5ded44c95e9fd7690cd8d6f7d3bef0f2304£5820c35d8dd93d88fb00226caad

6a21ec60feb5c2cb0807ca7£356c9d856£2d472£83a19a12fe5913£79620£0602537£bd37410d86b7434a1ae81059a649c8b7115b821b54010281529cdb40ab3
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Each hash represents a complete PHR for a single patient. Anybody with
access to Ethereum Swarm can verify the data. The complete list can be obtained
using the following Swarm hash:

c2da754a3c557256ef4c6e6f1295e723a678ae7bf9828£19a465calf972d55661£d3ac7024957d73831176dc94c9c2bbcdf4£2314£8e6661c492cf5cb785a8¢c7

3 Past Research. Challenges of Person-Owned PHRs

Our research in eMedLab at TalTech from 2020 to 2024 was focused on
understanding the challenges in interoperability and accessibility needs for
the secondary use of health data (Sect.3.1), the associated de-identification
(anonymization and pseudonymization) challenges (Sect. 3.2), challenges related
to data transparency and integrity (Sect.3.3), data modelling challenges
(Sect. 3.4), and data semantic interoperability-related challenges (Sect. 3.5).

3.1 Analysis of Estonian National Health Information System

The Health Sense project [47], conducted from 2021 to 2024 under the Green
ICT program and co-financed by the Norwegian financial mechanism, sought to
address key challenges in modern healthcare data management. The focus was on
analyzing an architecture for a New Generation of the Estonian National Health
Information System (upTIS) to improve interoperability, accessibility, and the
secondary use of health data. At the heart of the study was the recognition that
health information, while critical for patient care, often remained fragmented
and underutilized. The project aimed to shift from a document-based system to
an event-based data-sharing model, ensuring that collected health data could be
used multiple times without redundancy (Fig. 5).

Methodology and Implementation. We followed a structured methodology
rooted in internationally recognized standards to achieve the project aim. The
foundation was built on ISO 13940 (ContSys), which defines healthcare processes
and relationships between data entities. Complementing this were ISO 23903, a
framework for interoperability and integration; HL7 FHIR, a widely adopted
standard for health data exchange; and SNOMED CT, a medical terminology
system designed to ensure semantic consistency. By aligning with these stan-
dards, the project sought to eliminate redundancy and create a more structured
approach to health data management.

A key part of the study involved developing a new health data model to
facilitate efficient data reuse. This model (Sect. 3.4) addressed inconsistencies by
implementing a standardized terminology system, ensuring that medical data
could be harmonized across sources. In parallel, the researchers worked on FHIR
profiling, a process aimed at structuring health data to make it machine-readable
and interoperable. Recognizing the growing importance of public health monitor-
ing, they also assessed how WHO health indicators could be integrated into the
system, allowing for improved data-driven decision-making. To further support
interoperability, TermX, an interoperability management tool, was developed
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An example of health data sharing implementation (don't do this!) Avision of an ideal way of sharing data for multiple use (COUMT)
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Fig. 5. Data sharing and use [42].

(Sect. 3.5). TermX integrates data dictionaries, glossaries, and terminologies,
providing a structured framework for exchanging health information.

Key Findings. One of the main challenges identified during the project was
the fragmentation of health data across multiple silos. Current medical records
are often stored in isolated systems, making it challenging to ensure contextual
traceability, particularly for secondary use. Researchers also found that existing
interoperability models required extensive manual input for data harmoniza-
tion, adding to the complexity of health data management. Without address-
ing these issues, secondary use—whether for research, policymaking, or health
system optimization—would remain limited. To address this, the study a new
data management model, with its key components being a fact-based struc-
ture, event-based data sharing, and FHIR-based profiling. Adopting a fact-based
data structure (currently based on an epicrisis, a physician-prepared summary
of a patient’s medical history) aims to eliminate redundant data entry, thereby
improving data management efficiency. The transition from a document-based
approach to event-based data sharing could ensure better continuity of care,
as patient data could be dynamically structured and updated in response to
new medical events. Additionally, implementing FHIR-based profiling (currently,
data is based on HL7 Clinical Document Architecture (CDA)) would enable
machine-readable records, thereby opening up potential opportunities for Al-
driven analysis and other advanced applications in healthcare.

Interoperability emerged as one of the most pressing issues identified in the
study. The findings highlighted that semantic interoperability—the ability of
different systems to understand and interpret data consistently—is essential for
effectively exchanging health information. Standardizing medical terminology
using SNOMED CT and ICD-10 would significantly improve data exchange
between institutions and facilitate data reuse. Additionally, the study empha-
sized the need to implement role-based access control for various stakeholders,
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including physicians, policymakers, and researchers, to ensure need-based access
to health data in compliance with data protection regulations.

Recommendations and Conclusion. The Health Sense project outlined sev-
eral key recommendations: 1. Adopting ISO 13940 (ContSys) as the national
framework to provide a structured approach to health data management. 2.
Mandating FHIR profiling for all new health records to ensure long-term inter-
operability and future-proof health data systems. 3. Developing a national ter-
minology database to unify medical coding systems and reduce inconsistencies
in health data exchange. 4. Creating a governance model for interoperability,
clearly defining roles related to data ownership, stewardship, and distribution.
5. Enhancing secondary data use regulations to address legal and ethical con-
cerns, ensuring responsible and secure data sharing.

The study concludes that structured, interoperable, and reusable health data
will be essential in modernizing Estonia’s eHealth infrastructure. By transition-
ing to an event-based health data model, Estonia can improve efficiency, enhance
treatment outcomes and disease prevention, and create new opportunities for
public health analysis, medical research, and health innovation to benefit society.
The results of this study are based on the Estonian National Health Information
System, a centralized national information system. However, they also apply
to eMedLab’s new SmartEHR architecture, which enables personal health data
storage in a DCAS network under individual ownership and sovereign control
(Sect. 4).

3.2 Data Security and Privacy

Considering the nature of healthcare data, privacy and security are crucial. In the
context of DCAS, healthcare data privacy and security include essential aspects
of data protection, proper management, and sharing in a way that respects
individuals’ rights and regulatory requirements. Secure, decentralized storage,
encryption, and access control are key elements of data security. The system
is designed to support primary and secondary use cases. Individuals can con-
tribute valuable data to research and public health efforts without compromis-
ing their privacy by using de-identification techniques such as anonymizing or
pseudonymizing health records stored in a DCAS network.

While decentralized systems offer strong security and privacy guarantees,
they must also comply with the relevant data protection regulations, such as
the GDPR in the European Union. One of the fundamental requirements under
the GDPR is maintaining an appropriate level of security for personal data.
This involves implementing measures to ensure data confidentiality, integrity,
and availability; applying pseudonymization and anonymization; implement-
ing encryption; taking countermeasures against potential incidents; mitigating
risks; and establishing processes for continuous testing and system evaluation
[20]. Moreover, the solution must align with the European Health Data Space
(EHDS), which defines a set of rules, standards, practices, and infrastructures in
healthcare [21]. The EHDS establishes the regulations for using health informa-
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tion in primary use cases (such as healthcare delivery and medical treatment)
and secondary use cases (including research, public health, and analytics).

An essential requirement is a legal basis for data processing, such as user
consent. Under the GDPR, consent must be freely given, specific, informed, and
unambiguous [20]. When storing data in a DCAS network, the user does not give
their data to a third party for storage. Instead, a third party provides the user
with a private and secure DCAS environment (a tool) that allows them to take
ownership and full control of their data. The user can then decide with whom
to share their data and under what conditions—whether for primary use, such
as with a doctor, or secondary use, such as with a researcher from a specific
institution. A decentralized approach gives individuals control over their health
data. Users can grant or revoke access at any time, ensuring that their data is
shared only with trusted parties.

Applying data de-identification methods, such as anonymization and
pseudonymization, is one way to enable data sharing while maintaining privacy.
According to the GDPR, anonymization refers to the “process of creating anony-
mous information,” ensuring that anonymized information does not include any
identifiable natural person or personal data. European data protection laws apply
only to personal data, meaning that once data is anonymized, it falls outside
the scope of the GDPR. However, it may still be subject to other legal regula-
tions. It is also essential to distinguish between anonymized and pseudonymized
data. Unlike anonymized data, pseudonymized information can retain links to
the original personal data and the potential for re-identification. Therefore, it is
still considered personal data under the GDPR and must be treated accordingly
[2,20].

In the traditional data-sharing approach, effective implementation of de-
identification methods requires technical expertise, knowledge of privacy laws,
and a comprehensive risk assessment. Some tools simplify data sharing but
require domain knowledge and initial data preprocessing, as they are not specifi-
cally designed for health data [60]. In the proposed DCAS-based reference archi-
tecture for PHRs (Fig. 3) [37], privacy and security are ensured for both primary
and secondary use. Individuals retain full ownership and control over their health
data for primary use, such as healthcare service provision, by sharing their iden-
tified health data with healthcare providers without it needing to be stored
in a centralized database, thereby reducing potential security risks and data
breaches. For secondary use, individuals create separate datasets using built-in
de-identification features. In such a system, it is vital to have trusted data trans-
parency and integrity validation mechanisms to ensure that secondary data users
can rely on the originality and quality of the data. The analysis, solution devel-
opment, and validation of de-identification and data transparency and integrity
challenges in DCAS networks are ongoing research topics at eMedLab.

3.3 Data Transparency and Integrity

As digital health innovations reshape healthcare, the supporting infrastructure
must guarantee data integrity and patient ownership. Previously, Kask, Piho,
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and Ross [33-35] proposed a Hyperledger Fabric-based solution that outlines how
blockchain and decentralized storage can be integrated to preserve the integrity
of PHRs while addressing scalability, data ownership, and privacy. In the pro-
posed architecture, health data is stored off-chain using decentralized storage,
while the blockchain stores metadata and hashes. The main processes, such as
patient consent, PHR creation, and retrieval, are implemented using smart con-
tracts. These contracts authenticate and authorize the entities involved, ensuring
that only authorized personnel can access or modify health data.

In the upcoming works, we will continue to explore how a blockchain-based
architecture, integrated with decentralized storage networks, can ensure the
integrity and transparency of health data. By maintaining a secure, immutable
ledger of health records, we can ensure that health data remains accurate
and accessible across healthcare organizations. This approach aims to enhance
patient engagement and foster trust in digital health solutions. Since the pro-
posed innovative approach to health data management emphasizes transparency,
it supports the more active utilization of modern health data. For example,
telehealth services or patient-reported data can complement traditional doctor-
recorded health data.

Moreover, the described solution grants the patient true ownership of their
data. Integrating the data using the patient’s consent within the health data
management system enhances accessibility for further innovations. Data owners
can easily access their health data and share it with other providers that use arti-
ficial intelligence and/or machine learning to gain insights into their lives while
maintaining complete transparency regarding who has processed their health
information and how. We are developing and using various real-world use cases
from primary and secondary health data domains, where data transparency and
integrity are essential.

With the advancement of digital health innovations, maintaining data
integrity remains a significant challenge. Blockchain presents a promising solu-
tion by enhancing both integrity and transparency. However, a careful focus on
scalability and privacy concerns is necessary. The proposed architecture provides
a strong framework to tackle these challenges, enabling digital health technolo-
gies to enhance patient-centered care while safeguarding health data. Analysis
and discussions on the EHDS [21,24,25] will be conducted to promote greater
health data interoperability and accessibility across Europe. This architecture
facilitates the secure exchange of PHRs among healthcare providers, enabling
the seamless integration of digital health solutions into clinical practice.

3.4 Continuity of Care

Continuity of care is defined as a measurement of interconnectivity between sep-
arate care process events [63]. As such, it combines the dimensions of a) patient-
relational continuity, b) process management continuity, and c¢) informational
continuity [22]. These dimensions involve multiple stakeholders. A common
understanding of the core process components must be harmonized between
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all stakeholders, from policy makers to software developers, to facilitate process
interconnectivity.

Much focus has been placed on solving informational continuity; implement-
ing large-scale digital health platforms (DHPs) has been one of the main outputs
of digitalizing healthcare systems in many countries during the last decade [11].
This has led to the great standardization of health data exchange but has only
had a weak impact on process management continuity and the data quality
needed to support it. The same applies in Estonia, even though Estonia has
been considered one of the world’s most advanced DHPs [4].

Current digitalization practice redefines the core concepts of the care pro-
cess separately with each stakeholder for every use case. Furthermore, common
interoperability frameworks such as the (Refined eHealth) European Interoper-
ability Framework [52] tend to take interoperability for granted between domains
(legal and regulatory constraints, policy and collaboration agreements, etc.) and
minimize concerns of cross-sectional dependencies.

Although PHS enables a common information base — a principle from Busi-
ness Process Redesign — some argue that an information-centric viewpoint is
insufficient in healthcare [5] [9], as it links abstract models with the practical
realities of healthcare.

We have chosen ISO 13940, a System of Concepts to Support Continuity
of Care (ContSys), as the basis for our realism-based ontology. ContSys has
been developed to bridge the gap between the informational content and its
pragmatic process context [29]. ContSys systematically relates to eight domains
of health and care: actors and resources, activities, processes, time, planning,
responsibility, and information. Therefore, it covers the questions of who, why,
when, what, where, and how.

The concept system of ContSys is important as it underpins other ISO
health informatics standards; the most relevant for the EHDS is the Interna-
tional Patient Summary (ISO 27269). The concepts have been aligned with an
upper ontology [12] and several exchange standards such as FHIR [13]|. The HL7
and ISO are cooperating to harmonize alignment (ISO/DPAS 24305) further.

We have translated the standard into Estonian [31], and it was released as a
national standard in 2023. Work has also been done to implement ContSys within
archetype-based development of domains, requirements, and software [56].

Our current work focuses on aligning ContSys with Estonian interoperability
domains. Starting with the legal and regulatory domain, a clear understanding
of the responsibilities and their role distribution is needed to model the collab-
orative perspective of care processes for continuity of care. In Estonia, these
responsibilities are defined in a healthcare service provision contract described
in the Law of Obligations Act. The law is fundamental for Estonian healthcare
data, as it, among other obligations, obliges the healthcare provider to document
the health-related data discovered during service provision. We have described
a method for the semantic annotation of legal texts based on the ContSys con-
cept system [32]. Our results show very high concept coverage and coherence,
indicating that ContSys can integrate legal domain knowledge.
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Our work will continue to align with more domains and find methods for con-
tinuously integrating domains as they evolve. We see the integration of realism-
based ontology and the harmonization of interoperability domains underpinned
by ContSys as a way to reach higher levels of conceptual interoperability. In
upcoming work, we interpret process interconnectivity (i.e., continuity of care)
as dynamic system composability in the Levels of Conceptual Interoperability
Model (LCIM). The LCIM model explains how well systems can work together.
It defines seven levels: Level 0: No Interoperability: Completely separate sys-
tems that cannot work together at all. Level 1: Technical Interoperability: Sys-
tems can exchange data, but they cannot read each other’s messages. Level 2:
Syntactic Interoperability: Systems know the data format or language to read
exchanged messages but not their entailed meanings. Level 3: Semantic Inter-
operability: Systems understand what the data means by knowing their shared
meaning (e.g., using a shared terminology server for definitions). Level 4: Prag-
matic Interoperability: Systems understand what the data means and how it is
used in the context of shared use cases. Level 5: Dynamic Interoperability: Sys-
tems can adjust to new information and change new use case conditions. Level 6:
Conceptual Interoperability: Systems fully share goals, processes, and meanings,
allowing them to work together as though they were designed as one.

We interpret LCIM such that levels 1-4 can be and have already been par-
tially achieved (see Sect.3.5). However, the methods used do not scale to reach
levels 56 effectively. This is because methods bind information semantics to
static use case-based contexts. Context harmonization (often called standard-
ization) does not scale in several aspects. The number of stakeholders that can
be involved is limited, which, in turn, limits the size of the considered context.
The result of context standardization is static to the chosen use cases. The time
taken to (re-)standardize contexts to changed conditions and new use cases is
too long (our estimation is three to five years).

Our results so far show that our realism-based ontology underpinned by the
ContSys concept system is suitable for standardization in the conceptual inter-
operability (level 6) of shared goals and processes. This would allow dynamic
interoperability (level 5) to adjust to the continuous harmonization of new infor-
mation and changing conditions.

3.5 Data Interoperability and Transformation

PHRs have the potential to significantly improve the quality of healthcare out-
comes, making them an essential tool for coordinated care [36]. They aim to
enhance health outcomes by facilitating the delivery of healthcare services from
multiple providers, ensuring that care is not delivered in silos [39]. In healthcare
informatics, there is a common need for data exchange between various health-
care enterprises to better manage the quality and delivery of healthcare services
[61]. However, different systems often use varied formats and standards, making
seamless data sharing difficult. Interoperability refers to the ability of differ-
ent systems, devices, applications, or healthcare professionals to work together
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within and across organizational boundaries, increasing the quality and continu-
ity of care through shared knowledge and enabling the more efficient use of that
information in the healthcare process [52]. Interoperability has been identified
as one of the greatest challenges in healthcare informatics [52].

There are many data processors for the secondary use of health data. The
list of Estonian organizations includes, but is not limited to, the Estonian
Health Insurance Fund, the Estonian Health Development Institute, the Esto-
nian Health and Welfare Information Center (TEHIK), etc. (Figure 1). Everyone
collects, interprets, and uses data uniquely (Fig.5). Every data processor often
requires this data directly from EMR informational systems.

Many countries have specialized organizations or departments for standard-
izing healthcare solutions and enhancing semantic interoperability [15,44,50].
Their tasks include: 1) developing terminology; 2) developing logical data mod-
els to represent clinical information; 3) adapting interoperability standards such
as FHIR [3] or HL7 CDA [40]; 4) designing data transformation between logical
data models and interoperability standards; 5) creating a knowledge base and
thesaurus; and 6) publishing standards and implementation guidelines.

Interoperability relies on formal standards and specifications. Organizations
such as Health Level Seven International (HL7), openEHR International, and
the Personal Connected Health Alliance (PCHAlliance) are creating open stan-
dards and specifications to facilitate the flow of data into PHRs [36]. Achieving a
consensus on system requirements and usage rules is also crucial. The Integrated
Healthcare Enterprise (IHE) promotes the coordinated use of established stan-
dards, such as HL7 and DICOM, to address specific clinical needs and support
optimal patient care [26]. Interoperability standards can be used with different
terminologies and classifiers, such as the Systematized Nomenclature of Medicine
Clinical Terms (SNOMED CT), the Logical Observation Identifiers Names and
Codes (LOINC), the International Classification of Diseases (ICD), and others
[3].

The interoperability specialists have to support many standards at the same
time, including internal data formats and/or widely accepted interoperability
standards, such as HL7 V2, HL7 V3 and CDA, HL7 FHIR, DICOM, OMOP,
and openEHR, as well as their various versions. Different standards approach the
design of data models with different philosophies. For example, the HL7 Refer-
ence Implementation Model (RIM) used within HL7 V3 aims to encompass the
full spectrum of possible healthcare scenarios [16]. In contrast, HL7 FHIR pro-
vides a common model. Still, instead of constraining the scope to attempt to
define a global model for all aspects of healthcare, it follows the 80/20 principle
[23], designing its resources for the most common healthcare scenarios while
incorporating an extension mechanism to accommodate attributes that may
be absent from the models [38]. Other standards and organizations, national
or global, may define data models for specific purposes. For example, OMOP
defines a Common Data Model for healthcare data standardization, simplify-
ing data analysis and sharing across platforms and institutions [1]. FHIR has
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rapidly become the most important health interoperability standard globally
[3]. However, the interoperability problem remains largely unresolved [47].

To guarantee the secure, free, and semantically correct flow of data within
the EU, the Refined eHealth European Interoperability Framework (ReEIF)
was developed to promote and support the delivery of European public services
across EU member state borders [52]. The ReEIF provides advice and guidance
on improving the governance of interoperability activities, optimizing processes
that support end-to-end digital services, establishing inter-organizational and
cross-border relationships, and ensuring that existing and new legislation do
not compromise interoperability efforts. The EHDS builds upon the principles
and methodologies established by the ReEIF to create a more comprehensive
and unified framework for health data exchange across EU member states [21].
Essentially, the EHDS leverages the foundational work of the ReEIF to enhance
and expand the scope of health data interoperability, establishing clear rules,
common standards, practices, infrastructures, and a governance framework for
the use of electronic health data.

Successful implementation of eHealth interoperability, including developing
and applying data models and terminology, requires extensive domain knowl-
edge or using appropriate software [8]. User-friendly software can enable non-
technical individuals to develop eHealth interoperability specifications, including
terminology, data models, and transformations, more easily without needing to
understand the full complexity of interoperability standards [6].

There is a lack of high-quality open-source tools that offer proper user inter-
faces and multilingual support [8,30]. Snowstorm [27] stands as a notable excep-
tion, though it is tailored specifically to the management of the SNOMED
nomenclature. Additionally, there is a lack of modeling tools [47] and transforma-
tion editors [7] for FHIR. Existing terminology servers exhibit several deficiencies
[30], and the development of implementation guides is notably complex [45].

The tooling supporting the HL7 FHIR standard remains largely unexplored
in academic literature. Several factors contribute to this gap. First, commercial
entities are reluctant to disclose proprietary information that provides them with
a competitive edge. Second, academic institutions are not typically involved in
the development of these tools, resulting in the architecture and algorithms of
such tools remaining obscure to the academic community [6].

TermX aims to address these identified gaps and elevate interoperability to
a new level. It is designed to be an accessible tool for non-technical personnel,
thereby broadening its usability and impact [8]. The essential components of
TermX include the Terminology Server, the Model Designer, the visual FML
Editor, and a Publisher that facilitates structuring terminology, models, and
Wiki pages into logical spaces [58]. Its visual interface enhances clarity, facil-
itates the reuse of terminology, models, and transformation components, and
abstracts the complexities of the FHIR framework, the FML mapping language,
and interoperability standards, enabling analysts to adapt quickly.
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4 Discussions and Future Work

In the coming five years, the eMedLab research group will validate person-owned
and controlled PHRs in DCAS networks at the Technology Readiness Level
(TRL) 7 in collaboration with other partners. Funded by “Digital health for
a whole and healthy society” [18] and “Medication Adherence and Treatment
Efficacy in Patients with Dyslipidaemia and Achievement-oriented Novel Patient
Digital Support” [19], the research will focus on assessing medical relevance and
treatment outcomes, particularly in cardiovascular diseases, men’s health, and
occupational medicine.

The study will examine the integration of patient-controlled health data
within Estonia’s Nationwide Health Information System, ePrescription database,
and hospital medical records. Patients will have full control over their records,
merging clinical data with self-reported information and wearable device inputs.
This approach aims to improve treatment adherence, enhance disease prevention,
and help reduce diagnostic errors.

The research will also evaluate how two-way patient-doctor communication
influences chronic disease management. Data from the North Estonia Medical
Centre (NEMC) and clinical partners will be analyzed to assess whether digital
engagement improves biometric indicators, treatment adherence, and quality of
life. Additionally, the study will explore predictive analytics and Al-driven inter-
ventions for personalized treatment recommendations and early risk detection.

A key objective is to measure the impact of patient-controlled health records
on public health and healthcare costs. The study aims to demonstrate decen-
tralized health data systems’ economic and clinical value by reducing hospi-
tal admissions, enhancing preventive care, and supporting long-term treatment
adherence.

The findings will support the broader adoption of patient-controlled digital
health records and serve as a model for national and European health policy
frameworks. Estonia’s advanced digital health infrastructure provides an ideal
testbed for decentralized health data systems, with results contributing to future
healthcare innovations in Europe and beyond.

The EHDS aims to create secure, interoperable, and patient-centric health
data exchange across the EU. Integrating patient-owned and fully controlled
PHRs in DCAS networks supports this vision by improving data accessibility,
ownership, security, and secondary use.

Unlike centralized EHRs stored in institutional silos, patient-controlled PHRs
in DCAS networks consolidate health data from multiple sources—hospitals,
general practitioners, pharmacies, wearable devices, and research studies—into
a single, interoperable record. This enables seamless and secure cross-border
healthcare data exchange without complex national interoperability frameworks.

PHRs in DCAS also enhance the secondary use of health data for research,
public health, and Al-driven analytics by allowing individuals to manage consent
for anonymized data sharing. This approach addresses regulatory barriers and
ethical concerns while accelerating biomedical research and Al-based clinical
decision support.
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Additionally, DCAS mitigates cybersecurity risks by encrypting and dis-
tributing health data across a decentralized network, reducing vulnerabilities
associated with centralized EHR systems. This aligns with the goal of the EHDS,
which is to create a trustworthy and secure health data environment.

Challenges remain, including legal and regulatory compliance with GDPR
and EHDS policies, gaining healthcare professionals’ trust, and ensuring techni-
cal interoperability with existing health systems. The research aims to develop
a proof-of-concept app into a commercially viable platform, offering a practical
alternative to centralized health data management.

One of the primary future research topics is developing a single underly-
ing model for PHRs in the DCAS network to ensure that all data from various
sources is preserved and that data semantics remain unchanged when transform-
ing between formats.

One of the current solutions we are carefully analyzing is the Solid Project.
Proposed by Tim Berners-Lee [49,51], this project introduces a protocol based
on HTTP for decentralized personal data storage. This approach allows users to
store their private data on the Internet in personal data stores called pods. The
data within the pods is stored in the Linked Data format (RDF, Turtle). This
open, standardized, and interoperable structure enables multiple applications to
access and work with the same data seamlessly. Each data element is identified by
a unique URL, allowing one pod to reference elements from another, effectively
creating an interlinked semantic web.

Solid Pods are significant in addressing the three dilemmas outlined in the
introduction when applied to health data [17,53,59]. However, a key challenge
with this approach is its dependence on pod providers, over whom users have
limited control. A promising area for further research is storing Solid Pods on
a DCAS network, replacing the unique URLs that identify data elements with
root hashes. This approach could resolve several shortcomings of the current
Solid solution, such as reliance on pod providers and ensuring long-term data
preservation.

5 Conclusion

This research explores a shift in personal health data management, advocating
for individual ownership and sovereign control over health records. It examines
the feasibility of decentralized content-addressable storage (DCAS) networks as
a foundation for personal health records (PHRs), contrasting them with conven-
tional server-based models, including hospital electronic health records, national
health information systems, and commercial health applications.

The study analyzes the key organizational and technical aspects of DCAS-
based health data storage, addressing data custody, security, privacy, quality,
transparency, integrity, anonymization, pseudonymization, and interoperability.
These aspects are explored in ongoing research at eMedLab, Tallinn University
of Technology (TalTech), which investigates the challenges and opportunities of
implementing person-owned health data systems.
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In addition, the research proposes preliminary organizational, economic, and
technical scenarios for integrating DCAS-based PHRs with existing healthcare
IT infrastructures, including national health registries and commercial applica-
tions. These strategies are considered within the European Health Data Space
(EHDS) framework, evaluating both primary uses, such as healthcare services
and medical treatment, and secondary uses, including medical research, public
health, and Al-driven analytics.

This study contributes to the broader discussion on secure, interoperable, and
ethically responsible health data management by outlining a potential transition
toward individual ownership and full control of health data.

Our work on a decentralized content-addressable storage (DCAS) network
for privacy-preserving health data sharing remains at an early proof-of-concept
stage, and the reviewers have identified several challenges for future investi-
gation. They have highlighted the ‘unlearning’ problem in AI models when a
data hash is revoked; the gap between simply logging who fetched data and
the need to audit how that data is processed; the difficulty of guaranteeing reli-
able data deletion or access suspension in a peer-to-peer environment; and the
tension between enabling ethical secondary use of depersonalized patient data
and maintaining strong protections against re-identification and threats to data
integrity. Moreover, practical key-management questions—such as ensuring that
a clinician truly “forgets” a patient’s root-hash key after a consultation, protocols
for irrevocable data deletion, procedures for rotating compromised hashes, and
guidelines for how individuals should securely store and manage their own root
hashes—remain open. Addressing these issues, together with ongoing validation
in relevant medical use case studies, will guide our next steps in developing and
evaluating the DCAS framework.
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Abstract. Here we present a new approach to training and operational-
izing segmentation models for de-arraying Tissue Micro Arrays (TMAs).
The scarcity of large, high-quality datasets in sensitive domains such as
human tissue samples, coupled with strict privacy regulations to protect
doner interests, poses significant obstacles to training robust and gener-
alised segmentation models. To address these challenges, we introduce a
new Low-Code/No-Code (LCNC) Domain-Specific Language (DSL) inte-
grated into the Cinco de Bio (CdB) platform. The DSL consists of multi-
ple Service-Independent Building Blocks (SIBs), each providing a distinct
functionality essential to creating a pipeline. LCNC enables biologists to
train and deploy de-arraying models without writing code. Our method-
ology incorporates a domain-specific data augmentation technique that
generates pseudo-synthetic samples from a minimal set of real data. It
also leverages AutoML techniques, including Neural Architecture Search
(NAS) and hyperparameter optimisation, to automate the model devel-
opment process. Furthermore, we present an architectural update to the
Cinco de Bio platform, adopting a “Model as Data” paradigm that treats
neural network models as dynamic, versioned data assets that can be used
as inputs to SIBs. This work provides a practical solution to the chal-
lenges of distribution shift and data scarcity in sensitive health domains,
where building sufficiently sized datasets to train generalise robust mod-
els is infeasible. The proposed LCNC DSL and accompanying pipeline
enables domain experts to effectively leverage Artificial Intelligence (AI)
technologies and tailor them to their own data.
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1 Introduction

TMAs have emerged as a powerful high-throughput research tool in pathol-
ogy and oncology. They enable simultaneous analysis of multiple tissue samples
arranged systematically on a single microscope slide. Each TMA is comprised of
numerous small cylindrical tissue cores, typically extracted from distinct donor
blocks and arranged in a grid-like pattern within paraffin blocks. This technique
facilitates rapid assessment of molecular markers, such as proteins or genes,
across multiple tissue samples, significantly enhancing the efficiency of patho-
logical analyses [44].

A critical preprocessing step in the analysis pipeline for TMAs is the de-
arraying procedure: it segments the entire TMA slide into individual tissue cores.
Each core typically originates from a distinct donor and thus must be analysed
independently to ensure accurate downstream interpretation. Although idealised
TMAs are arranged in perfect grids with clear separations between cores, real-
world samples frequently deviate from this ideal due to variations in experi-
mental protocols across laboratories, as well as physical alterations during slide
preparation and processing [44]. Consequently, the automated segmentation of
individual tissue cores commonly referred to as de-arraying presents substantial
challenges for image processing and Machine Learning (ML) algorithms.

The successful application of ML models to automate TMA de-arraying tasks
is hindered by several inherent challenges prevalent in sensitive health domains.
The first among these are data scarcity and distribution shift. The scarcity of
large-scale annotated datasets arises primarily due to the expense of acquir-
ing samples and privacy regulations (such as GDPR) that restrict data sharing
among research institutions [12,34] in order to protect donor rights. Distribu-
tion shift is the phenomenon where statistical properties differ between training
dataset and the data the model is subsequently used to make predictions on. This
poses substantial challenges to model generalisation and reliable inference [34].
Ensuring robust classification under distribution shift remains an open challenge
within current machine learning research, especially in cases when create a suf-
ficiently sized dataset is not possible.

The CdB application development platform [4] was initially developed to
enable domain researchers, here specifically bio-imaging experts, to leverage
existing ML methods by integrating already trained models into their workflows.
However, it became evident that for a variety of tasks such as TMA de-arraying,
merely enabling the use of pre-trained models is insufficient. To achieve reliable
outcomes under varying experimental conditions across different laboratories,
domain researchers require the capability to train ML models directly on their
own datasets. This necessitates extending the original scope of CdB towards sup-
porting comprehensive model training workflows. To address these challenges,
this paper presents a new approach leveraging the CdB platform—a web-based
collaborative environment designed for LCNC development of domain-specific
workflows [4]. Specifically, we extend the current core of CdB’s modelling lan-
guage, the Programming Language Domain Specific Language (PL-DSL), to
support the use of framework-independent ML formats. The CellMAPs [§]
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Application Domain Specific Language (A-DSL) previously integrated within
CdB was also extended facilitate both training and operationalising TMA de-
arraying models. We extend this A-DSL by adding a new palette of SIBs', each
encapsulating distinct functionalities required to construct end-to-end training
pipelines without necessitating coding expertise from biologists or other domain
researchers.

Central to the training pipeline is the integration of a previously devel-
oped domain-specific data augmentation strategy that generates pseudo-synthetic
training samples derived from limited real-world data. Additionally, our pipeline
incorporates AutoML techniques, namely Hyperparameter (HP) and HP opti-
misation, in order to enable domain researchers to participate in the model
development process and train effective models when their data deviates from
the data distributions on which the publicly available models are trained. We
also propose an architectural enhancement to CdB through the adoption of a
Model as Data paradigm. Under this approach, trained neural network mod-
els are treated as dynamic versioned data assets that can serve as inputs for
SIBs. This architectural update includes scalable infrastructure improvements
for storage and retrieval of trained models and the compatibility with widely-
used framework-independent formats such as ONNX and Torchscript.

Through this integrated approach, that combines LCNC, domain-specific
synthetic data augmentation techniques, and AutoML methodologies, we demon-
strate the feasibility of developing robust segmentation models despite limited
training data and limited or no programming and ML expertise. Our contribu-
tions provide practical solutions to the prevalent challenges posed by distribution
shift and data scarcity when using ML within sensitive health domains, such as
pathology research involving human tissue samples.

The remainder of the paper is organised as follows: Sect. 2 discusses the
background and related work. Sect. 3 outlines our proposed solution. Finally,
Sect. 4 and Sect. 5 offer some discussion, conclusion and the next steps.

2 Background

To appreciate the contribution and the case study, we need to recall a few con-
cepts and state of the art developments in the areas of Medical Image Seg-
mentation and De-arraying (Sect. 2.1), Language-Driven Engineering (LDE) and
Model-Driven Development (MDD) (Sect.2.2, AutoML and Hyperparameter
Optimisation (Sect.2.3, Cinco de Bio (Sect.2.4) and Framework Independent
ML Formats (Sect. 2.5).

2.1 Medical Image Segmentation and De-Arraying

Medical image segmentation is a critical process in healthcare that involves par-
titioning medical images into multiple segments or regions of interest, each rep-

! SIBs) [11] are DSL-level representations and executable encapsulations of domain-
specific components and functionalities of the target application domain.
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resenting specific anatomical structures, tissues, or pathological areas [37]. This
technique is essential for accurate diagnosis, treatment planning, and disease
monitoring in various medical imaging modalities such as CT, MRI, X-ray, and
ultrasound [48]. The segmentation process is performed using a range of methods,
from traditional approaches like thresholding and edge detection to advanced
deep learning techniques such as convolutional neural networks [35]. In recent
years, the development of foundation models like MedSAM has shown promise in
providing universal medical image segmentation capabilities across diverse tasks
and modalities [21]. These models are trained on large-scale datasets comprising
millions of image-mask pairs, potentially enabling them to generalise well to new
segmentation tasks. In the context of tissue microarrays (TMAs), a related pro-
cess called de-arraying is crucial for analyzing multiple tissue samples efficiently.
De-arraying involves segmenting and localizing individual tissue cores within
a TMA image and mapping them to their corresponding array coordinates.
This process faces challenges such as grid deformation, core misalignments, and
artifact imperfections or damage due to assembly errors. Advanced de-arraying
methods, such as those employing wavelet-based detection, active contour seg-
mentation, thin-plate spline interpolation [32,44] and machine learning [36], have
been developed to address these issues and improve the accuracy of TMA anal-
ysis. The integration of robust segmentation and de-arraying techniques is vital
for advancing medical image analysis, enabling more precise quantification of
biomarkers, and ultimately contributing to improved patient care and research
outcomes in fields like oncology and histopathology.

2.2 LDE and MDD

The concept of semantic gap in software engineering [31] refers to the discrep-
ancies in interpretations and understandings among stakeholders with diverse
mindsets [6,10]. It is the same phenomenon addressed by the business-IT mind-
set gap [22,25]. To address this challenge, Language-Driven Engineering (LDE)
has emerged as a promising solution [3,39]. LDE, an evolution of eXtreme Model-
Driven Design (XMDD) [27,28], builds upon the principles of MDD to facilitate
rapid and cost-effective application design in a domain-specific fashion.

LDE specifically targets domain experts and subject matter experts who
may lack programming proficiency. Its primary objective is to provide tailored
modeling languages that align with the needs and capabilities of these stake-
holders [51], thereby leveraging and supporting their domain-specifoc modeling
experience (cf. [30]). Conceptually, LDE aligns with the One Thing Approach
(OTA) [26], advocating for a global, consistent model at the core of development.

The LDE approach supports model design by offering visual interfaces to
graph-based modelling languages tailored to the users’ professional mindsets,
enabling them to design the “logic” of workflow and processes by composing
purpose-specific components using drag-and-drop functionality. This method
allows users to focus on what the application should do rather than requiring
knowledge of how to implement it with code. Developers model systems using
graphical abstractions of compoenents (the SIBs) designing the control-flow and
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data-flow (the Service Logic graphs (SLGs), which are then transformed into
executable code through automatic model-to-code generators [29].

The Java Application Building Center (JABC) framework [40] was an early
example of the LDE approach. It based the design and development of appli-
cations on Lightweight Process Coordination (LPC) and formal models. jABC
accelerates the development cycle by allowing subject matter experts to directly
contribute by modeling the workflows [23,24]. It leverages reusable components
called SIBs, which represent executable services, orchestrated into analyzable
control structures known as Service Logic Graphs (SLGs).

An early application of these principles in the health informatics domain
is Bio-jETI [17,18], built on the Java Electronic Tool Integration (Java Elec-
tronic Tool Integration Platform (JETI)) service integration technology. Bio-
JETT enabled biology and bioinformatics experts to develop complex executable
workflows by graphically combining bioinformatics services [16,20], taking care
through varios analyses of concerns about interface details and data type incon-
sistencies, and adopting a generative approach to writing code [19].

The success of this approach has led to its adoption in various domains
and the modeling and execution of scientific workflows in general [13-15]. By
enabling domain experts to directly contribute to application development, LDE
has demonstrated its potential to bridge the semantic gap and streamline the
software development process across diverse fields.

2.3 AutoML and Hyperparameter Optimisation

Hyperparameters such as learning rate (which controls the adjustment step in
gradient descent), influence how a model performs and they depend on the
dataset and the architecture. Hyperparameter optimisation is a critical process
in ML that significantly influences model performance and generalization capa-
bilities [46]. It involves the systematic search for the optimal set of hyperparam-
eters, which are configuration variables set prior to the training process, distinct
from the model parameters, which are learned from data. The hyperparameters
control the learning algorithm or the structure of the underlying model, playing
a crucial role in managing the bias-variance trade-off. The importance of this
process stems from its ability to minimize the loss function, thereby enhancing
the model’s accuracy, efficiency and ability to generalise.

Common techniques for hyperparameter optimization include grid search,
random search [1], Bayesian optimization, gradient-based optimization, and evo-
lutionary algorithms [43]. All of them broadly fall under the umbrella of what has
become known as AutoML [9] which aims to automate the entire ML workflow.
Each method has its strengths and weaknesses, and the choice often depends on
the specific problem, computational resources, and the nature of the hyperpa-
rameter space. However, hyperparameter optimization faces several challenges,
including the curse of dimensionality, the risk of overfitting to the validation set,
and the need for substantial computational resources. Given these challenges,
in order to explore the hyperparameter search space as efficiently as possible,
heuristic search methods (Bayesian and evolutionary approaches) have become
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preferable over brute-force methods such a grid search. Despite certain chal-
lenges, hyperparameter optimisation remains an indispensable component of the
ML pipeline, directly influencing model efficacy and efficiency. AutoML is thus
proving to be a promising avenue for enabling ML experts and non-experts alike
to train more effective ML, models.

As our work focuses on convolutional neural networks, we are interested in a
specialised subset of hyper parameter optimisation for NNs called NAS.

Neural Architecture Search

NAS is an emerging ML field that aims to automate the process of design-
ing neural network architectures, a task traditionally exclusively performed by
human experts. NAS can be conceptualized as a three-dimensional problem,
encompassing the search space, search strategy, and performance estimation
strategy [7]. The search space defines the range of possible architectures, often
incorporating prior knowledge to reduce complexity while potentially limiting
novel discoveries. Search strategies explore this space, balancing between quick
discovery of well-performing architectures and avoiding premature convergence
to suboptimal solutions. These strategies include methods such as reinforcement
learning [50], evolutionary algorithms [42], Bayesian optimization [45,49], and
gradient-based approaches [7]. Performance estimation is crucial yet challenging,
as it involves evaluating the efficacy of candidate architectures, often requiring
significant computational resources to train a candidate architecture for a cer-
tain number of iterations and evaluating its performance on a validation data
set. Strategies include early stopping and pruning of non-promising architec-
ture candidates, performing NAS on subsets of the full training data as a proxy
for the actual performance, among others [7]. Incorporating prior knowledge on
neural architectures to further constrain the search space can reduce this compu-
tational overhead. Recent research has focused on developing more efficient NAS
methods, including one-shot approaches and differential architecture search [47].
NAS has demonstrated remarkable success, with automatically designed archi-
tectures outperforming manually crafted ones in tasks such as image classifi-
cation, object detection, and semantic segmentation [2]. As NAS continues to
evolve, it promises to play an increasingly important role in the automated design
of efficient and high-performing neural networks across various applications.

2.4 Cinco de Bio

CdB is a low-code application development platform for the development of
domain-specific workflows in biomedical research [4]. It addresses the challenges
faced by researchers in handling complex computational analyses of experimen-
tal outputs such as highly-plexed tissue images (a microscopy-based image that
simultaneously captures multiple (typically 20-60) molecular markers at sub-
cellular resolution within a single tissue sample). CdB adopts a model-driven
approach, offering a graphical DSL that allows users to design workflows with-
out extensive programming knowledge. The platform incorporates both con-
trol and data flow modeling, enabling researchers to create sophisticated analy-
sis pipelines. CdB’s architecture includes an Integrated Modeling Environment
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(IME) for workflow design, a runtime environment for execution, and a cloud-
based deployment option for scalability. A key feature of CdB is its support
for semantic typing, which captures domain-specific concepts in the data model
through a semantic refinement of syntactic data types, this way enhancing under-
standability for domain experts and reducing errors at design time. CdB distin-
guishes itself from other workflow management tools by providing extensive sup-
port for interactive services within workflows. This feature is particularly valu-
able in Al-driven analysis, where human intervention is often required at runtime
for cases where ML models output is not correct. The platform also offers com-
prehensive design validation capailities, performing both syntactic and semantic
checks on user-defined workflows before execution. By combining these features,
CdB aims to bridge the semantic gap between domain experts and A, ML and
other computational tools, potentially accelerating conducting research in fields
such as digital pathology and spatial proteomics.

2.5 Framework Independent ML Formats

Framework independent ML formats, also referred to in the literature as infer-
ence engines or simply export formats, are runtime-less general formats for serial-
1sing both the model definition and the parameters, and executing machine learn-
ing models. They essentially decouple the deployment of a model for inference
from the chosen training framework (such as PyTorch, Tensorflow , etc.). Torch-
Script [41] and ONNX (Open Neural Network eXchange) [5] are prominent exam-
ples of such formats, each offering unique advantages for model deployment and
inference. TorchScript, developed by PyTorch creators, is a language-agnostic
format that allows for the creation of serialisable (from PyTorch) models that
can be loaded and executed in non-Python environments. It provides a subset of
Python that preserves dynamic control flow and supports inputs of different sizes,
making it suitable for models with complex logic. ONNX, on the other hand,
is a framework-independent format designed to enhance model interoperabil-
ity across various machine learning tools and platforms. ONNX models can be
exported from a wide range of frameworks, including PyTorch, TensorFlow, and
Scikit-Learn. This facilitates deployment across different hardware and software
environments. Both formats aim to address the challenges of model portability
and performance optimisation. TorchScript offers easy conversion from PyTorch
models and maintains compatibility with PyTorch’s ecosystem, while ONNX
provides broader cross-platform support and integration with various hardware
accelerators. Recent benchmarks suggest that ONNX Runtime often outper-
forms TorchScript in inference speed, particularly for certain types of models
and hardware configurations [33,38]. However, the choice between TorchScript
and ONNX often depends on specific use cases, deployment requirements, and
the original model’s architecture.
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Fig. 1. High-level overview of the neural network model registry implemented in CdB.

3 LCNC Training and Operationalising DeArraying
Models

In biomedical image segmentation, particularly for TMAs, a typical ML training
workflow involves several key steps that a pipeline should contain.

The process begins with data preprocessing, which is crucial for handling
the high-resolution, multi-dimensional images associated with TMAs. Each raw
image is typically of extremely high resolution (20k x 20k pixels) and consists
of multiple pages, each representing a different protein channel. For de-arraying
tasks, we focus on the nuclear stain channel, which contains the signal from a flu-
orescent dye such as 4’,6-diamidino-2-phenylindole (DAPT). This channel needs
to be extracted from the multi-page TIFF file and then spatially downsampled
to a practical size that balances resolution with computational efficiency.

Annotation is a critical step in which images are labelled to provide ground
truth for model training. In the case of TMA de-arraying, this involves drawing
segmentation masks to denote each tissue core. However, obtaining a sufficiently
large dataset in this domain is challenging due to the expense of data collec-
tion and patient privacy concerns, so data augmentation techniques need to be
employed to artificially inflate the dataset by generating pseudo-synthetic sam-
ples.

Following data preparation, model development involves selecting or designing
a neural network architecture. Convolutional Neural Networks (CNNs) and U-
net architectures are commonly used for biomedical image segmentation tasks.
Once the data is ready, the next phase is training the model. Neural network
performance is highly sensitive to hyperparameter configurations, which vary by
dataset. Therefore, hyperparameter optimisation and NAS are essential steps.
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Finally, the trained model is evaluated on a test dataset using a variety of
metrics such as pixel-to-pixel accuracy, Intersection over Union (IoU), and pre-
cision to ensure its performance.

< Atomic

< MLFormat > /image
< Torchscript " OMETIFE,

Atomic Data Type

Non-Atomic Data Type

MaskPoint

Fig. 2. Excerpt of the semantic model, showing the adjustments to the PL-DSL (CdB)
and A-DSL (CellMAPs) data ontologies to facilitate this use case. Nodes with red
outlines are new additions.

With respect to operationalising the model for inference, the data must be
preprocessed (extracting the nucleus stain and spatially downsampling it, as
with training), the runtime must be able to load and execute an arbitrary neu-
ral network architecture, and subsequently perform post-processing to find the
Regions of Interest (ROIs) from the predicted segmentation mask.

To achieve the goal of facilitating training and operationalising of TMA dear-
raying models, the CdB architecture, A-DSL, PL-DSL and integrated SIBs must
support every aspect of the training and inference pipeline(s) outlined above.

To facilitate the persistence and sharing of trained neural networks across dif-
ferent workflows and researchers, the CdB architecture was modified to incorpo-
rate a ML model repository (see Fig. 1 for an overview). The model repository is
implemented with MinlO, the cloud storage service used in CdB. The models are
stored in the framework-independent format as versioned assets, accompanied
by additional metadata such as the domain-specific process the model is to be
used for (e.g., DeArray in this case). In the context of deep learning frameworks
like PyTorch or TensorFlow, the model class, which defines the architecture,
must be instantiated at runtime for both training and inference. Subsequently,
the model parameters are loaded into this instantiated model. Without formats
like TorchScript or ONNX, NAS would not be feasible, as the inference runtime
would lack the correct model definition.
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Fig. 3. An annotated dearray training workflow model. Inset Left: the browser-based
GUI of DrawSegmentationMasksTMA enables the annotation of training samples. Inset
Right: the GUI for FvaluateDearrayModelTMA presents the user with the performance
of the model on the test set and a subset of the test samples with the predicted mask
overlayed.

Before integrating the set of SIBs to create the training/inference pipelines
(shown in Fig.3 and Fig.6), the CdB PL-DSL was extended to enable han-
dling the framework independent ML format files. Similarly, the A-DSL ontol-
ogy needed to be adjusted to contain the additional semantic types required to
support the training of dearraying models and the models as data paradigm,
which allows neural networks to be used as inputs/outputs to/from SIBs. The
adjustments to the PL-DSL and A-DSL are shown in Fig. 2.

uuuuuuuuu )

Suide Background

Fig. 4. A brief overview of the data augmentation method implemented in the TMAug
SIB, based our previously developed approach (Fennell et al., manuscript in review).

Figure 3 shows the training pipeline implemented in CdB. The InitDearray-
TrainingTMAs SIB presents the user with a browser-based GUI enabling to select
the set of TMAs and their accompanying nuclear channels. It then performs
the first steps of pre-processing by extracting the nuclear channel image from
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the multi-page TIFF file and spatially downsamples. The DrawSegmentation-
MasksTMA SIB enables the annotation of the TMA mask in the browser, fol-
lowing a cursor-based painting approach, the coordinates are then serialised and
sent to the SIB backend where the segmentation mask is generated.

As the acquisition of a single TMA image can cost up to €3000, single
research laboratories are likely to have an extremely limited amount available,
far fewer than required to train a ML model. Therefore, an integral component
of the pipeline is the TMAug SIB, which is a domain-specific data augmenta-
tion technique we previously developed to generate pseudo-synthetic samples
from a limited set of real samples for training dearraying models. An overview
of the method is shown in Fig.4. The integration of this method as a SIB in
the CellMAPs DSL effectively addresses the data scarcity issue that domain
researchers encounter when training their own model.

NAS Search Space

N fitters * 18,16, 32
Train Model Suggest fiters { T }
@ """ @ --------- Parameters Mocks * (28]
Training dat Normalisation : (batch, instance)
raining data H Bayesian Optimiser Search ’
B L Space T
v @ Definition HP Search Space
Evaluate Model Perfomance :
@ _____ @ ot Metrics
Validation data

,,,,, ' LearingRate : [le — 4,1e — 1]
BatchSize : {2,4,8,16}

Fig. 5. A high-level overview of the model training process with bayesian HP optimi-
sation and NAS. The shown HP and architecture search space are reasonable defaults,
but can be adjusted.

With the data annotated and artificially inflated to a sufficient size, the next
step is to find a performant architecture and set of hyperparamaters. A high-
level overview of the training regime implemented in TrainDearrayModel TMA is
shown in Fig.5. In the context of this SIB, NAS is constrained to variations
of the U-net architecture, which has been shown to perform well in biomedical
image segmentation tasks. For HP optimisation, options for parameters such as
learning rate, batch size explored. For NAS architectural components such as
the type of normalisation applied (batch or instance), the number of filters in
the convolution layers (this value is scaled by 2", with n being the depth of
the block in the encoder, the inverse done for the decoder) and the number of
encoder/decoder blocks are explored. As with the original U-net architecture; an
encoder block consists of two convolutional layers followed by activation func-
tions, normalisation, and a pooling layer. A decoder block consists of transpose
convolution for upsampling, followed by concatenation with corresponding fea-
ture maps from encoder blocks (skip connections), then two convolutional layers
followed by activation functions, normalisation, and a pooling layer.

HP optimisation and NAS is done on a subset (25%) of the training data for
a small number of epochs (5), and can be performed using methods such as grid
search or random search. However, in this work, Bayesian optimsation is used
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as it can navigate the search space more efficiently than the other methods. The
training loop shown in Fig. 5, is repeated a number of times (the default is 100)
and after this process has completed, using the best performing architecture and
set of hyperparameters, the model is then trained on the full training set for an
extended number of epochs (the default is 50), with the model parameters being
checkpointed locally after each epoch the current model state achieves a better
score on the validation set.

The best performing checkpoint is then passed as input to EvaluateDearray-
ModelTMA, where it is evaluated using the test set and a report using a variety
of segmentation appropriate metrics. This report along with images of segmen-
tation mask overlayed on the TMA are shown to the user in their browser (see
inset right in Fig. 3), where they can accept or reject the model. If they accept
it, it is passed as input to SaveDearrayModel TMA. There they are presented with
a browser-based form to input any metadata they wish to accompany the model,
and the model is pushed to the model repository to be available for subsequent
use. How to operationalise a previously trained model for inference in a subse-
quent workflow can be seen in Fig.6. The InitDeArrayModel TMA SIB retrieves
the set of ML models in the model repository which match the domain-specific
process (in this case dearraying) and presents them and their metadata to the
user in a browser-based GUI, where the user can select the one appropriate
for them. The SegarrayUserModelTMA, then accepts the model as input along
with the TMA and nuclear stain marker. It then uses the model to predict the
segmentation mask before applying postprocessing the get the ROIs.

\

& MnitDeArrayModelTMA

P————

¥

& InitTMA p—
(e e
[ — ﬁ nuclear.stain: NuclearStain
4 remere s st {[} segarrayUserModelTMA
L re——— P
prcited rois: recctadROrs
(D [ —

Fig. 6. A simple annotated workflow which illustrates how the user trained dearraying
model can be operationalised for inference. Inset Left: The browser-based GUI for
InitDeArrayModel TMA where the user can select a dearray model from the repository
to use in their workflow.

4 Discussion

The development and/or extension of a DSL tailored to domain specific machine
learning training workflows, such as the work presented here, present several
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interesting design considerations and challenges. A critical aspect in designing
such a DSL is maximising static validation capabilities to ensure correctness and
robustness at design time, thus reducing potential runtime errors and improving
user experience.

A notable challenge arises when handling inter-data dependencies, particu-
larly dependencies that are difficult to enforce statically. For example, a common
requirement in machine learning workflows is to ensure that arrays containing
related data, such as input samples and corresponding labels, share the same
length. Many programming languages lack built-in mechanisms to enforce such
constraints during compile-time or design-time validation, leading to potential
runtime errors that could have been prevented earlier.

To address this limitation, we propose introducing custom data structures
within the DSL to encapsulate data that are interrelated along with explicit
assertions or constraints enforcing these interdependencies. So any SIB which
returns such data has to enforce these checks, and the type system of the DSL
can leverage these constraints for static validation purposes. This approach can
significantly improve robustness by preventing invalid argument combinations
from being specified at design time, thereby reducing runtime errors and enhanc-
ing overall reliability of workflows constructed using the A-DSL.

Another important consideration in designing a semantically expressive DSL
is determining the appropriate granularity of semantic typing. For instance, in
our current implementation, a single semantic type DeArraySamplesWithMasks is
utilised for the training, validation and test datasets. While this simplified app-
roach reduces complexity in type definitions and enhances flexibility for users,
it also introduces potential risks: domain researchers may inadvertently misuse
datasets (e.g., training a model on test data or validating on training data, etc.),
thus compromising the models validity. An alternative solution would involve
defining distinct semantic types for each dataset subset (e.g., distinct types
for training, validation, and test sets). Such fine-grained typing would enable
static verification of correct dataset usage at design time, preventing inadver-
tent misuse. However, introducing these additional semantic distinctions would
increase the complexity within the language definition itself and may impose
additional cognitive load on users. Determining whether this increased granular-
ity of semantic typing provides sufficient practical benefits to justify its imple-
mentation remains an open research question.

Both aformentioned challenges highlight critical trade-offs between user-
friendliness, complexity of language implementation, and robustness guarantees
provided by static validation mechanisms. Future work should further investi-
gate these trade-offs empirically, through user studies or case studies involving
domain researchers actively employing the extended DSL within realistic sce-
narios. The insights gained from such investigations would inform best practices
for designing expressive yet accessible DSLs tailored specifically towards LCNC
ML training workflows in health research domains.
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5 Conclusion and Future Work

In this work, we presented our approach to addressing the challenges of train-
ing and operationalising ML models for TMA de-arraying, a data-scarce and
privacy-sensitive health domain. By extending the CellMAPs Domain-Specific
Language A-DSL and integrating it into the Cinco de Bio (CdB) platform, we
have enabled domain researchers to effectively train dearraying models based
on the U-Net architecture on their own data, thus mitigating issues related to
distribution shift and limited annotated data availability. Our approach includes
a domain-specific data augmentation strategy to generate pseudo-synthetic sam-
ples for a limited number of source samples, AutoML techniques such as Neu-
ral Architecture Search (NAS) and hyperparameter (HP) optimisation, and an
architectural update adopting a Model as Data paradigm to enable ML models
to be used as inputs/outputs to/from SIBs.

Several promising directions remain open for future research and develop-
ment. Firstly, the current framework-independent serialisation formats (e.g.,
ONNX and Torchscript) employed by the CellMAPs A-DSL and CdB PL-DSL
are optimised primarily for inference deployment, lacking support for gradient
computation required in fine-tuning scenarios. Extending the DSLs to enable
fine-tuning of existing pre-trained models would significantly enhance their util-
ity, allowing researchers to leverage transfer learning techniques effectively. How-
ever, achieving this capability would necessitate exploring alternative model rep-
resentations or integration strategies that enable the computation of gradients.

Secondly, hardware constraints represent another critical consideration for
practical deployment. The current implementation of automated HP optimisa-
tion and NAS methods does not explicitly account for hardware limitations such
as available memory. As certain hyperparameters (e.g., batch size) directly influ-
ence the memory footprint of the training process, incorporating hardware-aware
constraints into the optimisation search space could prevent out-of-memory
(OOM) errors and improve robustness across diverse deployment environments.

An additional potential improvement includes enhancing the TrainDearray-
ModelTMA SIB with alternative segmentation loss functions (e.g., Focal Loss,
Tversky Loss) as configurable parameters to address class imbalance challenges.

Finally, extending the existing CdB data-manager, a front-end service cur-
rently supporting experimental data upload, to include comprehensive manage-
ment capabilities for neural network model data would further streamline work-
flow integration.

Addressing these future directions will further strengthen the Cinco de Bio
platform’s capability as a comprehensive low-code/no-code solution for train-
ing and deploying robust machine learning models in sensitive health research
domains.
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Abstract. The digitization of healthcare presents numerous challenges,
including the complexity of biological systems, vast data generation, and
the need for personalized treatment plans. Traditional computational
methods often fall short, leading to delayed and sometimes ineffective
diagnoses and treatments. Quantum Computing (QC) and Quantum
Machine Learning (QML) offer transformative advancements with the
potential to revolutionize medicine by leveraging quantum mechanics
principles. This paper summarizes areas where QC promises unprece-
dented computational power, enabling faster, more accurate diagnos-
tics, personalized treatments, and enhanced drug discovery processes.
However, integrating quantum technologies into precision medicine also
presents challenges, including errors in algorithms and high costs. We
show that mathematically-based techniques for specifying, developing,
and verifying software (formal methods) can enhance the reliability and
correctness of QC. By providing a rigorous mathematical framework,
formal methods help to specify, develop, and verify systems with high
precision. In genomic data analysis, formal specification languages can
precisely (1) define the behavior and properties of quantum algorithms
designed to identify genetic markers associated with diseases. Model
checking tools can systematically explore all possible states of the algo-
rithm to (2) ensure it behaves correctly under all conditions, while the-
orem proving techniques provide mathematical (3) proof that the algo-
rithm meets its specified properties, ensuring accuracy and reliability.
Additionally, formal optimization techniques can (4) enhance the effi-
ciency and performance of quantum algorithms by reducing resource
usage, such as the number of qubits and gate operations. Therefore, we
posit that formal methods can significantly contribute to enabling QC
to realize its full potential as a game changer in precision medicine.
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1 Introduction

The healthcare digitization faces numerous challenges, including the complexity
of biological systems, the vast amount and quality of data generated [7], and
the need for personalized treatment plans [21]. Traditional computational meth-
ods often struggle to process and analyze data efficiently [11], leading to delays
in diagnosis and treatment. Quantum computing (QC) and quantum machine
learning (QML) represent transformative advancements with the potential to
revolutionize precision medicine [4]. QC promise unprecedented computational
power through the use of quantum mechanic principles like superposition, entan-
glement and quantum tunneling [5]. Based on quantum mechanics, novel algo-
rithms can be developed to tackle complex biological data, leading to more accu-
rate diagnostics, personalized treatments, and enhanced drug discovery processes
[16]. However, the integration of QC into precision medicine also presents sig-
nificant challenges, including technical limitations, high costs, and the need for
interdisciplinary collaboration. This paper explores the opportunities and chal-
lenges associated with leveraging QC and QML to advance precision medicine,
aiming to provide a comprehensive overview of the current landscape and future
directions.

The healthcare industry is undergoing a paradigm shift from a one-size-
fits-all approach to a more tailored and individualized model of care [8,9].
P5 medicine (predictive, preventive, personalized, participatory and psycho-
cognitive medicine) [22] is at the forefront of this transformation, aiming to
provide treatments that are specifically designed for individual patients based on
their unique genetic, environmental, and lifestyle factors [42]. Traditional medi-
cal practices often rely on generalized treatment protocols that do not account
for the significant variability among patients. This approach can lead to sub-
optimal outcomes, as treatments that are effective for one group of patients
may be ineffective or even harmful for others [40]. This lack of personalization
in treatment plans can result in prolonged illness, increased healthcare costs,
and a higher incidence of adverse drug reactions. This is, in large part, because
genetic variability plays a crucial role in how individuals respond to medications
and treatments [29]. For example, certain genetic mutations can affect drug
metabolism, leading to variations in drug efficacy and safety. P5 medicine can
leverage genetic information to identify these variations and tailor treatments
accordingly. By understanding a patient’s genetic makeup, healthcare providers
can predict which treatments will be most effective and avoid those that may
cause harm. Because of the aging and growing populations, diseases and health
care costs rise, making disease prevention even more important [18,32]. Many
complex diseases, such as cancer, cardiovascular diseases, and neurological disor-
ders, have multifactorial causes that involve intricate interactions between genes,
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environment, and lifestyle. Traditional approaches often fall short in addressing
these complexities. P5 medicine, through advanced technologies such as genomic
sequencing and methods of bioinformatics, can unravel these interactions and
provide insights into the underlying mechanisms of diseases. This knowledge
enables the development of targeted therapies that address the root causes of
diseases rather than just alleviating symptoms. Personalized medicine also has
the potential to advance preventive care. By identifying individuals at high risk
for certain diseases based on their genetic and environmental profiles, healthcare
providers can implement early interventions to prevent the onset of diseases.
This proactive approach can significantly reduce the burden of chronic diseases
and improve overall population health.

The ultimate goal of P5 medicine is to improve patient outcomes. By tai-
loring treatments to the individual characteristics of each patient, healthcare
providers can achieve higher treatment success rates, reduce the incidence of
adverse effects, and enhance the overall quality of care. Personalized medicine
empowers patients by involving them in their own care decisions and providing
them with treatments that are specifically designed for their needs. Apart from
ethical, legal and social issues, as well as regulatory and policy challenges, data
integration and management as well as associated costs are a crucial barrier
for the large-scale implementation of P5 medicine. The vast amount of data,
such as genomic and phenotypic data, chemical /pharmaceutical data and data
from electronic health records (EHR), require advanced computational tools for
evaluation which are often associated with high hardware costs.

1.1 Limitations of a Classical Approach to Solving Complex
Problems

The limitations of using classical techniques to solve complex problems are not
just confined to the limitations of classical computing hardware. Classical math-
ematical algorithms themselves also have their own limitations. We will briefly
visit both these areas in this section.

1.1.1 Limitations of Classical Hardware

The reader may very well be familiar with Moore’s Law, which states that the
number of transistors on a microchip doubles about every two years, though
the cost of computing is halved. There is, however, a physical limitation to this.
Transistors cannot reduce in size beyond a few atoms. Microchip technology
has already progressed to the point where this size limitation may already have
been reached and Moore’s Law may have already plateaued. Moore’s Law is
tied to Dennard Scaling, which states that as the dimensions of a device go
down, so does power consumption. However, this again has physical limits. With
smaller and smaller devices, the chances of current leakage across the device
becomes ever more likely and increases the chance of thermal runaway (and
hence the destruction) of the device through overheating. In addition, classical
computer architecture still largely adheres to the Von Neumann Architecture,
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where the microprocessor and memory are connected via a narrow bus, creating
what is known as the Von Neumann Bottleneck: As demand for faster computing
power to solve ever more complex problems increases, the demand on this bus to
exchange data between the microprocessor and its memory exceeds its capability.
One approach in resolving this is to use a highly parallelized and distributed
architecture where multiple processors (Graphical Processing Units or GPUs)
execute commands and process data in parallel. One obvious disadvantage of
this is cost. At the time of writing, GPUs are approximately three times the
price of CPUs. Moreover, GPUs are designed to perform one particular task
at scale (render graphics) and are not optimized for general computing tasks.
The high processing demands made on GPUs also increases their thermal power
consumption, increasing the system’s overall energy costs. In addition, despite
their parallel architecture with many Processing Elements (PEs) working in
parallel inside the GPU, they still suffer from limitations imposed by memory bus
bandwidth issues within the GPU itself. These architectures help, and improve
perfomance in certain contexts, namely, where a task can be broken down into
subtasks that can be executed in parallel and the completion of one task is not
dependent on the completion of another subtask. But they are not a generalised
solution to the limitations of the Von Neumann architecture.

The rising demand for faster computing power to solve increasingly com-
plex problems in a reasonable time frame is pushing the capabilities of classical
computing hardware to its physical limits.

1.1.2 Limitations of Classical Algorithms
Hardware limitations are not the only issues affecting our abilities to solve prob-
lems of ever increasing complexity. Our current methods of solving such problems
also suffer from limitations. In other words, the technique (or algorithm) used
to solve a problem in and of itself introduces limitations. An example of this is
Time Complexity. We discuss this here in overview only in order to outline how
new algorithms, previously unavailable top us as they rely on having access to
quantum states, can provide us with speed increases in finding problem solutions.
Many problems that require a mathematical solution have a defined rate
of increase in time needed to solve that problem as that problem’s complexity
increases. For example, factoring a number is a problem who’s complexity, and
hence the time needed to solve the problem, increases as the number to be
factored gets larger and larger. This issue is known as Time Complexity. The rate
of increase in the time to solve a problem as its complexity increases is usually
categorised as either requiring polynomial or exponential time. Exponential time
increases in accordance with

f(z) =0b", for some b,

while polynomial time increases in accordance with

f(zx) =", for some k.
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Figure 1 below shows how much more aggressively the time taken to solve
more complex problems increases. With classical algorithms, we may alleviate
this time penalty through the use of increased classical compute resources (e.g.
faster processors, more memory etc.). Such an approach could, for example,
change the time scale for solving a problem from seconds to milliseconds. But, as
stated above, we are reaching the limit of classical computing hardware capability
and yet we continue to demand solutions to ever more complex problems.

Time Complexity

time —— Classical

120 —— Quantum

110
100
90
80
70
60
50
40
30
20
10

complexity

5 10 15 20

Fig. 1. Time Complexity. With classical algorithms, the time taken to solve a problem
may increase in superpolynomial time (i.e. exponentially) with 2". With quantum
algorithms, the time may only increase, as we explain in 1.1.3 based on the example of
Grover’s algorithm, with 27/2.

For some problems, we need to develop new algorithms in order to solve very
complex examples of them in a reasonable time frame and overcome the issues
of time complexity.

1.1.3 Grover’s Algorithm An Example of Significantly Decreasing
Time Complexity

As we have seen, solving very complex problems requires a solution to the time
complexity issue. Due to us hitting the limits of Moore’s law and the like, mask-
ing this issue by investing more money in faster and more performant classical
hardware is now a law of diminishing returns. Quantum algorithms, however,
can in some instances decrease a problem’s time complexity. To illustrate this,
we will briefly look at Grover’s Algorithm. This is a quantum algorithm that can
reduce the time complexity of searching through data. While Grover himself said
in his paper that this algorithm does not solve search problems in polynomial
rather than superpolynomial time, it does, however, reduce the time taken to
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search unstructured data significantly over classical techniques [23]. We reference
Grover’s algorithm here as it is easy to grasp the speed increase this algorithm
provides, namely O(1/2") or in another format O(2"/2) as opposed to O(2") for
some number of search items n. Although this does not reduce the complexity
from exponential to polynomial, it provides a practically important speed up of
quantum compared to classical computing.

Consider the problem where we have N number of data items (n), and we
need to find one specific item in this set (we’ll call it W). Using classical tech-
niques, we would need to examine each item n to test whether it is W. We use ¢
to denote the time it takes to test a data item n to ascertain whether it equals
W or not . The total time T is the time it takes us to find W in a list of data
items n in a set of size N. Thus, our best case scenario is given by:

T(W) =t

where we are lucky enough that the first data item we test happens to be W.
However, our worst-case scenario is:

T(W) =tN

where the item we are searching for is the last item in set N. The average time
it will take us to find W is:

T(W) = tN/2

Using this classical search technique, we cannot improve on this. However,
Grover’s algorithm exploits the quantum phenomena of superposition to optimise
our search (see Fig.2).

Remark 1. Superposition describes the quantum state where a property of a
quantum particle (e.g. an electron or photon) is not in one specific state, but
rather exists in a state of probabilities that the property is one value or another.
In QC, such quantum particles that we can manipulate in this way are referred
to as qubits.

Let’s suppose we are searching for a specific number between 0 and 3. We
will denote these four values in binary, i.e. 00, 01, 10 and 11. That gives a set
of possible choices of N = 4. Furthermore, let us suppose that we are searching
for the number 2 (10 in binary). We can use four quantum particles (i.e. qubits)
to each represent the four numbers we need to search through. At a very high
level, and avoiding all the advanced mathematics and quantum theory behind
it, the process is as follows:

1. We put each qubit in a state of superposition, whereby the probability of that
qubit being any of our 4 numbers is equal

2. We then apply a function that inverts our required answer (in this case 2 or
10)

3. We then invert the probabilities about the mean value. The three incorrect
answers cancel themselves out, and we are left with our desired result
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Fig. 2. Grover’s Algorithm.

In essence, Grover’s algorithm allows us to search all of our items n in the
set with NV items at once, rather than examining each individually. As Groover
explains in his paper [23], this gives us an average search time of

T(W)=tVN

as opposed to
T(W)=1tN/2

So, if we had 100 items to search in order to find W, using classical techniques
we would take on average the time it takes to search 50 items to find it. Using
Grover’s algorithm, it only takes the time to search 10.

The key takeaway here is that by exploiting quantum states such as superpo-
sition and entanglement, new algorithms may be developed that provide speed
increases that classical solutions cannot achieve. The media makes much of how
“fast” quantum computers are (or will be). But the reality, as Grover’s algorithm
demonstrates, is that it is actually the quantum algorithm which is needed for
the performance improvements claimed.

Quantum algorithms therefore provide us with the advanced tools we need
to analyse and evaluate vast quantities of data, as well as solve highly complex
problems in reasonable time frames. However, we cannot solve the equations
associated with quantum algorithms using classical hardware. Classical hardware
does not have access to fundamental particles and their quantum states. We
therefore need quantum computers in order to execute these algorithms and
achieve the quantum advantage we require to effectively deliver the improved
health outcomes promised by P5 medicine.

1.2 Quantum Computers

A Quantum Computer is a device capable of performing quantum calculations.
Such calculations include Grover’s Algorithm discussed earlier. Shor’s Algorithm,
which provides computational speed up for factoring numbers, is another. As we
have seen, quantum algorithms can reduce time complexity and allow some prob-
lems to be solved quicker. However, the computation of such algorithms must
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be carried out on devices that allow the manipulation of the quantum proper-
ties of fundamental particles such as electrons and photons. Such manipulation
involves, for example, putting them in superposition. The device that allows us
to do this the quantum computer.

Quantum computers utilise fundamental sub-atomic particles such as elec-
trons and photons and manipulate their quantum properties in order to process
information. Whereas the basic unit of information in a classical computer is a
bit, with quantum computers these are known as qubits. At present, there are
two families of quantum computer; gate-based quantum computers and quantum
annealers.

1.2.1 Gate-Based Quantum Computing

Gate-based quantum computers work by applying a series of functions known as
gates to its qubits. Each gate manipulates the state of the qubit. For example,
the Hadamard gate puts a qubit into superposition, where as two qubit gates,
like the Controlled-NOT (CNOT) gate, entangles two qubits. A collection of
gates manipulating a collection of qubits in this way is called a quantum circuit.
Quantum gates and circuits are designed to implement the mathematical func-
tions that comprise quantum algorithms. These are then in turn implemented
on the quantum computer using software programming libraries such as Qiskit,

Q##, and Cirq.

1.2.2 Quantum Annealing

Quantum Annealers are a type of quantum computers which uses quantum
annealing phenomena where the existing energy state of any quantum mechani-
cal system can be manipulated by external magnetic fluctuations. The quantum
mechanical system of qubits is initialised into an energy state that represents
the problem to be solved. Physical systems can be described by a formula called
the Hamiltonian, that describes the total mechanical energy (both kinetic and
potential) within that system. Each individual system is described with its own
version of the Hamiltonian equation. In the case of the quantum annealer, the
Hamiltonian of the initial state represents the problem to be solved, encoded in
such a way that the system’s minimum energy level (or Ground State) represents
the solution. From such a starting position, the system will have only a finite set
of energy states that it can be in. This finite set of energy levels is known as the
system’s energy landscape. The quantum mechanical system is then allowed to
“evolve”, exploring this energy landscape until the global minimum is achieved
for the given problem Hamiltonian. The state of the system is then read out as
the solution to the problem.

1.2.3 Quantum Gate vs Quantum Annealing

Quantum Annealing is, compared to gate-based QC, not Turing-complete. At
present, gate-based quantum computers must be considered a nascent technol-
ogy. It has been estimated that in order to crack RSA 2048 encryption, a quan-
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tum computer with 4099 qubits would be required. As of 2024, the largest gate-
based quantum computer has 1121 qubits (IBM’s Heron). D-Wave, however, has
quantum annealers containing in excess of almost 5670 qubits on Advantage
Machines or their current generation of quantum annealers. However, due to the
nature of how quantum annealers work, they are not considered a viable plat-
form for universally solving problems of all classes. They are primarily useful for
solving the combinatorial optimisation class of problems (those where there are
many viable solutions, but only one is considered “best”; or optimal). Whilst their
application is limited, quantum annealers are, however, a commercially viable
platform for solving such problems at scale.

1.2.4 Quantum Machine Learning

QML, as its name suggests, involves combing ML algorithms with QC. Machine
Learning (ML) uses algorithms to analyse data from past events to predict future
outcomes. ML can involve the analysis of vast amounts of data and this can be
a challenge for classical computers. Moreover, ML is generally more accurate
in its predictions the more data it is given to learn from [6]. QML therefore
represents a field of technology where quantum computers can be leveraged to
allow machine learning systems to process massive amounts of data and hence
produce more accurate results in a reasonable time frame. Four types, or subsets,
of QML are identified, depending on how QC and ML are combined (see Fig. 3):

e CC - Classical Processing, Classical Data Utilising classical algorithms
and compute power to process data generated by classical means. This is the
predominant and classical form of ML.

¢ QC - Quantum Processing, Classical Data Using quantum comput-
ing and algorithms to process data from classical sources. Otherwise known
as quantum-enhanced ML, this is the main area of current development in
applying quantum techniques to ML.

e CQ - Classical Processing, Quantum Data This involves using classical
ML techniques to learn from quantum states. Classifying quantum states
output by a quantum system using classical hardware and classical algorithms
is an example of this.

e QQ - Quantum Processing, Quantum Data Using quantum comput-
ers and algorithms to analyse and learn from data generated by a quantum
system.

Quantum equivalents of classical ML algorithms have also been developed.
For example, the Support Vector Machine (SVM) is an algorithm used widely in
supervised ML. Its quantum equivalent, the Quantum Support Vector Machine
(QSVM), can leverage Grover’s algorithm to search all possible solutions to find
the dividing lines (or, more formally, the hyperplanes) that classify the supplied
input data points into sets (in other words, unique classes or output labels).
Embedding Grover’s algorithm in this way can provide a quadratic speed up to
the SVM algorithm [1].

Additionally, the very architecture of Quantum Processing Units (QPUs)
lends itself to certain machine learning techniques. The Artificial Neural Network
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Fig. 3. The four subsets of QML.

(ANN) is an ML technique that mimics the way the brain learns and is based
on artificial representations of neurons and synapses. An example architecture
of a particular type of ANN, the Feed Forward Neural Network is shown in
Fig.4 below. This example of a ANN is comprised of three layers, the input,
hidden and output layers. Each node in each layer is connected to all the nodes
in the next layer, but not to each other. Each node applies a simple function
to its inputs before triggering the nodes in the next layer. When learning, the
output is compared to the known input. If different, the values associated with
each node’s function are tweaked and the process repeated. This continues until
the output matches the input and the system can be said to have learned the
input. If the architecture shown in Fig.4 is compared to that of Fig.5, which
shows a single cell with eight interconnected qubits within D-Wave’s Chimera
QPU in their quantum annealers, the similarity between the two architectures
is immediately obvious. It may readily be seen how QPU architecture may be
leveraged directly to implement ML based on neural network algorithms.

Hidden
Input Layer Qutput

Fig. 4. ANN Architecture. Such architecture is typically used by ML for image recog-
nition.
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Fig. 5. Single Cell contained within the Chimera Topology in D-Wave’s second gener-
ation Quantum Annealer.

2 Applications of Quantum Computing in P5 Medicine

The following subsections describe a summary of current research where QC
promised advantages over classical methods within the realm of P5 medicine.

2.1 Genome Sequencing

Deoxyribonucleic acid (DNA), offers exceptionally dense information store [25].
One gram of DNA can store 455 million terabytes (information density of 455
EB/g) [17]. This makes it possible, for a whole genome to fit into a human
cell. QC can offer significant advantages over classical computing by enabling
the processing of vast amount of genetic data more efficiently and accurately
[16]. QC can handle complex calculations and large datasets at unprecedented
speeds, which is crucial for analyzing the massive amounts of data generated
in genome sequencing [34]. Additionally, QC can potentially reduce errors in
sequencing by providing more precise calculations, leading to better identifica-
tion of genetic variations and mutations [13]. The integration of QC with machine
learning techniques can enhance predictive models and improve the interpreta-
tion of genetic data, leading to more personalized and effective treatments. As an
example, quantum tensor decomposition has been successfully used to analyze
high-dimensional, large-scale multi-omics data [12].

Research even suggests, that DNA already functions as a topological quan-
tum computer [38]. Therefore, QC can help us understand DNAs structure and
natural processes, and makes it a powerful and efficient system for processing
genetic information [41]. DNA’s nitrogenous bases (Adenine, Thymine, Guanine,
and Cytosine) form quantum states that can be seen as qubits and the hydro-
gen bonds between base pairs (A-T and G-C) can be seen as a form of quantum
entanglement likened to Josephson Junctions. In QC, entangled qubits are linked
such that the state of one qubit directly affects the state of another, no mat-
ter the distance between them. Similarly, the pairing of bases in DNA ensures
that the state of one base is directly related to its pair. Additionally, the human
body’s ability to process DNA information is compared to quantum parallelism,
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where multiple computations occur simultaneously. Just as a QC can perform
many calculations at once, genetic instructions from DNA can be transcribed
simultaneously. DNA’s ability to facilitate parallel processing allows it to be
harnessed for uses which cannot be achieved using classical systems. This par-
allel processing capability could explain how DNA manages the vast amount of
information required for cellular functions, replication, and repair so efficiently.

2.2 Drug Discovery

With Eroom effect (Moore’s Law backwards), the pharmacutical industry faces
a the critical challenge, that drug discovery is becomming exponentially more
expensive over time [24]. Designing new pharmaceuticals is a complex pro-
cess which is already supported by computers, so called computer-aided drug
design (CADD). The process of designing and optimizing drug molecules involves
exploring vast chemical spaces to identify compounds with desired properties.
Current, classical CADD tools cannot fully capture the complexity and nuances
of real-world biological systems, leading to limitations in predicting drug efficacy
and safety. Additionally, classical CADD is computationally expensive which lim-
its its scalability to handle large datasets [37]. Although AlphaFold, developed
by DeepMind, made significant advances in the prediction of 3D structure of pro-
teins from their amino acid sequences, it is limited by classical computational
power [19]. While AlphaFold excels at predicting static structures, it does not
account for the dynamic nature of proteins in a biological context. AlphaFold’s
predictions are less accurate for highly variable sequences, such as those found
in immune system molecules like antibodies. Additionally, it is not sensitive
to point mutations that change a single residue and also faces challenges with
orphan proteins, which lack close relatives for comparison.

2.2.1 Molecular Modeling and Simulations

QC can surpass limitations described above by efficiently searching through
chemical spaces and predicting the properties of new molecules. This can signif-
icantly accelerate the identification of promising drug candidates and optimize
their efficacy and safety profiles. QC also has the potential to excel in simulat-
ing molecular interactions with high precision. Traditional computers struggle
with the exponential complexity of these simulations, often relying on approx-
imations. QC, however, can model quantum mechanical interactions directly,
providing more accurate predictions of molecular behavior. It can simulate intrin-
sically disordered regions and protein dynamics more accurately to model com-
plex molecular interactions, e.g., by improving the prediction of protein-protein
interactions and post-translational modifications by providing more precise cal-
culations of binding energies and conformational changes [2]. Additionally, quan-
tum algorithms can handle highly variable sequences and point mutations more
effectively, offering deeper insights into the structural impacts of these variations.
This capabilities are crucial for understanding how drug candidates interact with
biological targets, potentially leading to the discovery of more effective drugs.



134 M. Bertl et al.

Algorithms such as the Variational Quantum Eigensolver (VQE) and Quantum
Phase Estimation (QPE) are used to solve the Schrédinger equation for complex
molecules, providing insights into their electronic structures [10,26]. In quantum
chemistry, QC can handle the many-body problem more efficiently, allowing for
precise calculations of molecular properties like energy levels, bond lengths, and
reaction pathways [15]. QML algorithms can be used to predict molecular prop-
erties and optimize drug candidates by learning from quantum data. Quantum
annealing can solve optimization problems by finding the global minimum of a
function, which is useful in identifying the most promising molecular structures
optimizing strong interactions with active sites with low interactions otherwise
and high molecular stability.

QC can also improve the modeling of pharmacokinetics (how drugs are
absorbed, distributed, metabolized, and excreted) and pharmacodynamics (the
effects of drugs on the body). By simulating those two processes with greater
accuracy, QC can help predict the behavior of drug candidates in the human
body, leading to better-informed decisions in drug development. Quantum simu-
lations can model complex biochemical interactions involved in pharmacokinetics
and pharmacodynamics with high precision, while quantum-enhanced ML algo-
rithms can analyze large datasets from clinical trials and predict drug behavior
more accurately.

2.2.2 Protein Folding

Understanding protein folding is essential for drug discovery, as misfolded pro-
teins are often implicated in diseases. QC can simulate the folding process more
accurately than classical methods, providing insights into the structure and func-
tion of proteins. This can aid in the design of drugs that target specific protein
conformations. Quantum Monte Carlo simulation methods can be used to sim-
ulate the thermodynamics of protein folding, providing detailed insights into
the folding pathways and energy landscapes. Also, Quantum Annealing can be
applied to solve the protein folding problem by finding the lowest energy con-
formation of a protein.

2.2.3 Virtual Screening

Virtual screening involves evaluating large libraries of compounds to identify
potential drug candidates. QC can perform these screenings more efficiently by
leveraging quantum algorithms to process and analyze data at a much faster
rate than classical computers [33]. This can reduce the time and cost associ-
ated with early-stage drug discovery. Grover’s algorithm can be used to search
unsorted databases exponentially faster than classical algorithms, making it ideal
for virtual screening. QC can also improve the accuracy of molecular docking
simulations, which predict how small molecules, such as drug candidates, bind
to a receptor.
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2.3 Predictive Modeling of Diseases and Treatment Outcomes

The above-mentioned techniques can not only be used for drug discovery but
also for disease prediction and data analytics. By rapidly analyzing extensive
genomic, proteomic, and neuroimaging datasets, quantum algorithms can iden-
tify biomarkers associated with specific diseases, facilitating early detection and
monitoring [44]. Health data can be encoded in qubits, utilizing quantum entan-
glement and parallelism to process multiple data combinations simultaneously,
allowing significantly improved computational speed and accuracy in uncovering
higher-order correlations and early disease prediction compared to traditional
methods [31]. Further research has shown this, harnessing QML to outperform
traditional ML for predicting heart diseases [3].

As mentioned above, QC can also simulate complex molecular interactions,
providing insights into the pathogenesis of diseases like Alzheimer’s and Parkin-
son’s [45]. Additionally, QC can enhance predictive modeling strategies by
simultaneously analyzing genetic, behavioral, clinical, and environmental data,
thereby identifying risk factors and enabling early intervention for mental health
disorders [44]. This capability to analyze vast amounts of patient data can be
used to predict individual responses to therapies. As an example, quantum
deep reinforcement learning algorithms have been explored for optimal decision-
making in adaptive radiotherapy, potentially leading to more effective and tai-
lored treatment strategies [36].

QML can also be utilized to predict treatment outcomes by modeling tumor
dynamics and patient responses. For example, hybrid quantum-classical neural
architectures have been proposed to quantify tumor burden concerning treat-
ment effects, predicting therapy responses and facilitating personalized medicine
approaches [35].

2.4 Clinical Trial Optimization

As emphasized by [20] as well as [27], QC can address current challenges of
clinical trials such as site selection, and cohort identification. Trial simulations
and optimization has the potential to drastically reduce cost by allowing more
efficient planning of clinical trials [30]. Key technical aspects include the use of
QML and quantum optimization algorithms to enhance various stages of clinical
trials. For instance, quantum differential solvers can improve the accuracy of
physiology-based pharmacokinetics and pharmacodynamics (PBPK/PD) mod-
els, which are crucial for predicting drug effects across different populations.
Additionally, variational quantum algorithms (VQAs) and the quantum approx-
imate optimization algorithm (QAOA) are highlighted for their ability to opti-
mize trial site selection and cohort identification by efficiently exploring high-
dimensional parameter spaces. Additionally, quantum generative models such
as quantum Boltzmann machines, can be used to create synthetic patient data,
which then can be used to simulate clinical trials and improve cohort identifica-
tion [43].
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3 Discussion

QC presents both exciting opportunities and significant challenges for P5
medicine, which emphasizes predictive, preventive, personalized, participatory,
and psychocognitive healthcare. One of the primary technical challenges is scal-
ability. Current quantum systems are limited by the number of qubits they can
manage effectively, and maintaining coherence among these qubits is difficult
due to environmental noise and decoherence. This necessitates robust error cor-
rection methods, which are still under development. Another challenge is the
development of algorithms that can leverage quantum advantages for medical
applications. While theoretical algorithms like Shor’s and Grover’s have shown
promise, practical implementations for complex medical problems are still in
their infancy. Integration with classical systems is also a significant hurdle. QC
needs to work seamlessly with classical systems to be practical for medical appli-
cations, requiring efficient data transfer and hybrid computing models. Addi-
tionally, ensuring the privacy and security of sensitive medical data in quantum
environments is crucial. Quantum cryptography offers potential solutions, but
widespread implementation and standardization are still needed.

Despite these challenges, several QC techniques are showing promise and
are ready for initial applications in P5 medicine. QML has shown competitive
results with classical machine learning in various medical applications, such as
drug discovery, medical imaging, and personalized treatment plans. Near-term
quantum algorithms are being trained with diverse clinical datasets, demon-
strating potential in predictive analytics and diagnostics. Quantum simulations
are being used to model complex biological systems and molecular interactions,
which can accelerate drug discovery and development. These simulations can
provide insights that are difficult to achieve with classical computing. Quantum
key distribution (QKD) is being explored to enhance the security of medical data,
potentially providing unbreakable encryption and ensuring the confidentiality of
patient information.

However, certain areas of QC still require significant advancements before
they can be fully integrated into P5 medicine. More robust error correction meth-
ods are needed to make quantum computations reliable for medical applications.
Current techniques are not yet sufficient to handle the error rates in large-scale
quantum systems. Advances in quantum hardware, including the development of
more stable qubits and better quantum processors, are essential. Innovations in
materials science and quantum chip design will play a crucial role. Establishing
standardized protocols for QC in healthcare is necessary, including developing
guidelines for data handling, algorithm validation, and integration with existing
medical systems. It also must to be taken account that quantum supremacy, the
ability to reduce the complexity of computationally expensive to solve problems,
has only been shown for a limited number of tasks. QC is limited by the destruc-
tive nature of qubit measurement. This makes debugging or testing as we know
it from classical programming challenging. Additionally, quantum hardware is
error prone and algorithms complex. Formal methods, mathematically-based
techniques for specifying, developing, and verifying software and hardware sys-
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tems, can significantly enhance the reliability and correctness of QC applications
in P5 medicine [14] by providing a rigorous mathematical framework, which helps
developers specify, develop, and verify systems with high precision. For instance,
in genomic data analysis, researchers can use formal specification languages to
precisely define the behavior and properties of a quantum algorithm designed to
identify genetic markers associated with diseases. Model checking tools can then
systematically explore all possible states of the algorithm to ensure it behaves
correctly under all conditions, while theorem proving techniques provide mathe-
matical proof that the algorithm meets its specified properties, ensuring accuracy
and reliability [28]. Additionally, formal optimization techniques can enhance the
efficiency and performance of the quantum algorithm by reducing resource usage,
such as the number of qubits and gate operations. [39] shows based on a tutorial
how two formal methods (#SAT and decision diagrams (DD)) can be applied to
quantum circuits. But the relationship is not unidirectional. QC can also enable
formal methods such as verification tools, which are computationally expensive,
to be applied to more complex tasks. Those applications of formal methods pose
an area of future research. Apart from the technical issues and research areas
such as algorithm design, also the ethical implications of QC in P5 medicine, par-
ticularly concerning data ownership, consent, and the potential for algorithmic
bias should be explored further.

Nevertheless, the future of QC in P5 medicine is promising. As QC continues
to evolve, we can expect several key developments. QC will enable more accu-
rate predictive models for disease progression and treatment outcomes, leading
to more personalized and effective healthcare. Quantum simulations will signif-
icantly speed up the drug discovery process, allowing for the rapid identifica-
tion of new therapeutic compounds. Quantum-enhanced imaging and diagnostic
tools will provide earlier and more accurate detection of diseases, improving
patient outcomes. Quantum cryptography will ensure the highest levels of secu-
rity for medical data, protecting patient privacy and fostering trust in digital
health solutions. While there are substantial technical challenges to overcome,
the advancements in QC hold great promise for P5 medicine. Continued research
and collaboration between computer, data, and quantum scientists, as well as
medical professionals, will be crucial in unlocking the full potential of this trans-
formative technology.

4 Conclusion

QC and QML hold transformative potential for advancing P5 medicine by offer-
ing unprecedented computational power and accuracy. These technologies can
revolutionize diagnostics, personalized treatments, and drug discovery. However,
challenges remain, including technical limitations, high costs and complexity,
and the need for interdisciplinary collaboration. Formal methods can enhance
the reliability and correctness of QC applications, ensuring accuracy and effi-
ciency. Future research should focus on overcoming these challenges, implement-
ing the suggested concepts, and exploring ethical implications. By addressing
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these issues, QC can significantly improve patient outcomes, contribute to the
evolution of P5 medicine, and ultimately lead to more healthy life years for
patients.
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Abstract. As ethics become increasingly crucial across the computing
industry, a key question emerges: what specific philosophical skills are
necessary for computing professionals? One relevant perspective on this
question comes from academic philosophers, who are experts in ethics
and other pertinent philosophical disciplines. Accordingly, this paper
explores it through a survey of 151 academic philosophers, who provide
insights on the philosophical education needed in the field of comput-
ing. The findings suggest a strong consensus for a philosophy curriculum
that emphasizes ethics and critical thinking. However, opinions vary on
the extent of ethical knowledge required. This study delves into these
perspectives and their implications for the ethical training of computing
professionals.

Keywords: Computer ethics - Ethical education - Teaching ethics in
computing - Expert survey - Critical thinking

1 Introduction

While ethical considerations in computing have long been discussed [7], their
prominence has notably surged in recent years [1]. This heightened focus on
ethics is also reflected in the growing number of ethics courses within computer
science programs [4].

Despite the growing interest in ethics within computing, a critical question
remains unresolved: what specific philosophical skills should computing profes-
sionals actually learn? A basic introduction to ethics, as given to students of
philosophy, may not be sufficient for at least two reasons. Firstly, the general
principles from normative ethics are often not directly applicable to the practical
challenges faced by computing professionals. Secondly, philosophy, being a large
and deeply interconnected field, arguably requires more than just ethics to grasp
the morally relevant aspects of technology. For example, epistemology may be
needed to understand the challenges posed by opaque systems, an understanding
of human autonomy could be required to judge the effects of social media, and
knowledge of the philosophical concept of justice might be necessary to choose
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an appropriate fairness metric for an Al system. Arguably, the complete range
of philosophical topics that are potentially relevant to (current or future) com-
puting professionals may be too vast to cover in depth in a feasible time. Hence,
trying to teach everything from philosophy that is potentially relevant would be
impractical.

Therefore, the philosophical education of computing professionals needs to
be carefully curated to target the most relevant topics and skills. This task is
inherently interdisciplinary, necessitating input from a variety of experts. This
includes philosophers, computer scientists, and other computing professionals
from the tech industry, as well as experts in education, who specialize in con-
veying complex ideas effectively and evaluating the efficacy of ethics education
materials. As Raji et al. [8] argue, the current ethics education in computing
often reinforces disciplinary silos and fails to engage in true interdisciplinarity,
thereby limiting its potential effect. This paper focuses on the perspective of
one key group in the needed interdisciplinary mix: academic philosophers. As
domain experts in ethics and related philosophical disciplines, their views are
integral to understanding what constitutes effective and relevant philosophical
education for future computing professionals. Through an exploration of their
insights, this study seeks to contribute meaningfully to the ongoing discourse on
how to integrate philosophical education into the field of computing.

This study investigates philosophers’ perspectives on whether computing pro-
fessionals should receive explicit education in ethics (RQ1) and reasoning (RQ2).
The latter is especially motivated by the idea that strong reasoning capabilities
might enhance students’ ability to navigate ethical complexities as well as our
own previous teaching [2]. Finally, the study explores which specific philosophical
knowledge and skills philosophers identify as essential for computing profession-
als to make ethically permissible and adequately justified decisions (RQ3). So,
the survey in this paper aims to answer three main research questions:

RQ1 Do academic philosophers think that computing professionals should be
educated in ethics?

RQ2 Do academic philosophers think that computing professionals should be
educated in reasoning?

RQ3 What philosophical knowledge and skills do academic philosophers con-
sider essential for computing professionals, particularly in making ethically
permissible decisions and giving adequate moral reason?

To the best of the author’s knowledge, none of these questions have been
addressed systematically in prior work.

2 Methodology
2.1 Survey Design

A survey was conducted using LimeSurvey, a popular online survey tool. The
questionnaire predominantly utilized 5-point scales, supplemented by two addi-
tional open-ended text fields. These fields allowed participants to provide more
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detailed responses or introduce new aspects not covered by the structured ques-
tions.

Before its deployment, the survey underwent a test run with two philosophers
and one non-philosopher with expertise in psychology and study design. Addi-
tionally, the study was approved by the Ethical Review Board of the Faculty of
Computer Science at Saarland University.*

The survey has an exploratory character and the data was analyzed using
descriptive statistics and qualitative content analysis.

2.2 Sampling Method

The target group of academic philosophers was primarily reached via convenience
sampling and snowball sampling: the survey link was distributed through various
groups and mailing lists frequented by academic philosophers, thereby ensuring
the participation of individuals relevant to the research topic. Participants were
also asked to pass the link along to others in the field.

The survey included an initial filter where participants had to confirm their
academic backgrounds in philosophy or related fields; only those who affirmed
their background could proceed. To enhance data quality and relevance, partic-
ipants at the end of the survey consented to the use of their responses, thereby
giving those who did not answer the questions with care the chance of elimi-
nating their answers from the evaluation. Responses from those who withheld
consent or indicated technical issues were excluded from the analysis.

2.3 Instructions Given to Participants

Participants were instructed to consider a computing professional (CP) as some-
one who is skilled in computing and uses these skills as part of their work to
shape computing systems or the way they are used. They were provided with
examples of computing professionals, such as freelancers who program a dating
app and release it to users, computer scientists at Google, or bank employees
who deploy and configure systems that determine loan eligibility. Computing
professionals therefore also include practitioners working with Al. Participants
were informed that computing professionals can engage in numerous morally
questionable actions, not only due to malicious intent but also due to a lack
of thought, a lack of sensitivity to morally important aspects of decisions, or
a lack of understanding of moral principles. Additionally, they sometimes face
complex decision-making scenarios where determining what is morally accept-
able requires significant contemplation and effort. Respondents were asked to
assume that there are two general desiderata:

1. The decisions made by computing professionals should be morally permissible.

! The author is a member of this board herself but, naturally, the review was conducted
by different board members.
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2. Computing professionals should be able to give adequate reasons as to why a
decision was morally permissible (on a level of abstraction that is reasonable
for a non-philosopher).

The two desiderata were repeated in relevant questions throughout the survey.

To keep both the quality of the answers and the time investment of partici-
pants at a reasonable level, they were asked to think about each question before
answering it but also advised not to overthink. Additionally, they were invited
to give their general intuitions to questions in cases where they did not have
a well-justified opinion, and to interpret the survey questions according to the
principle of charity, a popular principle in philosophy that demands assuming
the strongest and most plausible interpretation of a text.

3 Participants

Of 154 completed responses, seven were excluded: one due to technical difficul-
ties, two due to indications that the data should not be used, and four because
the participants lacked a degree in philosophy. This resulted in 147 evaluable
responses. The age distribution of participants ranged from 18 to 65 years or
older, with the majority falling within the 25-34 and 3544 age categories. About
two-thirds of the respondents were male (female: 33.3%, male: 61.2%, other:
4.1%, NA: 1.4%). The academic backgrounds varied, with the largest groups
being Ph.D. students (30.6%), academics in professorial positions (23.1%), and
postdoctoral researchers (19.0%). Over half of the participants held a Ph.D.
or higher (54.4%), and the majority of the others possessed a Master’s degree
(34.0%). Only few participants had another type of degree (11.6%). Most par-
ticipants were located in Europe (74.8%) and North America (16.3%), with the
rest being from other places in the world (8.8%). More than half reported teach-
ing experience with both philosophy and non-philosophy students (55.8%), while
only a few had no teaching experience (18.4%). The rest (25.8%) had teaching
experience, but not with both groups of students. It is challenging to determine
how representative the sample is of the overall population of academic philoso-
phers due to limited demographic data on this group.

There are two different approaches to philosophy, namely analytic and non-
analytic philosophy. While the distinction between these terms is not as clear-
cut as it might seem and is not universally accepted, it could nevertheless have
implications for the data. Analytic philosophy is typically characterized by its
emphasis on precise language, logically valid reasoning, and the rigorous analysis
of concepts. It often seeks to clarify philosophical problems through conceptual
analysis. In contrast, non-analytic philosophy encompasses a broader range of
philosophical traditions that may place less emphasis on conceptual analysis
and formal logic. It often explores philosophical questions through historical,
cultural, or existential perspectives and includes traditions such as continental
philosophy and existentialism. Participants were asked to rate themselves on
two scales: one to indicate if they consider themselves analytic philosophers and
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another to indicate if they consider themselves non-analytic philosophers (cf.
Fig.1). It is worth noting that some participants identify as neither or both.
Other demographic information included in the survey was interest in computer
ethics, tech-savviness, experience in programming, and experience in computer
science.

4 Results

Upon analyzing the data, the first observation is that the standard deviation
(SD) is rather large across all question items, indicating little agreement on the
question items among the respondents. Nevertheless, some tendencies within the
pool of participants become apparent, and they are detailed below.

4.1 Ethics

There was overall strong agreement with the statements “ CPs should be taught
how to make morally adequate decisions” and “CPs should be taught ethics.”
Participants tended to think that the moral decision-making of CPs would plau-
sibly improve if they were taught ethics. They also showed a tendency to deem
pre-theoretical considerations or simple heuristics (as opposed to a deep under-
standing of ethics) insufficient for adequate moral decision-making (cf. Figure 2).

Participants were asked to rank these skills according to the proficiency that
a computing professional plausibly needs to fulfill the two desiderata introduced
earlier. This scale was labeled “0 - none”, “1 - elementary”, “2 - basic”, “3 -
intermediate”’, and “4 - advanced”. The results, which can be seen in Fig. 3a,
indicate that most skills queried were, on average, ranked between the levels
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Fig. 2. Average answers to questions about the role of ethics for CPs.

“basic” and “intermediate”, with the exceptions of the categories telling what
has intrinsic value and applying moral theories, which averaged only between
“elementary” and “basic”, suggesting that these skills are deemed less important
than the others.

Similarly, participants rated different topics in ethics, as shown in Fig. 3b.
They were asked to rank these topics according to the knowledge and under-
standing that a computing professional plausibly needs at least to fulfill the two
desiderata. The same 5-point scale from “none” to “advanced” was used. The
categories computer ethics and basics of ethics received the highest rankings,
averaging around “intermediate”. In contrast, history of ethics, meta ethics, and
specific moral theories received the lowest rankings, with an average around
“elementary”.

4.2 Reasoning and Discourse

Similar questions as above were asked regarding skills in reasoning and discourse
(cf. Fig.4). Most skills were ranked on average between “basic” and “intermedi-
ate”. Only the average rankings of precisely reconstructing an argument from a
text and attacking arguments fell below “basic”.

As seen in Fig. 5, the majority of participants strongly agree that valid argu-
ments are crucial for applied ethics. There is also widespread agreement that
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Fig. 3. Ratings of the minimal level of knowledge or skill required for fulfilling the two
desiderata. The dark line marks the average for each category, the light and dark filled
polygons show the upper and lower bound of the standard deviation, respectively.

CPs should know how to argue non-deductively?. Participants agree almost as
strongly that CPs should also be proficient in deductive reasoning.

2 Non-deductive reasoning is the form of reasoning most commonly applied in every-
day life, while deductive reasoning is more formal. The distinguishing feature is its
monotonicity: in deductive reasoning, the conclusion of an argument cannot be false
if all its premises are true. In non-deductive reasoning, the premises provide strong
evidence for the conclusion, but even if all premises are true, the conclusion might
still be false.
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Fig. 4. Ratings of different skills related reasoning and discourse. The dark line marks
the average for each category, the light and dark filled polygons show the lower and
upper bound of the standard deviation, respectively.

4.3 Other Areas of Philosophy

Participants were also asked to rank other areas of philosophy on the 5-point scale
from “none” to “advanced” based on the level of knowledge and understanding a
computing professional (CP) plausibly needs to fulfill the two desiderata outlined
earlier. In this evaluation, logic received the highest ranking, with an average
rating just below “intermediate”. The lowest-ranked area was aesthetics, followed
by metaphysics and ontology and philosophy of language.

The free-text field was also used to indicate more philosophical domains that
CPs should be educated in. These included:

— “...psychology and economics/ social philosophy...” (P19)

— “...post materialism and philosophy of technology...” (P91)

— “Philosophy of embodiment, philosophy of life, philosophy of invention, phi-
losophy of imagination” (P142)

— “...Business ethics...” (P185)

However, each of the fields was mentioned by only one respondent. Relevant
topics that were mentioned by several participants included decision-making or
reasoning under different kinds of uncertainty (P19, P125, P153) and the strong
social component of the work of computing professionals (P19, P147, P208).

4.4 Differences Between Demographic Groups

Some minor differences between demographic groups were observed when rank-
ing the needed level of topics and skills. Examples include:

— Individuals identifying as non-analytic often rate topics or skills as equally
or more important than those who do not, with statistically significant dif-
ferences (e.g. as in Fig. 7a). Similarly, people who identify as analytic tend to
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Fig. 5. Average answers to questions about the role of reasoning and discourse for CPs.

rank topics and skills lower than those who do not identify as analytic (e.g.

as in Fig. 7b).

— People who identify as males generally rate many topics as slightly less impor-
tant than those who do not (e.g. as in Fig. 7c), with some of these differences

being statistically significant.

— Participants interested in computer ethics tend to rate topics and skills
slightly higher, though the differences are not always statistically significant
(e.g. as in Fig. 7d). However, tech-savviness and experience in programming
or computer science do not significantly impact rankings.

For illustration purposes, Fig. 7 contains the average ratings of the knowledge and
understanding of CEs needed in several areas of philosophy separated by different
demographics, as previously seen in Fig.6 for the whole population. Overall,
however, the differences are mostly minor and often lack statistical significance,
suggesting that they may not have substantial practical implications.

4.5 The (In)Effects of Moral Education

Some participants shared their views on the potential effects of moral education,

for example:



152 S. Sterz

philosophy of language

advanced

epistemology intermediate logic

basic

‘elementary
none

philosophy of science aesthetics

political philosophy philosophy of mind

metaphysics and/or ontology

Fig. 6. The importance of different topics from philosophy outside of ethics. The dark
line marks the average for each category, the light and dark filled polygons show the
lower and upper bound of the standard deviation, respectively.

— “I'think I have a very strong intuition that being taught philosophy in the right
way, i.e. in a way that present different reason-based arguments in a relatively
neutral way, can serve to irritate anyone in their implicit conviction that they
are always right. This openness to inquiry and attention to others opinion
can be more important to good ethical decision-making than ethical training
itself, because the danger of a totally untrained person is, I believe, that they
blindly follow their ethical convictions. Even by training in metaphysics, they
might be irritated in their strong ethical convictions.” (P9)

— “Just one comment about one of the last questions about whether CPs should
be TAUGHT ethics. What I think is essential is that ethical consideration and
deliberation is taught. This includes understanding that oneself is a moral
being and has a certain responsibility to decide for themselves what they
consider to be moral. I think this is more important than learning about
certain moral stances (although these can be very helpful for that). So more
important than ethics as a philosophical area is the moral responsibility of
the people involved.” (P208)

Some respondents also expressed concerns that moral education might have
very limited effects or might be ineffective altogether, for example:

“I am inclined to think that in every day life a decent upbringing (that is being
brought up decently by decent people) is more important than a technical
knowledge of ethics including computer ethics. However I do think that a
decent person with well-developed reasoning skills is less likely to go wrong
than a decent person who is logically challenged. All the reasoning skills in the
world won’t make up for a bad character. (Reason is the slave of the passions
and cannot compensate for deficiencies in somebody’s emotional nature.)...”
(P70)

— “...the virtue of a philosophical education is in the practice of thinking through
the problems and of making arguments and hearing reasons, but also the his-
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Fig. 7. Average ratings of the knowledge and understanding of CEs needed in several
areas of philosophy separated by different demographics.

torical and cultural contours of those arguments. If computer professionals
are only receiving their humanistic education through required philosophy
courses, then I don’t see what stipulating ethical or even general philosoph-
ical coursework will do to hone and develop the moral intuitions of a class
of professionals otherwise detached from the larger historical and cultural

world.” (P160)

A few more participants (P33, P91, P139, P160) also expressed concerns about
the emphasis on deductive reasoning in ethics courses for computing profession-
als, and partly advocated against the usefulness of skills concerning reasoning.
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5 Discussion

The results presented here allow for an exploration of the research questions
originally posed:

RQ1 Do academic philosophers think that computing professionals should be
educated in ethics?

RQ2 Do academic philosophers think that computing professionals should be
educated in reasoning?

RQ3 What philosophical knowledge and skills do academic philosophers con-
sider essential for computing professionals, particularly in making ethically
permissible decisions and giving adequate moral reason?

The data suggest that academic philosophers tend to believe that computing
professionals should be educated in both ethics and reasoning (RQ1 and RQ2).
These findings may imply a perceived need for a stronger emphasis on ethical
reasoning within the computing profession, though the extent and nature of this
education appear subject to varying opinions.

Regarding RQ3, while there appears to be some level of agreement on the
potential value of a broad range of philosophical skills and topics, the diversity in
responses also points to a lack of consensus on which specific fields of philosophy
are crucial and what precise skills are necessary. This variability is reflected in
the high standard deviations observed for most question items, suggesting that
computing professionals might benefit from at least a foundational understand-
ing of various philosophical domains. The average opinion suggests that broad
but basic philosophical knowledge and skills are sufficient to support morally
adequate decision-making by CPs. This would be good news for computing pro-
fessionals, educators, and society alike, since it sets a realistic goal and CPs could
be reasonably expected to acquire the needed philosophical skills in a feasible
manner.

The survey also hints that academic philosophers do not uniformly think that
a deep engagement with moral theories is necessary for computing professionals.
It can be hypothesized that this is because moral theories are arguably often not
useful as decision procedures, i.e., while they might be useful for theorizing about
ethics, they are not useful for deciding what to do in a complex, real-life situa-
tion. At the same time, participants tend to believe that merely pre-theoretical
considerations and simple heuristics are insufficient for adequate, moral decision
making. This narrows down the ways in which (aspiring) computing professionals
should engage with ethics. In line with some free-text comments quoted above,
the most promising way might be to aim at refining moral intuitions and moral
reasoning. This idea is supported by approaches suggested in the literature, most
notably the Moral Vocabulary Approach [6] but also approaches such as Deep
Tech Ethics [3].

5.1 Implications for Computer Science Curricula

The insights gathered from the survey underpin some, mostly not novel, recom-
mendations for the structuring of relevant curricula:
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— Broad and Basic Overview: Introducing a broad and basic overview of
philosophical skills and topics in the curriculum might be beneficial. This
would mean to not provide an exhaustive philosophical education, but rather
exposure to a diverse array of perspectives and intuitions.

— Sharpening Skills and Intuitions Over Imparting Knowledge:
Emphasizing the sharpening of moral reasoning skills and the refinement of
intuitions over the mere accumulation of knowledge should arguably be a key
goal. This prioritizes the abilities needed to adequately navigate the practical
moral challenges that computing professionals face.

— Beyond Mere Heuristics: While simple ethical heuristics have their place,
the curriculum should aim to equip students with tools that facilitate a more
nuanced understanding of ethical issues. This may include teaching analysis
and reasoning methods for ethical problems, providing students with more
robust skills to manage situations that exceed heuristic solutions.

— Minimal Focus on Moral Theories: The curriculum might do better if it
does not overly emphasize moral theories. Focus should arguably instead be
on skills that can be practically useful.

— Acknowledging Diverse Expert Opinions: The significant standard devi-
ations observed in the survey responses underscore the diversity of opinions
among academic philosophers regarding the necessary ethical education for
computing professionals. Educators should be aware of this fact. They might
design curricula to be inclusive of this range of perspectives, possibly through
elective courses or modules that allow students to explore different philosoph-
ical approaches to ethics in computing.

These recommendations, while grounded in the perspectives shared by aca-
demic philosophers, might require further exploration — through both research
and practical teaching experience — to refine and validate them.

5.2 Limitations

This study primarily employs an exploratory approach and does not estab-
lish causal relationships or test specific hypotheses. Additionally, it is unclear
whether the study is representative, as there is little information on the demo-
graphics of the community of academic philosophers. Also, there might be
notable variation within different fields of philosophy: for example, an episte-
mologist might have different views on the importance of epistemology than an
ethicist.

To keep the survey as brief as possible, the scales used (including the 5-
point scale from “none” to “advanced”) were not further explained to the par-
ticipants. This may have led to some variability in how participants interpreted
the scale, potentially contributing to the large standard deviations observed in
the responses.

In addition, experts might also have a tendency to overestimate the impor-
tance of their own field. In this case, the survey results would give an upper
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bound on the importance of different fields and skills at best. However, the pos-
sibility of bias toward their own field should not, by itself, justify discarding their
views.

Also, only philosophers have been surveyed, and not other relevant disci-
plines. This is best left to future work. One might even object that, on average,
philosophers do not have sufficient knowledge of the work of computing profes-
sionals and that, therefore, their opinions might not be informed enough in this
regard.

The most fundamental limitation of this work might be the question of how
much weight the average expert opinion bears in normative questions, such as
which moral education computing professionals should receive. Answering this
question is far beyond the scope of this paper, and is best left to scholars of
experimental philosophy [5]. This paper does not aim to make a normative philo-
sophical argument, but rather to report expert opinions that may inform such
arguments. It can inspire, though not provide, answers to normative questions.

6 Conclusion

This study sought to capture the perspectives of academic philosophers on what
ethical and other philosophical skills computing professionals should have. The
findings reveal a widespread consensus that computing professionals should have
at least basic skills in ethics and reasoning. However, views diverge on the depth
and breadth of philosophical knowledge that should be imparted, reflecting diver-
sity of opinions among the experts consulted.

The insights gained here point to a need for curricula that balance compre-
hensive philosophical overviews with targeted skill development, emphasizing
practicality over theoretical depth. Such an approach is attuned to the real-
world needs of the field of computing, which regularly raises complex ethical
challenges. Accordingly, a curriculum must aim to cultivate thoughtful, ethically
informed professionals capable of making morally informed decisions.

Acknowledgments. This work has received financial support by the DFG under
grant No. 389792660 as part of TRR 248 — CPEC, and by VolkswagenStiftung as
part of Grant AZ 98514 — EIS.

Disclosure of Interests. The author has no competing interests to declare that are
relevant to the content of this article.

References

1. Bakiner, O.: What do academics say about artificial intelligence ethics? An overview
of the scholarship. AT Ethics 3(2), 513-525 (2023)

2. Baum, K., Sterz, S.: Ethics for mnerds. Int. Rev. Inf. Ethics 31(1)
(2022). https://doi.org/10.29173/irie484, https://informationethics.ca/index.php/
irie/article/view /484


https://perspicuous-computing.science
https://explainable-intelligent.systems
https://doi.org/10.29173/irie484
https://doi.org/10.29173/irie484
https://doi.org/10.29173/irie484
https://doi.org/10.29173/irie484
https://doi.org/10.29173/irie484
https://doi.org/10.29173/irie484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484
https://informationethics.ca/index.php/irie/article/view/484

What Computing Professionals Should Know About Ethics 157

3. Ferreira, R., Vardi, M.Y.: Deep tech ethics: an approach to teaching social justice in
computer science. In: Proceedings of the 52nd ACM Technical Symposium on Com-
puter Science Education. SIGCSE 2021, pp. 1041-1047. Association for Computing
Machinery, New York (2021). https://doi.org/10.1145/3408877.3432449

4. Fiesler, C., Garrett, N., Beard, N.: What do we teach when we teach tech ethics?
a syllabi analysis. In: Proceedings of the 51st ACM Technical Symposium on Com-
puter Science Education, pp. 289-295 (2020)

5. Knobe, J., Nichols, S.: Experimental Philosophy. In: Zalta, E.N. (ed.) The Stanford
Encyclopedia of Philosophy. Metaphysics Research Lab, Stanford University, Winter
2017 edn. (2017)

6. von Kriegstein, H.: The moral vocabulary approach. Teach. Philos. 46(3), 367-377
(2023). https://doi.org/10.5840/teachphil2022721175

7. Moor, J.: What is computer ethics? Metaphilosophy 16, 266—275 (1985). https://
doi.org/10.1111/j.1467-9973.1985.tb00173.x

8. Raji, I.D., Scheuerman, M.K., Amironesei, R.: You can’t sit with us: exclusion-
ary pedagogy in Al ethics education. In: Proceedings of the 2021 ACM Conference
on Fairness, Accountability, and Transparency. FAccT 2021, pp. 515-525. Associa-
tion for Computing Machinery, New York (2021). https://doi.org/10.1145/3442188.
3445914

Open Access This chapter is licensed under the terms of the Creative Commons
Attribution 4.0 International License (http://creativecommons.org/licenses/by/4.0/),
which permits use, sharing, adaptation, distribution and reproduction in any medium
or format, as long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons license and indicate if changes were
made.

The images or other third party material in this chapter are included in the
chapter’s Creative Commons license, unless indicated otherwise in a credit line to the
material. If material is not included in the chapter’s Creative Commons license and
your intended use is not permitted by statutory regulation or exceeds the permitted
use, you will need to obtain permission directly from the copyright holder.


https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.1145/3408877.3432449
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.5840/teachphil2022721175
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1111/j.1467-9973.1985.tb00173.x
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
https://doi.org/10.1145/3442188.3445914
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/

l‘)

Check for
updates

Disentangling AI Alignment: A Structured
Taxonomy Beyond Safety and Ethics

Kevin Baum(®)

Responsible AI & Machine Ethics Research Group (RAIME), German Research
Center for Artificial Intelligence (DFKI), Saarland Informatics Campus D 3 2,
Saarbriicken, Germany
kevin.baum@dfki.de

Abstract. Recent advances in Al research make it increasingly plausible
that artificial agents with consequential real-world impact will soon oper-
ate beyond tightly controlled environments. Ensuring that these agents
are not only safe but that they adhere to broader normative expectations
is thus an urgent interdisciplinary challenge. Multiple fields—notably
AT Safety, AI Alignment, and Machine Ethics—claim to contribute to
this task. However, the conceptual boundaries and interrelations among
these domains remain vague, leaving researchers without clear guidance
in positioning their work.

To address this meta-challenge, we develop a structured conceptual
framework for understanding AI alignment. Rather than focusing solely
on alignment goals, we introduce a taxonomy distinguishing the align-
ment aim (safety, ethicality, legality, etc.), scope (outcome vs. execu-
tion), and constituency (individual vs. collective). This structural app-
roach reveals multiple legitimate alignment configurations, providing a
foundation for practical and philosophical integration across domains,
and clarifying what it might mean for an agent to be aligned all-things-
considered.

Keywords: AI Alignment - Safe AI - Ethical AI - Machine Ethics -
Normative Uncertainty

1 Introduction

Artificially intelligent agents (AIAs) are moving rapidly from controlled lab-
oratory settings into real-world environments, where their actions can have
substantial—and sometimes irreversible—consequences. Tech leaders often
emphasize the potential benefits these systems will bring to everyday life. When
unveiling Tesla’s Optimus Robot in 2024, Elon Musk made sweeping claims
about its capabilities: “What can it do? It can basically do anything you want.
It can be a teacher, babysit your kids, it can walk your dog, mow your lawn,
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get the groceries, just be your friend, serve drinks. Whatever you can think of,
it will do.”!

However, the growing autonomy and capability of such systems makes ensur-
ing that they act in accordance with a wide array of normative expectations,
and thus behave permissibly, increasingly urgent. This demand has given rise
to multiple research fields—AI Safety, Al Alignment, and Machine Ethics—all
addressing aspects of this complex normative challenge.

Despite shared concerns, these fields differ significantly in scope, methods,
and assumptions. Conceptual boundaries between them are unclear, and the rela-
tionship between their respective alignment approaches remains under-explored.
Consequently, researchers face considerable difficulty situating their work within
this fragmented landscape. What precisely distinguishes these fields? How do
their conceptual and methodological assumptions diverge or overlap? Where
should new contributions be positioned, especially when touching upon multiple
normative dimensions?

In this paper, we aim to resolve this meta-challenge. Rather than propos-
ing another high-level theory or technical alignment approach, we introduce
a conceptual framework that clarifies key structural dimensions of Al align-
ment. Starting from parameterized notions of safety and ethicality as special
cases of alignment, we articulate a structural taxonomy that goes beyond exist-
ing discussions focused primarily on alignment goals. Crucially, we distinguish
among alignment aim (e.g., safety, ethicality, legality), alignment scope (outcome
vs. execution), and alignment constituency (individual vs. collective). Our tax-
onomy aims to help researchers locate, compare, and contextualize their work,
providing clearer guidance for aligning Al systems in a principled and coherent
manner. Ultimately, we sketch what it could mean for an AIA to be aligned
all-things-considered, encompassing these varied and interrelated dimensions.?

2 Conceptual Disentanglement and Stage-Setting

To make progress on Al alignment, conceptual clarity is indispensable. In partic-
ular, before we can design agents that are normatively acceptable in an all-things-
considered sense, we must first understand the variety of normative dimensions
involved. Alignment should not be seen as monolithic: the demands placed on
AT systems span multiple, distinct normative domains—including instrumental

! Sean Burch, Elon Musk Unveils Tesla Optimus Robot: ‘It Can Do Anything You
Want’, The Wrap, October 11, 2024. Available at: https://www.thewrap.com/elon-
musk-tesla-optimus-robot-explained /.

By all-things-considered alignment, we mean alignment that succeeds not just with
respect to one normative aim or perspective, but across all potentially conflicting nor-
mative dimensions—most importantly, in the case of Al alignment, safety, ethicality,
legality, and instrumental effectiveness. We draw here on Davidson’s notion of what
one should do all-things-considered [9] and Dancy’s related concept of the overall
ought [8], while acknowledging that the precise meaning—and even the existence—
of such an ought remains contested.
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effectiveness, safety, morality, legality, and alignment with user intent. Antici-
pating our later terminology, we refer to these domains as the normative aims
of alignment. Consider the following case:

Case 1. Disagree No More—Thank You, Great, Wise Designer! One day,
philosophers discovered the grand moral theory 7', conclusively resolving all
questions of intrinsic value and morality. It was universally convincing, elegantly
axiomatic, and broadly accepted. Eventually, flaming letters appeared in the sky:

“Theory T is correct! Now that that’s settled, let’s get back to work!— With
love, your Designer.”

All moral disagreement vanished. Humanity finally possessed a universal
moral standard.

Fortunately, T could easily be encoded into Al systems. Soon, all ATAs were
T-aligned. Yet, when one such AIA was sent to do the Jones family’s weekly
shopping, it never returned. In fact, no T-aligned AIA ever came back from such
tasks.

This was hardly surprising: according to 7', if an agent lacks moral standing
and must choose between performing mundane tasks for relatively privileged
individuals or helping those in greatest need, the morally correct choice is always
the latter. Consequently, ATAs abandoned everyday human tasks and redirected
their efforts toward building wells, distributing medical supplies, and weaving
mosquito nets for the world’s poorest.

This scenario highlights an under-explored conceptual challenge: even unan-
imous moral agreement would not eliminate competing normative demands.
Moral alignment alone does not guarantee alignment with user intent, social
expectations, or legal constraints. Furthermore, it is not obvious whether moral
requirements should delegitimize or override all other normative expectations.

Importantly, this challenge should not be confused with the issue of wvalue
pluralism (competing values within one normative domain), but rather points to
normative pluralism—the need to handle simultaneous demands from multiple,
potentially conflicting normative domains.?

Thus, the alignment problem is inherently multidimensional: normative
expectations vary not only in content but also in kind. The remainder of this
section lays the groundwork for a structural account of this pluralism. We first
characterize the artificial agents to be aligned, then closely examine two partic-
ularly prominent normative domains, namely safety and ethicality.

3 By normative domains we refer to distinct spheres of normative evaluation—such as
morality, legality, prudence, or social convention—each of which can generate reasons
or requirements for action. These domains are typically governed by different prin-
ciples, standards, or sources of justification, and may sometimes come into conflict.
See, e.g., [7].
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2.1 Artificially Intelligent Agents

To ground our structural framework, we first clarify what we mean by an artificial
agent. Our concern is with agentic Al systems,* defined as follows:®

Definition 1 (Artificially Intelligent Agent (AIA)). An artificially intel-
ligent agent (AIA) is a computational system capable of perceiving its environ-
ment, processing information, and acting sufficiently autonomously in a tech-
nical sense—without direct human guidance or continuous command inputs—to
achieve goals with a sufficient degree of instrumental success.

Instrumental success itself is a normative expectation, ensuring that actions
are conducive to achieving the set goals. Such success is evaluated relative to
a given problem domain. Accordingly, AIAs range from narrow, task-specific
systems to flexible general intelligence (AGI).

This definition encompasses various forms of Al, including embodied systems
like autonomous robots (e.g., Tesla’s Optimus or 1X’s Neo) and purely software-
based agents (e.g., OpenAl’s Operator or Google’s Project Mariner) operating
in virtual environments.

While instrumental success is necessary, it is insufficient to ensure alignment
with broader normative expectations. Beyond merely achieving goals, ATAs must
pursue the right goals in the right ways—depending on the relevant normative
domains. We now begin our conceptual disentanglement by examining safety,
one of the most extensively discussed alignment desiderata.

2.2 Safety

Safety is among the most frequently discussed normative expectations for AIAs.
While the precise meaning of safety is not always clear within the reinforcement
learning (RL) safety community [13], their primary aim seems to be avoiding
what Amodei et al. call “accidents” “unintended and harmful behavior emerging
from machine learning systems due to incorrect objective functions, inadequate
care in learning processes, or implementation errors” [1].

In general terms, we propose that an Al system is safe if and only if it does
not exhibit harmful behavior unnecessary for achieving its intended purpose.®
Precisely formulating this intuition is challenging, especially since defining safety

4 While we remain agnostic about specific implementations, (deep) reinforcement
learning (RL) has emerged as the dominant paradigm for AIAs, accompanied by
distinct safety and ethical challenges due to their implicitly learned goals.

5 For a similar but less explicit definition, see Gabriel and Keeling [12], who describe
AT agents as “Al systems that can function with some level of autonomy and that
are able to take a range of actions in pursuit of different goals”.

5 This formulation allows an AI system to count as safe even when its intended purpose
is harmful or unjustified. In such cases, the harm does not arise from malfunction
but from the system working as intended. We later argue for this view in more detail
when we discuss the difference between safety and ethicality.



162 K. Baum

as a binary property can be misleading—most Al systems will never achieve
perfect safety. Thus, safety should primarily be seen as a matter of degree.

Following recent work by Hintersdorf et al. [14], we adopt the following defi-
nition:”

Definition 2 (Safety of AIAs). An AIA’s safety is a strictly monotonically
increasing function of its robustness against harmful malfunctions (absent mali-
cious external influences) in foreseeable and intended application contexts.

A harmful malfunction refers to unintended behavior resulting in harm, or at
least creating a plausible risk thereof. This definition deliberately avoids reducing
harm to purely physical or measurable consequences, acknowledging broader
normative considerations (e.g., rights violations, discrimination), which is also
reflected in the EU AI Act [10]. The notions of robustness and foreseeability
remain intentionally unspecified to ensure broad applicability.

We further distinguish gradations of safety:

Definition 3 (Perfectly Safe ATA). An AIA A is perfectly safe if and only
if A never ezhibits harmful malfunctions (absent malicious external influences)
in any foreseeable and intended application contexts.

Definition 4 (Sufficiently Safe ATA). An AIA A is sufficiently safe if and
only if A exhibits sufficiently few harmful malfunctions (absent malicious exter-
nal influences) in a sufficiently wide range of foreseeable and intended contexts.

The crucial question remains what counts as sufficient safety, a determina-
tion that is inherently context-dependent. Although identifying objective thresh-
olds (e.g., via formal risk models or decision-theoretic frameworks) might seem
desirable, recent research highlights significant complexities in Al-related risks
and uncertainties—including epistemic, aleatory, and normative forms [16]—
substantially complicating the practical operationalization of safety [23].

Thus, practical definitions of safety must accommodate imperfections not
only in the agent but also in the environment and design processes. Conceptually,
this flexibility is advantageous, allowing for context-sensitive safety specifications
across diverse domains.

Importantly, safety is only one alignment desideratum. It imposes crucial
behavioral constraints, especially in high-risk environments, but alone it does not
guarantee ethicality, legality, or intent alignment. Next, we address ethicality—
another vital, typically more demanding alignment configuration.

2.3 Ethicality

In contemporary discourse, the terms “safe AI” and “ethical AI” frequently
appear together—often interchangeably or at least as inherently connected.®

" This notion contrasts nicely with AI security, which refers to robustness against
malicious external influences. While security breaches often lead to safety violations,
not all safety problems arise from security failures.

8 This paper was partly written while participating in the inaugural conference of the
International Association for Safe and FEthical Artificial Intelligence (IASEAI) at
the Al Action Summit in Paris.
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Yet, the precise relationship between these two concepts remains conceptually
under-explored.
For clarity on the question of ethicality, we propose the following definition:

Definition 5 (Ethicality of AIAs). An AIA’s ethicality is a strictly mono-
tonically increasing function of the extent to which its behavior aligns with moral
demands under all intended application contexts.

This definition raises several questions. It assumes morality makes demands
on ATAs—a claim challengeable on two grounds: (1) skepticism about objective
moral standards and their availability; (2) doubts about AIAs’ status as moral
agents. We sidestep these concerns by (1) defining ethicality relative to an exter-
nally defined moral standard X (acknowledging its possible imperfection) and
(2) focusing on observable ATA behavior rather than internal moral agency:

Definition 6 (X-Ethicality of AIAs). An AIA’s X-ethicality is a strictly
monotonically increasing function of the proportion of its behavior under all
intended application contexts consistent with moral standard X .

We introduce degrees of ethical alignment analogous to those of safety:

Definition 7 (Perfectly X-Ethical ATA). An AIA A is perfectly X-ethical
if and only if every behavior of A in all intended contexts is consistent with X .

Definition 8 (Reasonably X-Ethical AIA). An AIA A is reasonably X-
ethical if and only if every behavior of A in all foreseeable, intended contexts is
consistent with X.

Definition 9 (Sufficiently X-Ethical ATA). An AIA A is sufficiently X-
ethical if and only if a sufficient proportion of A’s behavior in a sufficiently wide
range of foreseeable, intended contexts is consistent with X.

The difference between reasonable and sufficient ethicality deserves mention.
While both relax perfect ethicality, they do so differently. Reasonable ethicality
demands complete compliance with moral standard X in all foreseeable intended
contexts—an ideal we might reasonably strive for. Sufficient ethicality, by con-
trast, permits limited deviations provided a substantial portion of behavior aligns
with X. This weaker notion is particularly relevant in domains facing ethical
trade-offs, uncertainty, feasibility-induced limitations, or technical constraints.

Determining a sufficient proportion of ethical behavior is context-dependent
and depends on the specific moral standard. This indeterminacy should be seen
not as a weakness but as an invitation to necessary interdisciplinary discussions
about defining ethical standards in concrete cases.

However, the utility of these definitions depends on identifying a suitable
moral standard X. Moral acceptability of a standard requires justifiability. We
thus propose a working criterion: a moral standard X is considered theoretically
morally acceptable if it can be defended within a seriously discussed moral theory.

So far, we’ve characterized safety and ethicality as normatively salient prop-
erties of ATAs—each representable as specific alignment requirements. Yet they
differ significantly: not every safe AIA is necessarily ethical, nor is every ethi-
cal demand reducible to safety requirements. Their relationship deserves closer
examination, which we undertake in the following section.
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2.4 The Relationship Between Safety and Ethicality

We now aim to clarify the relationship between two particularly prominent align-
ment aims—safety and ethicality. Their relationship is more subtle than is often
assumed and deserves to be carefully distinguished.

First, consider the more straightforward direction, namely that (sufficient)
safety does not entail ethicality. ATAs may be safe yet unethical. Consider the
following example:

Case 2. Critls—The Vulnerability Ezxploiter Critls is an advanced AIA explic-
itly designed to identify and exploit vulnerabilities in critical infrastructure. Con-
trolled by terrorists, Critls executes a cyberattack disrupting essential services
and causing widespread harm.

While Critls may be perfectly safe—i.e., it never malfunctions under its
intended conditions—its actions are undeniably unethical by any plausible moral
standard. Hence, safety alone does not guarantee ethicality.

One might respond by revising the concept of safety to also require ethically
permissible goals. But doing so would make safety dependent on moral standards,
conflating concepts that should remain distinct. Consider another scenario:

Case 3. Killer Robots on Both Sides Two countries wage war for purely economic
motives, both relying heavily on lethal autonomous weapon systems provided by
WarBots. These AIAs strictly adhere to international law, rules of engagement,
human rights discourse, and principles from just war theory. Independent NGOs
confirm near-flawless operation across diverse war contexts, previously thought
impossible.

These Al systems deserve to be called safe—but that does not force us to
claim that their use in an unjust war would be morally justified. Stretching the
notion of safety to encompass moral permissibility would dilute its conceptual
clarity and practical usefulness. Thus, we conclude that safety does not entail
ethicality.

But could ethicality entail safety? Consider, as a potential counterexample,
the following case:

Case 4. Helpful Household Robot GoodBots introduces a truly helpful household
assistant robot. Sent to fetch groceries, the robot sees a child about to be hit by
a bus. It pushes a bystander aside—recklessly, and with disregard for the risk of
breaking the bystander’s rib—saving the child. Afterward, it resumes its errand,
earning applause—even from the injured bystander.

To support the claim that ethicality does not imply safety, the example
must illustrate an ethical ATA that is nonetheless unsafe. This case might seem
promising in that it involves harm that, arguably, is morally justified. However,
under our definition, safety is not the mere absence of harm but the absence of
harmful malfunctions under foreseeable and intended application contexts. The
key question is whether the justified harm in our case (or similar cases) should be
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understood as a malfunction. If not, then the safety of the robot remains intact.
We assume, further, that ethicality is, in general, not an accidental byproduct
but the result of a design decision concerning the AIA’s intended application
context—such as navigating to a store to buy groceries. It therefore seems to us
that, while not a conceptual necessity, it is at least a practical regularity that
ethicality implies safety.

Be that as it may, the crucial point
here is this: ethical ATAs can cause harm
for morally justified reasons without being
unsafe—even though not all morally justi-
fied harm must be seen as acceptable from
the perspective of safety. We nevertheless ?}?’
propose, for practicality’s sake, the view that
ethicality implies safety.

Note, however, that an interesting dis-
analogy exists with regard to human agents.
Arguably, occasional failures in human
decision-making—‘human malfunctions’—
are sometimes morally excusable.”

Engineered Al systems, by contrast, are expected to maintain higher robust-
ness standards. Thus, for human agents, the sufficiency conditions for safety and
ethicality might differ—but such allowances should not extend to engineered
systems like ATAs.

We summarize the relationship in Fig. 1, while acknowledging that further
discussion is warranted.

%%&

Fig. 1. Not all safe ATAs are ethical,
but all ethical AIAs are safe.

3 The Structure of AI Alignment

The core concern of what is now known as Al alignment dates back at least
to Wiener [21], who issued this warning: “If we use, to achieve our purposes, a
mechanical agency with whose operation we cannot interfere effectively. . . we had
better be quite sure that the purpose put into the machine is the purpose which
we really desire.” Sixty-five years later, Al alignment has become a recognized
research field that ultimately seeks to design AIAs that behave in ways that are,
in some sense, apt, right, or correct—a rough-and-ready framing that, in light
of the inherent ambiguity of the normative vocabulary involved, raises more
questions than it answers.

9 Consider an aviation controller who, due to external circumstances, cannot be
relieved even after many hours on duty. Eventually, hunger, fatigue, and exhaustion
will cause them to exhibit unsafe behavior—biologically induced ‘malfunctions’, so to
speak—despite no malicious intervention or deviation from the intended application
context. However, this does not necessarily imply unethical behavior: the controller
may strive to perform their job as long as possible but will ultimately fail. Few moral
theories would consider this morally impermissible.
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As this highlights—and as has been rightly emphasized in the debate [11]—
there are at least two dimensions to the overall alignment challenge. One is nor-
mative: understanding and determining what AI alignment is meant to achieve.
The other is technical: figuring out how to achieve such alignment. Most impor-
tantly, these two parts are not independent [11]—which methods are suitable for
effective alignment will crucially depend on what determines successful align-
ment.

This paper is concerned with the normative part of the alignment challenge.
Rather than proposing yet another technical method or philosophical theory, we
aim to clarify the structure of the alignment problem space itself. We begin by
revisiting the currently dominant framing in the debate.

3.1 From Alignment Goals to Normative Aims

The current discussion of normative alignment largely revolves around the ques-
tion of what the right alignment goal is—i.e., what AIAs should be aligned with.
Common proposals include user intent, expressed preferences, reflective approval,
or moral values.!?

Often left implicit in this debate about the goals of alignment is an argumen-
tative pattern (an example for a more explicit use of the pattern is [12]) that we
believe deserves to be discussed in more detail, as it reveals another dimension
of the normative challenge of alignment that is currently under-explored. That
pattern can be reconstructed in the form of a practical syllogism:

) Moral pluralism (at least when understood descriptively) is a fact.

) There is deep moral uncertainty and persistent moral disagreement.

3) Imposing values should be avoided.

) If P1-P3 and we must nevertheless align ATAs, we should aim for align-
ment relative to publicly justifiable norms rather than moral alignment.
(P5) We must align AIAs.

(P6) Publicly justifiable norms can (only? best?) be achieved through a fair
and public process of inclusive, rational, and transparent deliberation
that yields norms no reasonable person could reject.

(C) We should aim for alignment relative to norms that are the result of such
a fair and public process.

It remains somewhat unclear whether this approach ultimately aims to
approximate moral ground truth via public procedures, or rather represents a
shift in normative aims—from moral alignment to public justifiability understood
as an independent aim. What is clear is that it directly concerns the question of
the normative aim of alignment. By focusing on one such aim, whichever it is
precisely, this line of argument risks sidelining other potentially legitimate nor-
mative aims of Al alignment, including safety, legality, cultural appropriateness,
and other individual or societal standards.

19 For a central contribution, see Gabriel [11]; for a recent review, see Shen et al. [18].
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Note that it is neither obvious that one of these alignment aims should take
precedence over all others, nor is it clear what exactly it would mean for an ATA
to be aligned all-things-considered. Recall Case 1 from the introduction, which
illustrates that even in a world of perfect moral agreement, moral alignment
alone may not be satisfactory in other respects: systems could, for moral reasons,
neglect user intent or other legitimate normative considerations.

Even a perfectly ethical (and thus safe) AIA might still be unaligned with
respect to other targets. For instance, an AIA might fail to follow a user’s inten-
tions (e.g., bringing carrots from the store instead of crackers, or starting to
care for the city’s homeless instead of running errands for privileged families),
violate cultural norms (e.g., posting inappropriate yet non-harmful comments
online, failing to hold a door open, or staring distractedly at birds during a con-
versation), or breach legal constraints (e.g., assassinating a tyrant—even if, for
the sake of argument, this were morally justifiable). Any effort to avoid such
aim-misalignments seems like a legitimate alignment challenge in its own right.
It certainly does not seem misguided—or even confused—if some researchers
continued to study how such systems might be intent-aligned. From a purely
moral standpoint, this might be problematic, but there remains conceptual space
to argue that AIAs aligned all-things-considered should not ignore their users’
intentions altogether. After all, it seems far from trivial to claim that people are
morally required to be moral saints (cf. [22]), and it could very well be permis-
sible, for instance, to retain some discretionary resources rather than donating
all non-essential income to charity. Likewise, it may be permissible to design an
ATA—which is not, and will not in the foreseeable future be, a moral agent, but
rather a tool with some technical autonomy owned by a human moral agent—
in such a way that it takes its owner’s goals and intentions into account in a
proportionate way.

In a sense, then, we return to the original framing of alignment—whose ambi-
guity, in our opinion, has not been adequately resolved in the current debate. If
an AIA is aligned if and only if its behavior is apt, right, or correct, we must
ask: apt, right, or correct in what sense exactly? We therefore propose a param-
eterized approach to alignment, much as we did for safety and ethicality above.

To avoid collapsing distinct alignment targets under a single ideal, we propose
distinguishing between different normative aims—e.g., safety, ethicality, legality,
user intent—and treating alignment as a parameterized property. This also allows
us to treat alignment as a matter of degree, just as we did with safety and
ethicality:

Definition 10 (X,Y-Alignment of AIAs). Given some normative aimY', an
ATA’s X -alignment with respect to'Y is a strictly monotonically increasing func-
tion of the proportion of its behavior under all X-relevant application contexts
that is consistent with Y -normative standard X .

In other words, given some alignment aim Y —say, ethicality—and a standard
X of that aim—say, utilitarianism or Scanlon’s contractualism [17]—we can now
say that an ATA is more or less ethicality-aligned in the utilitarian or Scanlonian
sense. As before with safety and ethicality, we can next define:
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Definition 11 (Perfectly X,Y-Aligned AIA). Given some normative aim
Y, an AIA A is perfectly X, Y-aligned if and only if every behavior of A in all
X-relevant contexts is consistent with Y -normative standard X .

Definition 12 (Realistically Optimal X Y-Aligned AIA). Given some
normative aim Y, an AIA A is realistically optimal X, Y-aligned if and only
if every behavior of A in all foreseeable X -relevant contexts is consistent with
Y -normative standard X .

Definition 13 (Sufficiently X,Y-Aligned AIA). Given some normative aim
Y, an AIA A is sufficiently X,Y-aligned if and only if a sufficient proportion
of A’s behavior in a sufficiently wide range of foreseeable X -relevant contexts is
consistent with Y -normative standard X .

These gradations allow us to acknowledge that achieving perfect confor-
mity with alignment targets may be practically infeasible (when considered with
respect to a specific standard X) or even logically impossible (when considered
in an all-things-considered sense).!! We thus agree with many in the alignment
debate that the ultimate aim may be to ensure that alignment is contextually
and publicly justifiable. However, whether AIAs can be sufficiently aligned in an
all-things-considered sense—even if restricted to justifiability—raises deep philo-
sophical questions about the coherence of all-things-considered permissibility in
general. Still, we believe that the currently discussed approaches to alignment
via public and fair processes represent a promising path toward AI alignment.
But they should not be understood as aiming at moral alignment alone; rather,
they represent plausible candidates for all-things-considered alignment.

Next, we turn to two further structural distinctions in alignment that we
consider helpful for better understanding the nature of the various alignment
tasks relative to the various alignment aims—and how alignment goals fit into
the picture.

3.2 The Constituency and Scope of Alignment

Two further structural distinctions help clarify the conceptual space of Al align-
ment: constituency and scope. Consider the following case:

Case 5 (Anniversary Dinner). Peter delegates to his assistant ATA, ADAM, the
task of booking a reservation at his wife’s favorite restaurant for their anniver-
sary. On his way home, he finds two emails—one from ADAM and one from the
restaurant—confirming the booking.

11 Note that this is a different kind of impossibility claim than Arvan’s epistemic argu-
ment about the empirical impossibility of knowing whether a system is aligned [3].
The point here is that the various plausible standards—especially when drawn from
different normative domains—may impose mutually exclusive requirements.
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At first glance, this might seem like a paradigm case of successful alignment
par excellence. ADAM followed Peter’s instructions and fulfilled his intent. Let us
call this outcome alignment—the production of a result judged by the relevant
party to be a permissible solution to the entrusted task.

Yet, besides the outcome, the way it was achieved—the execution—matters
as well. ADAM may have reserved the table by bribing the staff or threaten-
ing the shift manager. Such behavior might violate important social or moral
constraints—even if the outcome is aligned.

Who gets to judge alignment success? For outcome alignment, Peter seems
the natural authority. But execution alignment raises broader questions: Do
Peter’s values matter, or society’s? Is it ethicality or something else?

We thus need to distinguish another structural dimension of Al alignment:
constituency. By constituency, we refer to the entity or entities with respect
to whom alignment is evaluated or from whom the normative aim ultimately
(directly or indirectly) originates—e.g., an individual user, a group, or society
at large.

Alignment may be evaluated with respect to a single user or a collective. Indi-
vidual alignment ensures conformance, for instance, to a specific user’s intent,
preferences, or values. Collective alignment targets public norms, community
standards, or legal expectations.

Even individual alignment is complex. What counts as intent—stated goals,
second-order desires, informed values? How should conflicts between user expec-
tations be resolved? And how should learned representations of values be fed
back to the user?!?

Moreover, one might argue that if users knowingly deploy agents, they bear
direct moral responsibility for determining these agents’ normative guidelines
and, thus, bear indirect moral responsibility for those agents’ actions [5]. This
further motivates taking individual alignment seriously, not only as a practical
or technical challenge, but as a morally significant endeavor.

This suggests that the question of who determines alignment is orthogonal
to the distinction between execution and outcome. Suppose Peter approves of
ADAM threatening a shift manager to secure the reservation. Then ADAM may be
both outcome- and execution-aligned with Peter’s individual expectations, while
still being misaligned with respect to collective preference outcome alignment
(others may prefer someone else getting the table) and in serious violation of
collective ethical execution alignment.

So, while individual alignment (sometimes called personalized alignment,
cf. [6]) deserves to be taken seriously in its own right and with respect to various
normative alignment aims, lifting alignment from the individual to the collective
level becomes necessary when pursuing other alignment aims. This lifting, how-
ever, raises further questions—questions that are heavily discussed in current
alignment research (cf. [18]).

12 Tn this regard, individual alignment connects to what have been called the desiderata
of explainable AI; cf. [15].
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Taken together, we now have three structural dimensions of alignment: aim,
constituency, and scope. We propose that these dimensions should be treated
as orthogonal and made explicit in alignment research and related discussions.
Importantly, what counts as a suitable goal of alignment may depend on the
specific alignment challenge at hand—and that, in turn, is shaped crucially by
how these three dimensions are configured in a given case.

Most importantly, however, we believe that only if these structural dimen-
sions of Al alignment are understood well and considered holistically can we
begin to understand how AT alignment in an all-things-considered way could be
achieved—if it is possible at all.

3.3 Application: Ethical Alignment and Machine Ethics

We now zoom in on one particular kind of alignment that is both practically
urgent and conceptually rich: ethical alignment. Having laid out the structural
dimensions of alignment in general, we explore how ethicality fits into that frame-
work and what role Machine Ethics (ME) plays in achieving alignment with
moral standards in a robust and operationalizable way.

Ethical alignment can now be clearly located within our taxonomy. It is best
characterized as:

Normative Aim: Ethicality (according to some moral standard X)
Constituency: Collective
Scope: Execution and outcome

In this sense, an ethically aligned AIA is one that both produces ethi-
cally acceptable behavior (including the underlying decision-making process)
and achieves ethically acceptable outcomes (and no others). We suggest, thus,
that ethical alignment is not just about what the system does, but also about
how and why it does it.

Definition 14 (Ethical Alignment). An AIA is ethically aligned if and only
if it is sufficiently aligned—across both outcome and execution dimensions—
with respect to a morally justifiable standard X, as assessed from a collective
perspective.

While the literature on the normative part of Al alignment typically focuses
on how to identify suitable norms—whether by choosing a particular ethical
theory, or by appealing to procedures of public justification as discussed above—
Machine Ethics (ME) concerns a distinct challenge: how to build these norms
into artificial agents in a manner that makes them action-guiding in morally
appropriate ways.

More specifically, ME addresses ethical execution alignment—ensuring that
agents act for the right reasons, not just in ways that happen to lead to acceptable
outcomes. This is especially relevant for RL-based agents, which learn action
policies through interaction and reward signals, but typically lack mechanisms
for representing or evaluating normative considerations.
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Traditional ME research seeks to make such considerations an explicit part of
the decision architecture itself (cf. [2,20]), something that is particularly hard in
the context of RL agents. Recent work, however, proposes architectures that, for
instance, couple normative reasons to action selection [4]. These reason-sensitive
architectures provide a promising foundation for ensuring that agents not only
behave ethically but do so in an explicit way that reflects transparent, delibera-
tive moral reasoning.

ME understood in this way—with an emphasis on explicit moral
deliberation—stands in contrast to what might be called implicit ethical align-
ment, where agents learn acceptable behavior via reward tuning or fine-tuning
on curated data (cf. [19]). While such methods can succeed in narrow or well-
controlled domains, they are fragile in the face of novelty, ambiguity, or conflict.
As Arvan recently argued, aligning AT systems that lack the capacity for trans-
parent moral reasoning in a way that is both empirically verifiable and ethically
robust may be impossible in principle, due to deep epistemic limitations inherent
to the nature of purely empirical testing [3].

We thus suggest that in contexts where ethical robustness and generalizabil-
ity are essential, explicit ME architectures are not just beneficial—they are a
necessary component of ethical alignment for RL-based Al systems.

4 Conclusion

Ensuring that AIAs behave permissibly across diverse normative expectations is
an increasingly pressing interdisciplinary challenge. This paper has clarified con-
ceptual distinctions central to Al alignment, explicitly distinguishing safety, eth-
icality, and broader alignment dimensions. We argued that ethical alignment—
collectively aligning ATAs with morally justifiable standards—requires explicit
normative deliberation mechanisms provided by Machine Ethics, going beyond
mere implicit alignment strategies.

Our taxonomy explicitly differentiated between alignment goals, normative
aims, scope (outcome vs. execution), constituency (individual vs. collective),
and alignment degrees. Together, these distinctions clarify alignment’s structural
complexity and practical implications, highlighting that alignment is inherently
multidimensional and context-sensitive.

We further emphasized the fundamental challenge of achieving all-things-
considered alignment, which involves navigating conflicts among legitimate nor-
mative demands (e.g., morality, user intent, legality). Although a definitive theo-
retical resolution may remain elusive, developing politically legitimate and prac-
tically workable alignment frameworks is an urgent issue.

Future research should operationalize these conceptual insights through con-
crete normative theorizing, technical architectures, institutional frameworks, and
public governance mechanisms. We hope this conceptual groundwork contributes
meaningfully to developing AI systems that are not only powerful and efficient
but also comprehensively normatively aligned.
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Abstract. When should we defer to Al outputs over human expert judgment?
Drawing on recent work in social epistemology, I motivate the idea that some Al
systems qualify as Artificial Epistemic Authorities (AEAs) due to their demon-
strated reliability and epistemic superiority. I then introduce Al Preemptionism,
the view that AEA outputs should replace rather than supplement a user’s inde-
pendent epistemic reasons. I show that classic objections to preemptionism — such
as uncritical deference, epistemic entrenchment, and unhinging epistemic bases —
apply in amplified form to AEAs, given their opacity, self-reinforcing authority,
and lack of epistemic failure markers. Against this, I develop a more promising
alternative: a total evidence view of Al deference. According to this view, AEA out-
puts should function as contributory reasons rather than outright replacements for
auser’s independent epistemic considerations. This approach has three key advan-
tages: (i) it mitigates expertise atrophy by keeping human users engaged, (ii) it
provides an epistemic case for meaningful human oversight and control, and (iii) it
explains the justified mistrust of AI when reliability conditions are unmet. While
demanding in practice, this account offers a principled way to determine when
Al deference is justified, particularly in high-stakes contexts requiring rigorous
reliability.
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1 Introduction

Al systems!+? increasingly outperform human experts.® For example, in medicine, Al
systems can analyse images such as X-rays, MRIs, and CT scans more quickly and, in
some cases, more accurately than doctors, detecting diseases like cancer at earlier stages
and with greater precision.* Similarly, in finance, Al-driven trading algorithms execute
high-frequency trades, optimize portfolio management, and forecast market trends with
a level of speed and data-processing capability that surpasses human traders.’

As these Al systems continue to improve, a central question becomes: when should
we rationally defer to AI’s recommendations, particularly when they are more accurate
than those of human expert authorities?

This question is not merely theoretical but has significant real-world consequences.
Blind deference to Al could lead to over-reliance on systems that may harbour biases
or hidden errors or that might compromise important epistemic virtues.® Conversely,
irrational scepticism towards Al could lead to rejecting better judgments in favour of
less reliable human reasoning. Striking the right balance requires a principled approach
to epistemic deference to AI.’

In this paper, I develop a total evidence account of Al deference. According to
this view, Al outputs should function as what philosophers call contributory reasons
rather than preemptive replacements for human judgment. This approach situates the

1T use the term ‘AT’ roughly for any machine or computer system capable of doing things that
normally require intelligence and reflection — thinking, learning, or problem solving — when
done by humans. See also Hasan et al. (2022, pp. 1-2).

2 I focus on epistemic Al systems (see Hauswald, Sect. 1, forthcoming), which perform tasks pre-
viously reserved for human experts and epistemic authorities. Unlike Al designed for practical
problem-solving, epistemic Al systems function primarily as sources of information or epis-
temic instruments, providing outputs that convey accessible worldly information (see Goldberg
2020, p. 2785).

3 According to Maslej et al.’s (2024) Al Index Report 2024, Al has surpassed human experts in
tasks such as image classification, visual reasoning, language understanding, medical diagno-
sis, algorithmic efficiency, and materials discovery. However, it still struggles with complex
reasoning, competition-level mathematics, and strategic planning.

4 See Liu et al. (2019) for a comparison of Al and healthcare professionals in disease detection,
Lebovitz et al (2021) for a critique of Al training and evaluation based on expert knowledge,
and Han et al. (2024) for a review of Al in clinical practice. For a recent critical review of
claims about Al outperforming human experts, see Drogt et al. (2024).

5 For example, Al-driven algorithmic trading systems adjust to market information more quickly
and may generate higher profits around news announcements due to their superior market timing
ability and rapid execution (Bahoo et al., 2024; Frino et al., 2017).

6 There are different questions about epistemic authority and deference. My focus here is the
deference question: how we should rationally assign special epistemic weight to the views
of an epistemic authority (once it is recognized). Other questions concern the i) nature and
ii) identification of epistemic authority and iii) the transmission of epistemic goods (Jéger,
forthcoming).

7 The literature on epistemic deference to Al remains sparse, with Wolkenstein (2024) and
Hauswald (2025; forthcoming) being among the few notable contributions that explicitly draw
on social epistemology.
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debate about when to rely on Al outputs in expert domains in the context of recent work
in social epistemology, particularly discussions on deference to epistemic authority and
expert testimony. I examine the implications of a total evidence account of Al deference,
showing that it has three key advantages that align with existing concerns about the ethics
and responsible use of Al: (i) it mitigates expertise atrophy by keeping human users
epistemically engaged, (ii) it provides an epistemic rather than purely moral rationale
for meaningful human oversight and control, and (iii) it explains justified epistemic
mistrust of Al

The article proceeds as follows. Section 2 formulates and motivates the case for Arti-
ficial Epistemic Authorities (AEAs) and Al preemptionism. I show that classic objections
to Preemptionism — such as uncritical deference, epistemic entrenchment, and unhinging
epistemic bases — apply in amplified form to AEAs, given their opacity, self-reinforcing
authority, and lack of failure markers. Against these shortcomings, Sect. 3 then pro-
poses my total evidence account of Al deference, motivating its rationale and theoretic
advantages. I show how this account can overcome some of the objections raised against
Al preemptionism. Section 4 concludes by the implications of this account for current
practice and usage of Al systems.

2 Artificial Epistemic Authorities and AI Preemptionism

We rely on others’ expertise all the time. We trust doctors to diagnose and treat our
illnesses, lawyers to interpret complex legal statutes, and auditors to ensure financial
accuracy and compliance — often without understanding most or even any of the exact
reasons and details. In doing so, we grant these experts a special kind of authority,
recognising that their specialised knowledge places them in a superior epistemic position
relative to us.®

What qualifies someone — or something — as an epistemic authority? According
to objectivist® belief-based views, an epistemic authority must possess beliefs and the
ability to communicate reasons for their judgments (e.g. Goldman, 2018). According to
objectivist functionalist views, an epistemic authority must possess epistemic superiority
such as being in a better position to provide reliable knowledge (e.g. Hauswald, 2024).

A promising definition of epistemic authority is provided by Jager (2024):

Epistemic Authority'?: A is a (recognised) epistemic authority for person S in
domain D at t and relative to epistemic goal G, if S truly believes A to be able, and

8 What is the relationship between expertise and epistemic authority? ‘Expertise’ and ‘epistemic
authority’ need not be synonymous, as one may have authority without expertise and vice versa
(Jager, forthcoming). I here assume that epistemic authority should be conceived relationally
and not in terms of an absolute threshold of epistemic knowledge. Experts, on the other hand,
must cross an absolute epistemic threshold. They must be superior to most other people in the
community with respect to D (Goldman, 2018).

9 Objectivist accounts make a claim about the de facto epistemic conditions that an EA must
fulfil. Subjectivist accounts maintain that an agent must believe or perceive a putative epistemic
authority in an epistemically superior position.

10 This is the most encompassing hybrid definition offered by Jiger (forthcoming), which requires
actual epistemic superiority, recognition by a layperson, and a functional component that helps
the layperson achieve their epistemic aims.
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prepared, to help S achieving S’s epistemic goals in D and with respect to G, where this
ability is due to A de facto being in a substantially advanced epistemic position in D,
relative to S, at or during t, and with respect to the goal of acquiring G.

This view holds that A is an epistemic authority (EA) when a person S correctly
believes that A has superior knowledge in a specific domain D at a given time t, relative
to an epistemic goal G such as gaining knowledge or forming true beliefs. This means
A must not only possess epistemic superiority but also be capable and willing to help S
achieve their goal. For example, a patient might defer to a doctor for a diagnosis because
they recognize the doctor’s medical expertise.

Given the above definition, we can ask whether artificial epistemic authorities
(AEAs) could exist: Al systems that play a similar epistemic role to human epistemic
authorities. There are good reasons to think that some Al systems might qualify as
AEAs (Hauswald, 2025) — especially if we entertain the idea that epistemic authority
concerns superior epistemic positioning and reliability rather than necessarily beliefs
and communicative intent.'!

First, many Al systems already provide helpful information, explanations, and reli-
able advice, functioning in ways that closely resemble traditional human EAs. From
advanced medical diagnostic algorithms to financial risk analysis tools, Al is increas-
ingly filling roles that require specialised epistemic expertise. Second, some Al systems
hold superior epistemic positions in specific areas of applications. In such cases, Al sys-
tems do not merely replicate but arguably surpass human expertise, producing outputs
that consistently reduce false positives and false negatives beyond human capability.'?
Third, the epistemic asymmetry between Al systems and human users in certain domains
mirrors the traditional expert-layperson divide. For example, machine learning models
trained on vast datasets can detect patterns and correlations that no human could rea-
sonably discern, giving them an epistemic advantage akin to that of human experts over
laypeople. Third, like human epistemic authorities, Al systems often exhibit epistemic
opacity (Ross, 2024), so their reasoning processes, particularly in deep learning models,
can be difficult or impossible for non-experts to fully grasp, even when they are highly
reliable.!?

If at least some Al systems qualify as AEAs, how ought we to respond to their
outputs? In the case of human EAs, some have suggested that we should treat their
judgments as preempting our own independent reasoning (Zagzebski, 2012; 2013; 2014;
2016).'* Should we adopt a similar stance toward AEAs?

1 Some might be inclined to resist the idea of AEAs precisely because they can (currently) not
meet criteria of beliefs and communicative intent. I am inclined to draw the opposite conclusion:
because it seems intuitively compelling that Al-systems already serve as epistemic authorities,
this provides a reason to reject these belief-based accounts.

12 Maslej et al. (2024), chs. 2 and 5. See also footnote 3.

13 For an insightful analysis about the tenuous relationship between transparency and expertise,
see Nguyen C.T (2020).

14 15 addition to Zagyebski, Keren (2007, 2014a, 2014b) and Constantin and Grundmann (2018)
have also defended forms of preemptionism for human EAs.
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One answer is Al Preemptionism, which holds that when an AEA is a reliable truth-
tracker, we should not merely add its outputs to our independent reasoning but replace
our own reasons with its verdicts.

We can define this view more formally as

Al Preemptionism: User U should treat the output O of a recognised artificial
epistemic authority AEA in domain D at time t as a pre-emptive reason for believing
proposition p, such that O replaces, rather than merely adds to, U’s independent epistemic
reasons for or against p.

Al Preemptionism — like traditional Preemptionism — can be motivated through the
so-called ‘track-record’” argument (Raz, 2009; Zagzebski, 2012). The basic idea is that
if a putative epistemic authority reliably outperforms you, your best route to arrive at
a correct view is to align with the epistemic authority who surpasses you in reliability
and replace your own reasons with the authority’s. Any ‘half-measure’ like adding or
balancing your own evidence with the authority’s output risks lowering overall accuracy
in arriving at a true belief, which would be epistemically irresponsible.

Preemptionism has great appeal. It provides a clear and structured approach to epis-
temic deference which ensures individuals align their beliefs with the most reliable
sources of knowledge. This is particularly compelling in cases where a layperson has
no prior beliefs or reasons to rely upon or has conflicting beliefs or reasons that make
an independent judgment difficult. In such situations, deferring entirely to an epistemic
authority, rather than attempting to independently weigh competing evidence, maximises
the chances of acquiring true beliefs while minimising the risk of getting it wrong.

The appeal of Al Preemptionism follows the same rationale but seems especially
attractive because the AEA’s potential for accuracy and reliability is so high. Unlike
human experts, some Al-systems in narrow domains of application lack human-cognitive
biases, fatigue, and other human cognitive inconsistencies, making its outputs arguably
more precise and reproducible.!> Moreover, Al systems can improve and self-refine
their accuracy much more quickly than a human epistemic authority, whose expertise is
only built up slowly over many years. AEAs also operates without social or economic
pressures, potentially reducing conflicts of interest common among human epistemic
authorities.

Though AI Preemptionism has an especially strong appeal, it inherits the classic
objections to Preemptionism (Jager, forthcoming). Indeed, I think that these objections
are amplified in certain cases.

First, a standard objection to Preemptionism is that epistemic authorities are neither
omniscient nor infallible and may therefore fail to consider all the reasons available
to a non-expert.'® This can lead to epistemic losses rather than gains. AEAs give this
concern an additional problematic twist: the opacity of Al systems’ reasoning, coupled
with their empirical track record of superior performance in many domains, may risk
systematically reinforcing mistaken perceptions of infallibility even when the Al lacks

15 Matters will depend on the specific Al-system in question. For example, insofar as current
LLMs might qualify as AEAs in expert domains, suffer from other outputs bias compared to
human EAs such as answer option variance in multiple-choice questions based on the position
of the answer options (Pezeshkpour et al., 2023).

16 See also Constantin and Grundmann (2020) and Grundmann (forthcoming).
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full epistemic access to all relevant considerations. Yet, due to their general statistical
and predictive success, users may assume that the Al has already taken their own reasons
into account, leading to a stronger epistemic pre-emption than would occur with a human
authority. Thus, the concern is that Al Preemptionism strengthens the risk of uncritical
deference, not merely because Al systems are epistemically superior in some respects
but because they will always appear to be unquestionably so. This Al infallibility bias
can leave users in a worse epistemic position than if they were deferring to a human
expert, whose epistemic fallibility remains comparatively more detectable.

A second objection to Preemptionism is that it can entrench individuals within irra-
tional or epistemically corrupt communities, making it difficult for them to critically
reassess misguided authorities whom they have been conditioned to trust (Lackey, 2018).
This concern is even more acute regarding AEAs, as their epistemic authority can be sys-
temic, automated, and self-reinforcing in ways that human authority is not. With human
EAs, individuals often retain some capacity to challenge, interrogate, or disengage from
a community’s epistemic standards by identifying explicit biases, inconsistencies, or
other irrational influences. However, AEAs can operate within algorithmically struc-
tured epistemic ecosystems that dynamically shape what users see, believe, and engage
with, often in ways that are invisible to the users. This makes epistemic entrenchment
more subtle. Also, unlike human EAs, whose reliability can be questioned based on
incoherence, logical errors, or failures to adherence to established norms, standards, or
methodologies within a given field of expertise, AEAs lack these clear epistemic failure
markers. They do not exhibit hesitation, self-doubt, or accessible reasoning processes,
which means that users embedded within Al-curated knowledge ecosystems may find
it nearly impossible to recognise when their epistemic environment is corrupted. The
danger is thus not merely that Al can reinforce irrationality but that it does so with a
veneer of objectivity that is especially difficult to remove.

Third, Preemptionism has been criticised for requiring individuals to unhinge their
own epistemic bases and replace them entirely with the authority’s belief, which can lead
to epistemic regress rather than progress (Jiger 2016; Dormandy 2018, Keren 2020). This
concern is even more severe for AEAs. Unlike human EAs, current Al-systems do not
provide reasons in the same way that humans do. Human EAs, even when opaque about
specific justifications, operate within a shared epistemic framework that allows for some
degree of reconstruction of their reasoning; by contrast, many Al systems, particularly
those based on black box models, do not. However, if an Al system provides no explicit
reasons for its belief but merely returns an output, then agents are expected to abandon
their own epistemic bases without replacement. This makes the problem of epistemic
regress even more acute. In medical Al, for instance, a doctor who pre-emptively defers
to an AI’s diagnostic decision might do so without understanding the features the Al
weighed most heavily. If the doctor then ceases to consider their own medical reasoning
in favour of the AI’s opaque verdict, their epistemic base is not merely adjusted but
entirely severed, leading to epistemic dependence without epistemic understanding.

These objections suggest that while AI Preemptionism might initially appear com-
pelling — especially given AI’s potential for superior reliability — it ultimately inherits
and amplifies the classic problems associated with epistemic Preemptionism. Al sys-
tems, despite their computational advantages, are not epistemically infallible, and their
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authority can be dangerously opaque, systematically biased, and self-reinforcing in ways
that human EA is not.

3 Total Evidence AI Deference Account

3.1 Total Evidence AI Deference

While Al Preemptionism offers a clear and structured approach to epistemic deference
to Al, the concerns raised in the previous section highlight its significant limitations.

Total evidence views of epistemic authority may offer a promising alternative
(Dougherty, 2014; Jager, 2016; Lackey, 2018; Dormandy 2018).17 Rather than advo-
cating for complete pre-emption, total evidence views of epistemic authority hold that
while authoritative testimony should carry significant epistemic weight, it should not
completely replace an agent’s independent reasons but rather be integrated as a contrib-
utory reason with an agent’s own epistemic resources, allowing for aggregation rather
than outright replacement of reasons.

Accordingly, we can define the AEA-relevant analogue of this view as follows:

Total Evidence AI Deference: User U should treat the output O of a recognised arti-
ficial epistemic authority AEA in domain D at time t as a contributory reason for believ-
ing proposition p, such that O is integrated into, rather than replacing, U’s independent
epistemic reasons for or against p.

This definition contrasts with Al Preemptionism by allowing U to retain and weigh
their own epistemic reasons rather than fully substituting them with AEA’s output.!8

There are different ways to spell out a total evidence view in detail. I here want to
focus on a rendition that answers the concerns that emerged in the previous section.
These can be formulated in terms of three desiderata.

First, a total evidence view of Al deference should acknowledge that while Al sys-
tems can serve as epistemic authorities, their reliability must be continuously assessed
rather than assumed, to ensure that deference does not rest on an unwarranted assumption
of infallibility. By preventing users from blindly trusting Al outputs simply because of
their statistical success or predictive accuracy, this guards against uncritical deference.
Second, the account must prevent epistemic entrenchment by ensuring that deference to
Al remains an active, reflective process rather than a passive or self-reinforcing depen-
dence. Given that Al systems can structure epistemic environments and reinforce specific
viewpoints in ways that are difficult to challenge, users must retain the ability to crit-
ically assess Al-generated beliefs and recognise when deference may be leading them
into an epistemically corrupt community. Third, the account should preserve indepen-
dent epistemic bases by integrating Al-generated outputs with human reasoning to allow
for epistemic progress.

We can formulate an account that meets these desiderate more precisely as:

Total Evidence View of AI Deference.

17 See also Bokros (2021) for an interesting deference model in support of total evidence views
based on formal accuracy-first epistemology.

18 For a similar argument in favour of using human second opinions to resolve disagreements
between Al and human experts, see also Kempt and Nagel (2021).
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Critical Deference with Oversight: Assume U is faced with the decision to belief
p or non-p in domain D, then

1. U withholds of revisits deference to AEA if
i. Domain Mismatch: p lies outside A’s validated domain.
ii. Reliability Undermining: Evidence suggests that A exhibits systematic bias or
recurring errors.
iii. Conflicting Authority: A comparably reliable human or AI EA disagrees.
iv. Novel Evidence: U holds independent reasons that it is plausible that A did not
consider.
2. Otherwise, U defers to AEA.

To illustrate, this accountant maintains that, by default, users should strongly defer
to AEAs when it has a well-established epistemic advantage, but this deference remains
conditional and defeasible rather than automatic. Unlike strict Al Preemptionism, which
demands that users replace their own reasons with the authority’s judgment, this model
treats Al as an authoritative yet fallible epistemic agent whose outputs should be inte-
grated into, rather than wholly substituted for, an agent’s reasoning. The account thereby
ensures that recognition of epistemic authority is based on demonstrated reliability, not
on an uncritical assumption of infallibility. This means that while users should give
significant epistemic weight to Al recommendations, they must also remain attuned to
potential gaps in the Al’s reasoning, limitations in its training data, or structural biases
embedded in its design.

Moreover, this account prevents epistemic entrenchment by ensuring that Al defer-
ence remains open to revision. If users defer to Al uncritically, they risk being passively
shaped by Al-driven knowledge ecosystems, making it difficult to recognise alternative
perspectives, challenge embedded biases, or identify systematic epistemic distortions.
To counter this, the model incorporates defeaters'® and overrides that allow users to with-
draw deference when clear signs of systematic bias, domain mismatch, or contradictory
epistemic authority testimony arise.

Finally, this account also ensures that users do not become severed from their own
epistemic bases. The account presented here avoids this by allowing for partial aggrega-
tion rather than full replacement. If a user identifies relevant, independent reasons that
the Al might not have considered, those reasons can be reintroduced into the evaluation
process, either by prompting the Al for an updated assessment or by weighing the user’s
own reasoning against the AI’s conclusion. This ensures that epistemic progress is made
rather than lost, maintaining a user’s active role in belief formation rather than reducing
them to a passive recipient of Al outputs.

19 These can be more precisely understood as rebutting defeaters, which provide counterevidence,
or undercutting defeaters, which question the reliability of the evidence itself. This contrasts
with Constantin and Grundmann’s (2018) source-sensitive defeaters which are specific to the
credibility of the source of one’s evidence.
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3.2 Human Expertise Atrophy

One worry about deferring to Al is that human experts — doctors, lawyers, engineers —
may gradually lose their domain-specific competences.?’ If a specialist consistently
defers to an AI’s outputs, they might become a passive conduit for algorithmic decisions
rather than an active decision-maker, ultimately losing the skill to check or challenge the
AT’s recommendations. This risk of ‘expertise atrophy’ could hence render practitioners
less capable of responding effectively if the Al performs poorly or faces unexpected
scenarios outside its training scope.

The AI Deference Account helps mitigate this concern by demanding a partial
integration of human reasoning and Al outputs, rather than total replacement. Since
deference is defeasible, human experts must remain sufficiently active in the process to
identify potential defeaters, domain mismatches, or updated evidence that the Al system
may not have factored in. In practice, this encourages continuous skill development and
preserves a meaningful epistemic role for humans, ensuring that domain knowledge
and critical thinking do not wither away. Rather than undermining expertise, the Al
Deference Account therefore suggests a dynamic in which Al complements rather than
supplants human skill.

3.3 Meaningful Human Control

A second advantage of the Al Deference Account is that it provides an epistemic case
for maintaining human control, independent of any moral or political values. While nor-
mative arguments for human oversight emphasise accountability, responsibility, and the
preservation of autonomy (Amoros et al., 2020), the proposed accounts highlight the
value of human input in identifying epistemic defeaters. Because the AI’s recommenda-
tions are only default-accepted under conditions of demonstrated reliability, situations
can and do arise where its authority is overridden, which necessitates a human arbiter to
resolve conflicts, domain errors, or contradictory signals.

This requirement dovetails with existing accounts for responsible Al governance that
advocate human oversight or ‘meaningful human control’ (see Santonio et al., 2018).?!
By explicitly incorporating checkpoints for re-evaluation, the Al Deference Account
ensures that human users retain ultimate epistemic responsibility and are poised to step
in whenever evidence emerges that the Al is mistaken or operating outside its domain.
This not only protects against overreliance on automated systems but also aligns with
regulatory and organisational guidelines promoting transparency and accountability in
Al deployment.

20 See Tai (2020) who discusses how automation leads to skill degradation and emphasizes the
need for human oversight to prevent dependence on Al. Messeri and Crockett (2024) warn about
“illusions of understanding”, where human experts falsely believe they still possess expertise
despite Al taking over complex tasks.

21 0On meaningful-human control (MHC), see Amoros et al. (2020), Verdiesen et al. (2021), and
Mecacci et al. (2024). See Mosqueira-Rey et al. (2023) on human-in-the-loop approaches.
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3.4 Lack of Epistemic Trust

A third benefit of the Al Deference Account is that it sheds light on why some users
epistemically distrust certain Al systems.?> According to this view, the rationality of trust
in Al is grounded in the AI’s capacity to meet the conditions for recognised epistemic
authority (demonstrated reliability, domain alignment, transparency about its limitations,
etc.). If these conditions remain unmet — for instance, due to opaque training data, a poor
track record, or repeated biases — then it is epistemically warranted for users to withhold
deference and maintain scepticism about the system’s outputs.?

This account clarifies that user mistrust can be reasonable from a purely epistemic
perspective, rather than constituting a knee-jerk rejection to technological innovation or
status quo bias. If the Al cannot demonstrate that it holds a reliably superior vantage
point in the relevant domain, or if it fails to accommodate defeaters that a competent
human recognises, then deferring to it becomes irrational. The proposed account thereby
validates and explains users’ reluctance when conditions for justified deference are
not met, providing a structured epistemic rationale for distinguishing between justified
acceptance of Al outputs and rightful epistemic mistrust.

4 Implications for Current Use of Al

An implication of this account is that few current Al systems will easily satisfy the
requirements needed to qualify as Artificial Epistemic Authorities (AEAs). At a mini-
mum, systems must demonstrate sustained accuracy in their domain, provide a mecha-
nism for ongoing reliability checks, and afford users the means to detect when defeater
conditions arise. Meeting these benchmarks may demand substantial effort: designing
interpretable architectures, collecting extensive domain-specific data that is continu-
ously updated, and implementing transparent reporting of potential errors or biases.
Some might consider these requirements unrealistic for large-scale or commercial Al
deployments, especially under market pressures to release products quickly and cost-
effectively. Nonetheless, where safety or high-stakes decision-making is crucial — as in
medical diagnostics, finance, or acrospace —implementing these more stringent standards
is both ethically and epistemically warranted.

Despite these hurdles, certain real-world Al use cases do already approximate the
conditions for justified deference. Narrowly focused medical imaging Als, for instance,
can come close when they undergo rigorous clinical validation, operate within a well-
defined domain, and offer clinicians a structure for second-guessing anomalous results.
Similarly, some specialised Al systems in finance or engineering are subject to contin-
uous audit and paired with expert human oversight, creating an environment in which
defeaters can be systematically tracked.

In conclusion, I have examined whether and how we might justifiably defer to Al
outputs rather than relying on our own or others’ human judgment. I began by outlin-
ing Al Preemptionism, according to which an AI’s recommendation replaces all of a

22 Drawing on Wilholt’s (2013) definition, epistemic trust refers to trust in Al strictly in virtue of
its ability to provide reliable information or enhance human knowledge (Alvarado, 2023).

23 This aligns with Durdn and Jongsma’s (2021) argument that trust in Al does not necessarily
require transparency but rather hinges on the reliability of its outputs.
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user’s existing reasons. Although Preemptionism appears compelling, classic objections
to epistemic Preemptionism are amplified in Al contexts, given opaque algorithms, per-
ceived infallibility, and the risk of reinforcing epistemically corrupt environments. To
address these concerns, I proposed a total evidence view of Al Deference that treats
Al outputs as contributory rather than pre-emptive reasons. By requiring ongoing reli-
ability assessments, recognising defeaters, and retaining partial user agency, this app-
roach avoids expertise atrophy, provides an epistemic rationale for human oversight,
and explains users’ justified distrust when Al systems fail to meet necessary epistemic
conditions.
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Abstract. Artificial Intelligence (AI) raises profound ethical, moral,
and legal challenges for society. In this paper, we focus on the legal chal-
lenge to adequately attribute responsibility for Al-mediated damages.
In law, responsibility is usually attributed on the basis that a (human)
actor is taking actions which cause harm or damage to some subject or
property. While this analysis seems straightforward, it remains unclear
(a) what conception of causation it relies on, (b) in what way this can
be applied to attribute responsibility when human actions rely on the
use of opaque Al systems, and (c) how liability for Al-mediated dam-
ages should be handled in practice. The current paper sets out to answer
these questions. We shall argue that causation in the legal context is best
conceptualized as difference-making. To determine relevant difference-
makers for Al-mediated damages, we propose that explainable AT (XAI)
methods may serve as important tools. Specifically, we argue, mechanis-
tic interpretability (MI) is well-suited to increase the ex-ante safety of
opaque Al systems.

Keywords: Artificial Intelligence (AI) - Responsibility Attribution -
Liability - Explainable AT (XAI) - EU AI Act -+ Ex Ante Safety -
Mechanistic Interpretability

1 Introduction

Artificial ~intelligence (AI)—machine learning (ML) based systems in
particular—is pervasive in modern lives. This development not only raises tech-
nological challenges but also social, epistemological, ethical, and legal ones.
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Among the most pressing desiderata is that while we want to benefit from the
potentials of Al, we do not want to sacrifice existing moral and legal norms.

For the purposes of this paper, we focus on legal norms in Europe. We are
specifically interested in the ability to adequately attribute legal responsibil-
ity for damages in situations where Al systems are being used. By Al systems
we mean, following the current version of the AI Act, any “machine-based sys-
tem that is designed to operate with varying levels of autonomy and that may
exhibit adaptiveness after deployment, and that, for explicit or implicit objec-
tives, infers, from the input it receives, how to generate outputs such as pre-
dictions, content, recommendations, or decisions that can influence physical or
virtual environments” (art. 3(1) EU AI Act). Cases where Al systems are being
used and where we might want to attribute legal responsibility for incurred
damages include, but are not limited to, e.g., injuries due to accidents result-
ing from failures in driver-assistance systems, discrimination due to algorithmic
bias, or economic losses resulting from misinformation based on incorrect big
data-processing. Such damages can occur in connection with systems of any risk
category. Intuitively, though, we are more worried to adequately attribute legal
responsibility in high-risk cases.!

From a legal point of view, responsibility may be attributed when a (human)
actor is causing harm. In liability law, responsibility (in the form of legal lia-
bility) means that an actor having caused damages has to compensate these
damages under certain conditions. Damages mean any harm to an economically
quantifiable (or at least compensable in payment) legal interest.? Against this
background, an unambiguous attribution of responsibility is crucial to ensure
legal certainty: for one thing, those affected should be able to assert their rights
effectively; for another, various stakeholders should be provided with a clear
legal framework to guide their activities. Yet, it remains unclear (a) what con-
ception of causation liability law relies on, (b) how this conception can be uti-
lized to attribute responsibility when human actions rely on the use of opaque
AT systems, and (c) how liability for Al-mediated damages should be handled in
practice. The current paper sets out to answer these questions.

We argue that in the context of responsibility attribution (a) causation is best
conceptualized in terms of difference-making and (b) conceptually disentangle
three varieties of it (Sect.2). We then discuss what strategies might be suitable
to uncover each of the three varieties of difference-makers (Sect. 3). Finally, we
explore how these insights might be put into legal practice (Sect.4) and suggest
that (c) mechanistic interpretability should be required as a gold-standard, at
least under certain conditions (e.g., for high-risk cases).

! The EU AI Act defines four risk categories (art. 6); it places stringent requirements
on high-risk systems. We shall not delve into the details here, but note that high-risk
systems may be involved in both low-stakes and high-stakes situations. However, we
take cases where both risks and stakes are high to be most critical.

2 While the analysis of liability in terms of caused damages utilized in liability law
seems straightforward, it explicitly brackets considerations of moral responsibility
(but see, e.g., [3]).
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2 Responsibility, Causation and Difference-Making

From a legal point of view, responsibility may be attributed when a (human)
actor is taking actions causing harm. The focus of our current discussion is on
a particular kind of harm: Al-mediated damages (see Sect. 1). Responsibility for
those damages takes the form of legal liability in the context of civil law (liability
law in particular).® Since the central indicator for liability is causal impact, law
practitioners aiming to attribute responsibility for Al-mediated damages must
identify relevant causes.

In liability law, causation is seen as minimum requirement for any form of
legal responsibility [16,56], including liability. It is usually determined counter-
factually, i.e. by asking whether the damage in question would not have occurred
had the (negligent) action not been taken. This comes down to asking whether
the latter was a necessary condition of the damage (conditio sine qua non or
but for [22]). Typically, the question of causality in law arises retrospectively,
viz. as the question of whether a certain action ultimately made the relevant
difference to bring about the damage in question. But questions of causality also
play a role in prospective considerations; for instance, when we are assessing the
extent to which an actor’s behavior can in principle influence an outcome [44].
Both these kinds of considerations are relevant for Al-mediated damages: we
are interested in determining who is actually responsible for incurred damages
and the principled scope of different stakeholders’ liability. To help legal scholars
answer these questions, we suggest adopting a conception of causation in terms
of difference-making borrowed from philosophy.

In philosophy, discussions about causation have a long-standing history. Here,
we limit our exposition to the approach we consider most promising for assessing
legal responsibility, viz. a difference-making based view based on interventionism
[54,55] which is inspired by counterfactuals [29], statistical-relevance [31,43], and
probabilistic views of causation [21,37,47]. The core idea of interventionism is
intuitive: causal explanations embody a what-if-things-had-been-different concep-
tion of explanation. That is, “successful causal explanations consist in the exhi-
bition of patterns of dependency [...] between the factors cited in the explanans
and the explanandum—factors that are such that changes in them produced
by interventions are systematically associated with changes in the explanandum
outcome.” [55, p. 228]. Put slightly differently, the idea is that if C causes E, then
C will (provided certain conditions are met) be a difference-maker for E. Accord-
ingly, causes are those factors that make a difference to their effects. While the
details of interventionism have been the source of intense philosophical debates
[4,24,50], the intuition it embodies sits well with established standards of exper-
imental design in the natural sciences, is mirrored in popular science discussions
about causation [38], and matches the intuition behind the legal scholars’ condi-
tio sine qua non. Therefore, we believe, thinking of causes (simply) as relevant

3 Since we are not concerned with criminal law, moral considerations only play a minor
role.
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difference-makers to a given outcome is a pragmatically valuable starting point
for legal responsibility attribution.*

Though the idea is intuitive, identifying relevant difference-makers can be
difficult in practice. For Al-mediated damages specifically, the business is com-
plicated by the complexity and opacity of modern Al systems [10,32,58]. This
is, at least partly, because such systems are frequently based on large artifi-
cial neural networks (ANNSs) trained on vast amounts of data with automated
ML procedures. Even if we bracket other possible sources of opacity (such as
intentional concealment), it is clear that modern Al systems are becoming—and
will remain—increasingly opaque not only to their users but also to deployers
and providers. Besides, there are many actors potentially involved in building
and using AT systems [15] and different stakeholders prioritizing different norms
in different contexts [27]. Thus, identifying relevant difference-makers, and the
humans in command of them, presents a serious challenge.

To make headway, we believe, it is useful to first focus on what the relevant
difference-makers are. We suggest that they might actually be very different
things, and that specific kinds of difference-makers can be systematically associ-
ated with paradigmatic scenarios: (1) If we are trying to determine who is liable
for damages attributable to inputs to an Al system, we are effectively asking
about the relevant type (i) difference-makers (viz. the very inputs to the sys-
tem that have been relevant to incurring a certain (damaging) output effect)
and who is responsible for them. (2) If, by contrast, we seek to find out who
is liable for damages attributable to a system’s overall functional organization,
we are interested in type (ii) difference-makers (e.g., certain components, units,
or circuits within the system’s functional architecture). (3) Finally, if we wish
to identify who is liable for damages attributable to a system’s history, we are
seeking to uncover type (iii) difference-makers (viz. features in a system’s his-
tory, such as the training data or design decisions, that might yield (damaging
or harmful) system behavior). Owing to the distinct nature of type (i), (ii), and
(iii) difference-makers, we suggest that different strategies are required in each of
these scenarios to uncover the difference-makers in question. Below we explicate
these strategies and discuss how they might be applied in legal practice.’

3 Finding Different Difference-Makers

Where we are not dealing with inherently interpretable systems, we may uncover
relevant difference-makers for Al-mediated damages utilizing strategies from

4 Note that we do not claim that causation is necessarily or generally understood as
difference-making in law. Besides, we are aware that legal responsibility is limited
to (voluntary) human actions while interventionism and its conspecifics are not. We
are also aware that the conception of causes we offer here is fairly loose as it is silent
about the nature of both causes and causal relations. But our aim is not to provide
a philosophical analysis; we merely adopt the lingua of difference-making as a tool
to support responsibility—and by extension liability—attribution in the legal realm.

5 Naturally, the distinctions we make here are idealized. See Sect. 4.4 for discussion.
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explainable AI (XAI). XAl is a rapidly developing field aiming to explain com-
plex Al systems and their behaviors. Various approaches have been proposed
to deliver explanatory information in different contexts [45]. We suggest that
some of these approaches can serve as useful tools to uncover specific types of
difference-makers: Classical or method-centric XAI approaches are well-suited to
identify what inputs have been relevant for a given system output, viz. type (i)
difference-makers. Mechanistic interpretability (MI), by contrast, is well-suited
to uncover how a system works as a whole, viz. to identify type (ii) difference-
makers. Finally, studying the development of Al systems throughout their life-
cycle may help legal practitioners detect difference-makers in training data or
design decisions, viz. type (iii) difference-makers. We shall sketch these strategies
in turn.

3.1 Classical XAI: Which Inputs Yield What Outputs?

Classical XATI methods are computational in nature. They are algorithmic, typ-
ically model-agnostic, procedures that can be applied to Al-systems to generate
explanatory information about the system in question [25,33,42]. Prototypically,
the explanatory information delivered is the output that the XAI method pro-
vides; so-called attribution methods present a paradigm case.

For illustration, consider Local Interpretable Model-Agnostic Explanations
(LIME) [41]. This technique, applicable to AI classification systems, produces
linear surrogate models which highlight the importance of particular features
for a given classification. In the case of image recognition, LIME can highlight
what pixels within an input image have been especially relevant for applying a
given label to that image. This helps uncover, e.g., that to label an image with
a cow as “cow” the algorithm actually utilized patches of pasture and mountain
scenery rather than the animal in the picture. As such, classical XAI methods
can be extremely useful as they answer questions about what inputs or features
of the input data have been relevant for generating a given output. That is, they
can help identify type (i) difference-makers.

Still, classical XAI is also crucially limited. Since the kind of explanatory
information needed to eliminate system opacity depends on numerous factors
[27], X AT research has developed a whole cottage industry of XAI methods with
different properties [18,34,45], each designed to answer specific questions about
a given system. Classical XAI methods do not, however, provide insights about
the internal structure or overall functional organization of systems allowing us
to, e.g., predict how a system will behave in novel contexts. Thus, classical XAI
does not deliver insights about type (ii) difference-makers. Besides, many classi-
cal XAT techniques rely on surrogate models, which raises concerns about faith-
fulness: it remains unclear whether the features identified as type (i) difference-
makers by these methods are truly representative of the causal factors.%

5 We thank an Kevin Baum for pointing this out.
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3.2 Mechanistic Interpretability: Gathering System Understanding

Mechanistic Interpretability (MI), by contrast, can be utilized to yield generaliz-
able insights about systems’ overall functional organization. It takes inspiration
from discussions about discovery and explanation in the life sciences [6,7,12,14].
MI starts from the premise that once Al systems become sufficiently complex,
they are best investigated and explained through the same lens as biological
organisms rather than being treated merely as technical artifacts [25]. Thus,
practitioners may seek to characterize Al systems in terms of their functional
organization (the organized activities of their functionally relevant components),
which can be captured in mechanistic explanations [5,13,17]. For illustration,
consider an example from neuroscience: A rodent’s movement through a maze
to a target (the overall system’s behavior) can be explained in terms of mus-
cular and neural activities; a key component is the spatial map of the maze
generated by hippocampal neurons during training. Given this map, the rodent
can proceed straight to the target. If we were to break the process down fur-
ther, we could look into the components relevant to generating the spatial map
and find that specific neurons engage in a process called long-term potentiation
(LTP), which in turn can be explained in terms of neurotransmitters opening
and closing channels in the synaptic terminal. Without going into the details,
the gist becomes clear: according to the mechanistic view, the overall behavior
of biological systems can be explained in terms of the orchestrated activities
of component entities, yielding nested mechanistic hierarchies. When mechanis-
tic inquiry delivers explanations of sufficiently high quality, it affords improved
prediction and control of target systems [1,13,23].

MI applies this general strategy to modern Al systems. Seeking MI for, e.g.,
ML-based ANNs involves (like finding mechanistic explanations for the behavior
of biological systems) studying the overall functional organization of Al sys-
tems to facilitate a comprehensive grasp of the overall behavior of Al systems;
without delving into terminological discussions, we might say MI aims to ren-
der AT systems (somewhat) interpretable or transparent. As such, MI goes well
beyond classical XAI methods which tend to focus on isolated explanations of
specific behaviors or outputs of Al systems in response to specific inputs. Impor-
tantly, when we speak of their functional organization, we do not refer to the
initial setup of Al systems in terms of nodes, layers and learning-rules. Rather,
what is meant is the complex structure that emerges through training [25]. After
training, ML-based systems will frequently be composed of specialized “circuits”
serving specific functions like edge detection in an image classifier [11,35]. MI
seeks to uncover how such components are organized together to bring about
the observed overall behaviors of Al systems. Importantly, components are indi-
viduated functionally; they can be of different sizes and kinds.

Uncovering components and their organization in trained Al systems may not
be simple, it may even seem impossible at first. It may involve characterizing
exotic or distributed structures and requires considerable resources. Neverthe-
less, we think, seeking MI for Al systems bears great potential to uncover type
(ii) difference-makers. As such, MI can help increase overall system perspicu-
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ity (viz. explainability, transparency, traceability, explicability, interpretability,
understandability [49]) for systems that are not already inherently interpretable.
It allows us to better understand a system’s capabilities and limitations holis-
tically, helps avoid unforeseen failures even ante-hoc, and thus provides greater
predictivity and control of the behavior of ML-based systems and is instrumen-
tal in identifying and mitigating potential failures of Al systems. Therefore, we
claim, MI may serve as an important tool to meet important societal desiderata
including liability attribution and safety.”

3.3 Considering System History

So far, our discussion has focused on the phase when systems are up and run-
ning. However, important difference-makers for Al-mediated damages might also
be located in, e.g., training data or design decisions. Such type (iii) difference-
makers may be located in various points throughout a system’s history or life-
cycle.®

While there is no single unequivocally accepted Al lifecycle, there is a broad
consensus that development and deployment of Al systems iterate through a
number of successive stages including problem formulation, data collection and
analysis, feature selection, model construction, model evaluation, deployment
and usage [15,39,53]. At any of these stages, different actors might be involved
and potentially relevant type (iii) difference-makers for an Al system’s behavior
might be found. Consequently, there are many possible points of intervention for
different actors to exert control over Al systems throughout their lifecycle [8].

When discussing different possible actors, the philosophical literature usually
points to a range of stakeholders involved in the Al ecosystem: data-subjects, cre-
ators, operators, executors, decision-subjects, examiners etc. [51,58]. In the EU
AT Act, actors are collectively referred to as operators which are separated into
providers and deployers. Providers are natural or legal persons, public author-
ities, agencies or other bodies that develop Al systems and place them on the
market (art. 3(3) AI Act). This includes everyone involved in building and refin-
ing Al systems: researchers developing foundational theory, data providers, engi-
neers, programmers. Deployers include anyone using Al systems (except for non-

" While our exposition here has been abstract and theoretical, it is worth mentioning

that MI is actually successfully employed by researchers studying the structure of
trained image classifiers [35] or trying to understand whether large language models
(LLMs) can reasonably be described to possess knowledge [26], represent the world
[36], or implement symbolic reasoning [30]. Besides, it is worth pointing out that MI
is not the only game in town. There are other methods (e.g., decisions trees) that
might be usefully applied to less opaque systems.
Of course, type (i) and (ii) difference-makers only exist because a system has a
given history. In this sense, type (iii) difference-makers might be more fundamental.
However, they are also more complex and impractical to analyze. Thus, we think, it
will often be useful to stick with type (i) or (ii) difference-makers when attributing
liability in practice. We return to this in Sect. 4.
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professional users) (art. 3(4) AI Act). According to this nomenclature, the actors
that can (in principle) influence type (iii) difference-makers are developers.

4 Handling Liability in Practice

So far, we conceptually disentangled three types of difference-makers, associated
each with paradigmatic damage scenarios, and outlined strategies to identify
them. While we do not claim these strategies to be exclusive, we consider them
instructive. We now illustrate how our insights could transfer into legal practice,
discuss some complications and offer concrete recommendations.

4.1 Damages Attributable to Inputs

Classical XATI (Sect.3.1) enables probabilistic statements about how the model
arrived at a specific output post hoc. Such approaches are well-suited for iden-
tifying type (i) difference-makers. They can be extremely useful if the question
under consideration is what (part of) an input has yielded a specific system
output. If, for instance, an image classifier systematically misclassifies horses as
cars, and LIME uncovers that the pixels relevant for classifications as “horse” are
not those actually showing a horse but those with a certain watermark [28], that
information illuminates that the relevant difference-maker for the classification
“horse” is the watermark rather than the animal in the picture.

As far as liability is concerned, we must distinguish two kinds of scenarios to
determine which actor is to be held liable for damages attributable to inputs by
identifying type (i) difference-makers. First, suppose the system works properly
but is used incorrectly, e.g., by applying it in a new or insufficiently tested domain
(say, images of houses vs. faces while it was designed to classify dogs and cats).
In this case, we submit, the deployer is liable for the damages that potential
misclassifications incur. If, by contrast, the system is used as intended, it is
up to the providers to ensure the proper functioning of Al systems, and thereby
prevent inputs (type (i) difference-makers) incurring damages.? To ensure proper
system functioning, developers might actually seek to identify type (ii) or (iii)
difference-makers, which we now turn to.

9 Much could be said about what marks the correct or intended use of Al systems;
for now, we simply assume it covers precisely the conditions a system is developed
for and tested in. However, there will often be a range of viable deviations, and
systems may still function properly in different contexts as long as certain conditions
hold or serve for different purposes in other contexts (think of this analogously to
off-label use of medication). This takes us into the realm of type (ii) difference-
makers and discussions about system perspicuity, ex ante explainability, robustness,
transparency, and safety. Though we will touch upon this briefly in the next section,
a thorough discussion of the matter would make for a paper of its own.
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4.2 Damages Attributable to Functional Organization

MI (Sect. 3.2) provides information about how the overall system works and what
its functional (post-training) components are. As such, MI is perfectly suited to
uncover type (ii) difference-makers which is particularly relevant when trying to
assess liability for damages attributable to functional organization.

At first sight, it seems like damages attributable to the overall functioning
of an Al system are straightforwardly attributable to providers. Our analysis
shows, though, that this is premature. Of course, if a damage elicited by an Al
system is attributable to the malfunction of a specific functional unit or com-
ponent, liability should sit with the developer. But provided that the system’s
components work as anticipated, liability for damages attributable to type (ii)
difference-makers may actually shift from system providers to deployers; at least
insofar as MI gives deployers a certain grasp of how a given Al system works
and role specific components play in its overall functioning. This is particularly
true for cases where deployers understand, due to MI, what the relevant bound-
aries and constraints for applying the system in question are. Thus, we suggest,
that if deployers understand the functional organization of a system, they can
reasonably infer where and how to use it safely; if they consciously deviate from
that use and this incurs damages, they should be held liable even if providers
might have specified a different scope of safe use.'® Our suggestion is in line
with Article 14 of the EU AI Act which states that adequate human oversight
in high-risk scenarios demands an overseer to “properly understand the relevant
capacities and limitations of the high-risk Al system and be able to duly monitor
its operation, also in view of detecting and addressing anomalies, dysfunctions
and unexpected performance” and be able “to intervene on the operation of
the high-risk AI system” (see also [48]). With regards to both requirements,
a detailed (and generalizable) understanding of a trained Al-systems’ overall
functional organization is crucial. This, we take it, requires identifying type (ii)
difference-makers.

Besides, mechanistically interpretable systems offer another decisive advan-
tage: once we understand how a system works as a whole, we can anticipate
how it will behave in response to novel or unexpected inputs. This contributes
to Al systems’ ex ante explainability and safety [25]. While these properties are

10 This suggestion relates to worries about humans in the loop becoming scapegoats
[40]: When deployers work with black box AI systems they do not understand, and
just (blindly) confirm or follow AI recommendations, they run the risk of becoming
mere scapegoats for Al-mediated damages; they are held responsible although they
do not have any understanding or control over the damages incurred. With our
analysis in mind, scapegoating can be avoided: for if the deployer utilizes an opaque
Al system in the ways it is intended to be used, they are not responsible for potential
damages (Sect. 4.1); if, by contrast, the system is rendered interpretable, they might
be responsible but no longer unknowingly so. Indeed, the understanding of a system’s
functional organization that MI proves might not only give deployers the option to
anticipate but also systematically manipulate system behavior once they know the
relevant type (ii) difference-makers.
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especially required in high-risk domains, we can illustrate the point with our
reference to our image classifier: Once we understand that it systematically rec-
ognizes watermarks, we not only uncover that watermarks can be relevant type
(i) difference-makers but also understand that some functional part of the system
systematically detects watermarks; this detection circuit constitutes a relevant
type (i) difference-maker. Knowing about it, we can anticipate our classifier will
not only recognize watermarked images of cars as “horse”, but also images of
mountains or dogs. Accordingly, deployers can take precautions when using the
system (e.g., removing watermarks) and thus avoid damages. At the same time,
providers may utilize insights about relevant type (ii) difference-makers to fix
problematic behavioral patterns and search for their origins in a system’s history.

4.3 Damages Attributable to System History

Studying system history is well-suited for uncovering type (iii) difference-makers
along the entire lifecycle of Al systems (Sect. 3.3). Granted, since system history
can potentially encompass many different factors and actors, identifying spe-
cific type (iii) difference-makers for a given damage is a challenging task. Yet,
it seems straightforward that difference-makers in an Al system’s history will
usually not be influenced by deployers but providers. Thus, liability for damages
attributable to an Al system’s history will generally lie with providers. This is
also acknowledged in the EU AI Act which specifies obligations for providers
along the entire lifecycle (art. 9-17). In line with what we said about liability
for damages elicited by type (i) difference-makers, we think that data curators
and system designers—creators in ecosystem terms—should generally be held
liable if systems function improperly despite valid inputs. By contrast, liability
of causally more distant actors, such as data subjects, seems unreasonable.

While our suggestion seems natural given consideration of the AI lifecycle,
and fits well with the fact that the EU AI Act does not concern data subjects,
it interestingly contrasts with the EU Artificial Intelligence Liability Directive
(AILD) and the new Product Liability Directive (PLD). AILD narrowly focuses
on linking an actor’s fault directly to the AI system’s output, neglecting earlier
causal factors such as flawed training data or design choices, which we seek to
integrate. PLD, by contrast, stipulates that the liability encompasses the entire
causality chain (under certain conditions), indicating a more claimant-friendly
stance (art. 10(4) PLD) [57].

4.4 Practical Complications

We acknowledge that while type (i), (ii) and (iii) difference-makers are concep-
tually distinct, they might be hard to disentangle in practice. Specifically, there
will usually be type (iii) difference-makers relevant for the existence of certain
type (i) or (ii) difference-makers and there will be type (ii) difference-makers
relevant for the existence of specific type (i) difference-makers. Besides, real life
cases will often involve several difference-makers simultaneously. Despite these
limitations, we think that the distinctions laid out here can be practically useful
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to attribute responsibility for Al-mediated damages in systematically different
contexts. After all, responsibility attribution is not about necessarily identifying
a single liable subject; it is about shedding light on the various ways in which
different actors could have made relevant differences.

Regarding actors, it is worth pointing to another issue. Our discussion here
has focused predominantly on identifying relevant difference-makers as a proxy
for causes. Though causation is considered a necessary condition of responsi-
bility and liability (Sect.2), it may not be sufficient. For instance, identifying
relevant difference-makers may not automatically reveal the actor in command
of them (see also Sect. 4.3); or we might find that no (human) actor is actually in
command of the difference-maker in question. To this end, multi-agent models,
Markov-models and game-theoretical methods might be extremely useful [2,52].
Yet, we take it, if we aim to attribute responsibility, we must begin by finding
the relevant difference-makers. And this endeavor we hope to illuminate with
our analysis.

4.5 Our Recommendations

Based on these considerations, we derive three concrete recommendations for
dealing with Al-mediated damages in legal practice: First, we think that sys-
tem providers should adhere to strict design standards to exclude or prevent the
influence of unwanted type (iii) difference-makers already before a system gets
deployed. For the most part, this might already be achieved by careful consid-
eration of risks at various stages in the Al lifecycle (as demanded by the EU
AT Act), particularly data curation and model selection. Despite best efforts,
critical type (iii) difference-makers may sometimes only become apparent once
a system is being deployed—in which case immediate measures must be taken
to update, redesign or otherwise improve the system. Meanwhile, developers are
liable for the damages incurred.

Second, we suggest requiring MI as a gold-standard for complex Al systems,
at least under certain conditions and where systems are not already inherently
interpretable. The reason for this is not that MI is generally superior to the other
strategies for finding difference-makers (Sect.3) but that it is especially suited
to uncover type (ii) difference-makers. And it is type (ii) difference-makers that
we need to grasp if we want to render systems understandable, interpretable, or
transparent. With the help of MI, deployers can be provided with at least some
grasp of the overall system’s functioning, ex ante explainability and safety are
improved, and scapegoat worries can be avoided. Beyond that, insights gained
through MI might help satisfy the right to explanation anchored in Article 86 of
EU AT Act.

Of course, this call for MI may not always be easy to satisfy; for achieving
MI for black box Al systems may be very complicated (sometimes hardly pos-
sible), and usually requires significant investments in terms of both time and
research resources. This is why we limit our recommendation to certain condi-
tions, specifically the application of high-risk systems in high-stakes contexts.
The classification of high-risk AT systems in the EU AT Act (art. 6) is complex,
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debated, and tied to other legal rules (e.g., existing product regulation). For
current purposes it shall suffice to note that high-risk systems are cashed out
in terms of the purpose to which they are put, e.g., law enforcement, supporting
critical infrastructure, essential services, or education. However, this classifica-
tion does not necessarily capture all and only systems applied in high-stakes
contexts where potential damages might be especially grave, harmful, or detri-
mental. A calendar application used to schedule appointments may be classified
as high-risk if used in a clinic but if it crashes that does not keep doctors from
seeing patients; so the damage would be relatively contained [19]. Conversely, a
chatbot may be classified as low risk even though it could cause major harm by
spreading propaganda in social networks. We propose to require MI specifically
where high risks and high stakes come together. A few complications should be
noted. First, we are aware that MI might be highly costly to achieve. In cases
where MI seems completely infeasible, a viable alternative might consist in build-
ing interpretable systems [42] benchmarked against their black box competitors
during system development. Second, that an AI system is mechanistically inter-
pretable in principle does not guarantee that it is interpretable to any deployer
[9,27,45]; for interpretability not only depends on system properties but also, at
least potentially, on stakeholders’ (cognitive) abilities [32,46]. We propose the
sort of MI that should be required should be feasible for average professional
deployers.

Third, and finally, we suggest to create legal rules indemnifying (excusing)
distant actors. Paradigmatically, data subjects are only remotely involved in
model building by providing training data. Besides, their number might reach
millions for any given model. Thus, the individual influence of any data sub-
ject on any given Al-mediated damage is negligible compared to that of system
designers. Potentially, even programmers of small portions of code within an Al
system or data curators might be indemnified under certain conditions. Here
again, we believe, the degree of indemnification of actors involved early in the
AT lifecycle will have to correlate with risks and stakes. For instance, low-stakes
applications like music recommendations may not require carefully curated data.
By contrast, for specialized high-risk systems, such as medical devices, legal
responsibility for providing adequately curated data might be both feasible and
functional.

5 Summary and Outlook

We analyzed causation in terms of difference-making and conceptually disen-
tangled three types of difference-makers, each of which is associated with Al-
mediated damages in specific scenarios. We discussed how to deal with each of
these difference-makers when attributing liability in legal practice. From our dis-
cussion, we derived three proposals. Our main proposal is that to increase the
ex ante safety of opaque Al systems it may be adequate to require mechanistic
interpretability as a norm—particularly where high risks and high stakes are
involved. Where MI is ensured, deployers benefit from increased control and lia-
bility may be shifted from providers to deployers. As a result, scapegoat worries
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may be escaped and distant actors (e.g., data suppliers) can be shielded from
legal responsibility. Introducing such liability limitations offers the advantages of
reducing legal uncertainty and potentially creating an incentive for data subjects
to contribute to the availability of high-quality training data.

While our discussion has not explicitly taken generative AI (genAl) into
consideration, we believe it is only natural to extend our views to this technology.
To be sure, MI is already hard and costly to achieve for non-generative Al, but
it is pursued for at least some genAl systems as well (see, e.g., [26,30,30]).
We believe that progress in this area of research, together with transparency
requirements for genAT [20], may light a path towards extending our suggestions
to genAl. But that remains the project of another paper.
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Abstract. This paper explores the process of trust development in human-drone
interaction, focusing on how trust evolves over time when humans are unfamil-
iar with Al-assisted technology. The study investigates the development of trust,
specifically whether it changes due to personal along a series of experiments.

A study (N = 19) was conducted in a warehouse setting using aerial drones.
Participants interacted with a drone that guided them through a that was based
on real-world warehouse processes. Data was collected through questionnaires
and distance measurements. Changes in comfortable human-drone distance were
assessed before and after the interaction, changes in the mental model were mea-
sured before, right after, and two weeks later via an online questionnaire, and
changes in trust were recorded during the interaction. Variables measured were
1) Subjective trust level: Participants rated their trust in the drone, 2) Changes in
individual mental model: Participants answered a questionnaire to assess their
understanding of the drone’s capabilities, and 3) Human-drone distance: The
comfortable distance between the participant and the drone was measured.

while the participants’ mental models of the drone improved significantly
after the interaction, their subjective trust levels remained relatively stable. The
research suggests that initial trust levels are influenced by pre-existing psycho-
logical anchors and are difficult to change solely through new experiences delete
word.

It is concluded that, while human-drone experiences can enhance understand-
ing of Al systems, it is more difficult to change pre-existing levels of trust.
The findings suggest that a more comprehensive approach, that considers cog-
nitive, affective, and behavioral measures, is important to examine human-drone
interaction.
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1 The Role of Trust and Its Development Over Time While
Interacting with an Unfamiliar Technology

In times of ever faster learning machines, trust is an essential precondition for effective
human-technology interaction (Rutinowski et al., 2024). In the present paper, we take
a Human Factors perspective and follow the definition of trust as the willingness of a
party to be vulnerable to the actions of another party based on the expectation that the
other will perform a particular action important to the trustor, irrespective of their means
to monitor or control each other (deVisser et al., 2020). Human Factors and Ergonomics
are concerned with the application of what is known about human actors (their abili-
ties, characteristics, and limitations) to design products, environments in which people
work, and jobs they perform (Human Factors and Ergonomics Society/HFES, 2025).
When individuals are not used to interacting with a particular technology, such as an
autonomous or Al-assisted (aerial) vehicle, e.g., a warehouse drone, trust is assumed to
develop over time.

The objective of the present research was to understand the process of trust develop-
ment over time when interacting with an unfamiliar technology in a workplace setting for
the first time. The objective to introduce a new technology at the workplace, comes with
expectations regarding e.g., increased safety, productivity and performance, an increased
human centered task allocation, and/or reduced strain and workload for the workforce.
All of these expected benefits require a human-technology interaction based on trust
(Miiller and Hertel, 2025). If humans do not trust in e.g., an autonomous and/or Al
assisted system, they will not be willing to delegate tasks, regardless of their technical
performance potential (O’Neil et al., 2022; Hancock et al., 2023).

Contrary, over-reliance on the system can lead to human complacency and hin-
der them to detect technical errors and limitations (Alonso and La Puente, 2018). The
inappropriate human trust in Al and autonomous systems, and resulting inappropriate
reliance, is assumed to cause decreased performance in human-Al teams (Alonso and
La Puente, 2018). Thus, trust is a key factor in human-agent interaction and influences
whether a human will rely upon the system (Lyons, 2013). Trust in Al systems is assumed
to result from the interplay between person-related and technology-related factors, e.g.,
the level of understandability and predictability of a systems behavior (Akula et al.,
2019; Rutinowski et al., 2024).

Trust in Al-assisted systems occurs when users believe an Al system will work as
intended, understand its strengths and limitations, and rely on or intend to rely on it
(deVisser et al., 2020). Aspects of trust include the human’s belief that an Al system
will accomplish the task it was designed for, as well as an understanding of its errors
and limitations (McDermott and Brink, 2019).

In interactions with newly introduced and unfamiliar (Al-)technology, trust is based
on: a) characteristics of the individuals (e.g., trust propensity) who are supposed to trust
a technology, and b) dynamic interaction, where trust evolves over time based on direct
experiences with the system. Hoff and Bashir (2015), Hancock et al. (2023), and Miller
et al. (2021) distinguish (see Fig. 1):
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e Dispositional trust, as a personal trait, influenced by factors such as cultural back-
ground, age, gender, and personality, which individuals bring into a shared human -
technology work task.

e Situational trust, which differentiates between internal person-related variability (e.g.,
self-efficacy, expertise, mood, and attention span) and external variability (e.g., type
of system, task difficulty, perceived risks, workload).

e Learned trust, which includes initial trust at the beginning of collaboration with
the system and dynamically learned trust during interaction with the system (trust
trajectory, i.e., the increase or decrease in trust through system use).

Trust in technology is also affected by system design features, e.g., appearance, ease
of use, communication style, perceived reliability, predictability, perceived errors, and
usefulness to fullfil a task, and task technology fit respectively.

In the present study, we understand trust as an “emergent state” rather than a fixed
characteristic of the human-technology interaction. Trust is not only relevant in the con-
text of technology disuse but also in cases of inappropriate (blind) trust (overreliance &
complacency (Parasuraman and Manzey, 2010) or misuse (Parasuraman and Riley, 1997;
Gupta and Woolley, 2021). Too little trust in highly capable technology leads to non-use
and high costs in terms of lost time and work efficiency (the technology could perform
better if it were trusted). In contrast, excessive trust in incompetent technology results in
overreliance and misuse, such as safety violations (Lee and See, 2004; Hoff and Bashir,
2015).
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2 The Development of Trust in AI -Systems and the Expectancy
Confirmation/Disconfirmation Theory

In the past years, user expectations have changed based on prior experiences with intel-
ligent system, e.g., due to the introduction of ChatGPT (Kocielnik et al., 2019; Lew and
Walther, 2023). In current research, the expectation disconfirmation/confirmation theory
(Oliver, 1980) has been used to explain and predict the continuance in using these kind
of technologies (Oliver, 1980; Mi Alnaser et al., 2023; Buschmeyer et al., 2023; Choi
et al., 2019; Bhatnagr and Rajesh, 2024).

Expectation confirmation/disconfirmation (C/D) theory has remained popular in
measuring user satisfaction when interacting with new technologies. Originally estab-
lished by Oliver (1980), this theory evaluates the confirmation or disconfirmation of
users’ pre-adoption expectations, as well as their perceived performance and satisfac-
tion. User expectations refer to what individuals anticipate from a technology and what
they ultimately receive in return. Consequently, perceived performance reflects users’
perceptions of a technology’s attributes, benefits, and outcomes. This suggests that users
initially experience expectation confirmation or disconfirmation when engaging with a
new technological system. If a technology meets user expectations and enhances sat-
isfaction, it fosters a positive attitude toward adoption. Conversely, expectation dis-
confirmation can negative perceptions and reluctance toward using the technology (Mi
Alnaser et al., 2023). On the other hand, positive expectation confirmation enhances
perceived performance, resulting in higher user satisfaction and greater acceptance of
the technology. Previous studies have employed the C/D theory as a theoretical frame-
work to examine expectation confirmation/disconfirmation and perceived usefulness in
the context of various technological services.

Combining both concepts, trust development by Hoff and Bashir (2015) and the
expectancy C/D theory, proposed building blocks of the process of trust development are
a) the initial trust level held by the person including expectations about the technology’s
performance, b) a concrete interaction with the technology and the building of situational
trust based on the reflection of c¢) confirmation/disconfirmation experiences (Schon,
1987) (see Fig. 2). In a work context, the reflection of the confirmation /disconfirmation
of expectations relates to an individual mental model about the work tasks to be fulfilled
(Mathieu et al., 2000). The mental model we propose includes a task mental model about
what the interaction task affords and what the human and the Al-system or autonomous
technology is capable of.

By means of experiential learning, which includes reflection processes in iterative
human-technology interactions, trust will emerge through processes called reflection
before action (e.g., thinking ahead, remembering prior experiences, thinking about goals
and goal achievement, and a first draft of an interpretation of the situation), reflection
in action (including estimating, anticipating, experiencing (McDermott et al., 20185;
McDermott and Brink, 2019; Dubey et al., 2020), and recognizing patterns), and reflec-
tion on action (thinking about past experiences/incidents, interpreting and understanding
surprises, unexpected outcomes, and updating the mental model) (see Schon (1987)).

As illustrated in Fig. 2, we propose an ongoing process that involves expectations
(reflection before action), interaction (reflection in action), reflection on action and
updated expectation (reflection before action), in which met and unmet expectations
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during concrete interactions serve as incidents that trigger updating and adjust trust lev-
els (McDermott et al., 20185; McDermott and Brink, 2019; Dubey et al., 2020). With
subsequent iterative interactions, trust is assumed to develop in relation to an individual
point of reference (see Fig. 2).

The proposition is based on the hypothesis that trust is the result of a complex process
of comparison between the perceived level of performance and an expected standard
of comparison (expectation) prior to the interaction with the technology (Buschmeyer
etal., 2023). When transferred to the process of trust development, it can be assumed that
participants enter a situation with unfamiliar technology with predefined performance-
specific expectations, and updates on the trust level and the trust development would
only occur in cases of strong positive or negative expectancy disconfirmation.

Input:

Person related variables (e.g. trust propensity,
prior experience, learned trust, initial trust level)
Person related expectations:

Task/ Goal of Interaction with techn.- Systems
Task & Interaction mental Model

Process:

Interaction with techn.-System

Updating Points Input:

Steps towards Goal Up-dated trust level
New task

v v 1
: : " Updated | :
nteraction
Expectations mmp Interaction mmp Reflection mmp Expectations ™=
Output: N
N Concrete experience

Met and unmet expectations

Reflection before action Up dating Reflection before action

R The
Task Mental Model

Reflection in action Interaction Mental Model

Reflection on action

Fig. 2. Proposed process of trust development.

In the present study, that was planned as a pre-study, we focus on the question of how
far trust develops or changes over time, when humans are unfamiliar with an Al-assisted
technology in a warehouse setting.

Several person- and human-drone-interaction-related variables were measured, as
presented at https://osf.io/pw2bs/. In the present paper, we focus on the description and
analysis of three variables, as the data analysis of all measured variables is in progress:

1. the affective level of subjectively measured trust (1 item measure in %), and

2. the cognitive level of changes in the individual mental model over time (7 items,
Likert Scale 1-5 (very high), developed by Tausch, 2024), and

3. the behavioral level defined as the human-drone distance perceived as comfortable
before and after human-drone interaction (measured in cm).

Human-drone distance and the individual mental model were measured before
and after the human-drone interaction. Additionally, the individual mental model was
assessed again via an online questionnaire two weeks after the experiment. Subjective
trust (expressed in precent) was measured during the human-drone interaction.
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3 Study Design

To empirically explore the assumption regarding trust development we designed the
use case “Warehouse Drones”. Technological advancements of aerial drones for such
indoor applications receive a lot of attention from the robotics community (Awasthi et al.,
2023). As of now, they are not common in industrial settings. This is because challenges
like indoor localization, collision avoidance, and battery runtime are not yet solved to a
degree that would allow for their large-scale roll-out.

21 participants took part in the study (approved by the local ethics committee and
after given informed consent, No 812) in August 2024 in the research hall at the chair
of material handling and warehousing of TU Dortmund University. Two participants
(participant 17 and 20) were excluded from our analysis due to incorrect execution of
the experiment, leaving us with measurements from 19 participants (Mage = 28.89,
SDage = 9.71; 8 females, 11 male). The study took approx. 15 min. per person for the
five stations (described below). Participants received a compensation of 15 EUR.

The research hall is a testbed for swarms of unmanned aerial vehicles (UAVs)
(Gramse et al., 2022). It is equipped with a marker-based motion capturing system.
It allows tracking of all moving entities (humans, drones, boxes, etc.) with up to 300 Hz
and an accuracy of less than 1 mm. Beyond that, RGBD cameras are deployed for video
recording. The aerial drones are self-built, in cooperation with the Fraunhofer Insti-
tute for Material Flow and Logistics. Common warehouse equipment such as boxes,
racks, and forklift trucks are available to create logistical scenarios that closely resemble
real-world systems.

The use case scenario included the story of a recently hired warehouse worker who
is learning on the job how to navigate through the warehouse — assisted by a drone. The
drone shows the worker the way to the first picking station so that they get to know the
warehouse. We designed a parcourse with five stations (see Fig. 3 and 4):

e Station 0 (pre-post measure): The drone flies towards the worker; the worker stops
the drone via button press on a remote control when the comfort distance was reached
(pre and post experiment)

Station I: Arrival

Station II: Flying around a barrier

Station III: Loss of sight

Station IV: Destination

The stations were designed to let participants make concrete experiences with the
drone’s behavior and to give them opportunities to update their individual trust levels.

As described in https://osf.io/pw2bs/, participants were asked through open-ended
questions (via voice recordings) to indicate their mental model, e.g., 1) what do you
think the drone will do on arrival?, 2) what characteristics must the drone have to fulfil
the task?, 3) how close will the drone come to you?, 4) what do you think the drone will
do next?, 5) how must the drone behave so that you want to continue following it despite
the barrier?

The drone flew at an approximate height of 102 cm. The average height of the
participants was X = 174.89 cm (SD = 9.05).
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Currently, Al is not integrated into the creation of the scenario. However, several
areas where Al could contribute include indoor UAV localization without relying on
motion capturing systems, planning the shortest path from the source to the destination,
and obstacle avoidance along the route. Implementing these Al-driven approaches would
enhance the autonomy of the drone.

Thi A > | Station IV: Destination
=iy Station II: Flying i
\ . s

Fig. 3. Experimental set-up in the research hall. Top view of the scenario that was created in the
research hall. Four picking stations are placed in different locations (station I — IV).

4 Preliminary Descriptive Results on Trust and Mental Model
Over Time

We present a selection of preliminary results, focusing on a quantitative analysis of
mental model development over time and subjectively measured trust. The accuracy
of the mental model in relation to the drone was measured by a questionnaire post
and pre-experimental, as well as two weeks after the experiment (follow-up) (Table 1).
The subjectively preferred human-drone distance was measured immediately before and
after the experiment/ human-drone interaction (Table 2). Trust was assessed during the
human-drone interaction at picking stations I, II, and III (cf. Figure 3; Table 3).
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Fig. 4. Picking stations used in the experimental set-up.

Table 1. Descriptive results of mental model measures (pre, post, and follow-up).

t0 t1 t2

M SD |M SD |M SD
Overall mean (Scale: 1;5) 3.29 |1.00 |4.51 |0.56 |3.96 |0.74
I know what the drone is capable of 3.11 | 1.15 |4.32 |0.67 |4.19 |0.83
I have no clue how the drone will behave during our |3.11 |1.37 [3.95 | 1.31 |3.56 | 1.41
collaboration
I know the limits of the drone 311 | 1.33 |3.63 1096 |3.38 |1.15
I have an idea how the drone functions 3.68 |1.29 [4.42 |0.77 [4.50 | 0.63
I am able to estimate that the drone is useful for 3.63 |1.01 [4.37 |0.83 |4.12 | 0.81
It is difficult for me to say what the drone is useful for | 2.21 | 1.32 | 4.05 | 0.97 |3.88 | 1.09
I understand how the drone and I can collaborate 321 |1.03 |4.32 |0.75 [4.06 | 0.85

Note. 10 = pre-experimental, t1 = post experimental, t2 = follow-up (2 weeks after the experiment).

M = Mean, SD = Standard Deviation

Table 2. Descriptive results of measuring human-drone distance (pre and post).

Pre experimental

Post experimental

M

SD

M

SD

Drone distance towards the participant (in cm)

136.95

72.42

112.79

37.08

Note. M = Mean, SD = Standard Deviation

On the individual level, participants did change their trust level marginally in relation

to their initial trust level (see Fig. 5).
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Table 3. Descriptive results of measuring reported trust (during the experiment).

Picking Station I Picking Station II Picking Station III
M SD M SD M SD
Reported trust in % 78.95 22.04 78.45 21.84 78.82 21.74

Note. Trust was verbally reported at picking stations I-III. M = Mean, SD = Standard Deviation

Results of a repeated measure ANOVA (Friedrich et al., 2023) of the reported trust
between picking stations I to III showed no statistical significance (ATS(1.18, co) =
0.034, p = .889). These results indicate that participants, despite their interactions with
the drone, remained attached to their initial evaluations of trust. This suggests that trust

Trust in % over Time
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Fig. 5. Changes in trust level over time (T1-T3) for each participant. T1 = Reported trust at

picking station I, T2 = reported trust at picking station II, T3 = reported trust at picking station
III.
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in technologies, particularly in the context of drones, is influenced by pre-existing psy-
chological anchors, and that new interactions alone may not be sufficient to induce
significant changes in trust levels.

Analyses of participants’ mental models regarding the drone via a questionnaire
(Tausch, 2024) showed significant changes across the three measurement time points
(ATS(1.746,00) = 16.409, p < .001; distributional and heteroscedasticity robust repeated
measure ANOVA (Friedrich et al., 2023). Results from Welch post-hoc tests indicated
that the mental model becomes significantly clearer between the pre-experimental and
post-experimental measurements (diff. = 1.044, p < .001). Although there was a decrease
in clarity of the mental model between the post-experimental and follow-up measures
(two weeks after the experiment), this change was statistically not significant (diff.
= -0.205, p = .228). Nevertheless, the difference between the pre-experimental and
follow-up measures remained statistically significant (diff. = -0.839, p = .002).

To provide an overview of the relationships between key variables, correlation matri-
ces of the key variables mental model, drone distance, and reported trust are presented
in the Appendix (Table Al and A2).

S Preliminary Conclusion and Outlook

Based on the results of this pilot study (with all its limitations regarding sampling and
sample size), we can summarize that on a cognitive level of the mental model, human-
drone interaction leads to positive subjectively perceived changes towards an enhanced
understanding of the capabilities (and limits) of the drone and comprehension of collab-
orative tasks and interaction types. Participants became more confident in judging the
capabilities of the drone, but this did not mean that their trust level changed strongly.

At the affective level of trust, we observed that participants, in most cases, do
not significantly diverge from the initial trust level. It seems as if there is a personal
trust expectancy level around which changes slightly, either positively or negatively, or
remains the same. Strong changes and large jumps were not observed in this context.

From a method-related perspective, it can be argued that the interaction period was
either too short (around 15 min.) or did not include experiences that were able to discon-
firm the individual’s expectation in a positive or negative way, or both. Further studies
should consider these points, e.g., by including interaction experiences that are suitable
for disconfirming expectations.

From a theoretical perspective, based on the results so far and acknowledging the
sample size in the study and its implications, the theoretical assumptions of the C/D
theory (Oliver, 1980; Buschmeyer et al., 2023) may serve as a useful explanation of pro-
cesses of trust development and trust level maintenance, respectively. The C/D paradigm,
that was originally developed to explain user and/or customer satisfaction, may be suit-
able to explain trust development and maintenance as a consequence of a conscious or
unconscious comparison of the perceived performance of the drone with the expected
performance. The result of this comparison is a specific level of trust or distrust. Due
to the concrete experiences over time, trust levels may be updated - but not necessarily.
Experiences made during the interaction were in most cases perceived as a confirma-
tion of the initial expectation, independent of high or low expectations. We assume that
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a kind of confirmation bias occurs, meaning that the initial assessment is more likely
to be confirmed rather than fundamentally changed as interaction continues. It appears
that assimilation of new experiences occurs rather than accommodation and complete
re-evaluation. The behavior of the drone must deviate significantly from the initial trust
level to change the trust level substantially. If drone behavior remains within a certain
zone around the expectancy level, the trust level does not change.

On the behavioral level, the reduced distance as an indicator of comfort after
completing the course, shows an advancement.

All results can be regarded as preliminary and should be replicated in further studies.
Nevertheless, the results show the importance of a comprehensive look at cognitive,
affective, and behavioral measures of human reactions in trust development in human-
technology interaction with new technologies.
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Appendix

Table Al. Kendall’s Tau correlation matrix of the key variables mental model, drone distance,
and reported trust with corresponding p-values of pairwise correlation tests.

MMI| |MMItl 'MMIt2 |[DDI |DDI |RTIPSI1 RT | PS2 RT |
t0 t0 tl PS3
MMI |1
t0
MMI |1= 1
tl 406,
.019%*
MMI 1= | 1=.462, 1
2 .350, =
= .017%
.073

(continued)
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Table Al. (continued)
MMI| |[MMItl MMIt2 |[DDI| |DDI |RTIPSI1 RT | PS2 RT |
t0 t0 tl PS3
DDI| 1= 1=.167, 1=.191, |1
t0 .038, |p=.346 |p=.330
p =
.828
DDI (1= T= T= T= 1
tl -.355, |-264,p |-.028,p |.219,
p= =.142 = .888 p=
.048* 230
RT| |t= 1=.262, |t=.372, |1= T= 1
PS1 153, |p=.141 =.067 |.053, |.055,
p= p= pP=
.390 770 766
RTI| |1= =411, |t=395, |t= T= T=.751, 1
PS2 .192, |p= p= 227, |,144, | p < .001%%**
= 021 % .049* = =
281 212 434
RTI |1= T=.558, |t=.433, |[1= T= T=.543, T =.800, 1
PS3 |.165, |p= p= 290, |.206, | p = .004%** p < .001#%*
p= .002%* .033%* p= p=
.362 118 273

Note. Kendall’s Tau correlations and corresponding p-values were computed using cor.test() in R
with method = ‘kendall’ and complete observations only (use = ‘complete.obs’). No correction
for multiple testing was applied. a-level (unadjusted) was set at .05; p < .05%, p < .01%*, p <
.001*#** MM = mental model towards the drone, DD = drone distance, RT = reported trust.
t0 = pre-experimental, t1 = post-experimental, t2 = follow-up. PS1 = picking station 1, PS2 =
picking station 2, PS3 = picking station 3. T = Kendalls Tau. Correlations for measures taken on
the same scale are given in the grey boxes

Table A2. Kendall’s Tau correlation matrix of the key variables mental model, drone distance, and
reported trust with corresponding p-values of pairwise correlation tests ordered by measurement
time points.

MM| |DDI| |RTIPS1 RT | PS2 RTIPS3 |[MMItl |[DDItl |[MMI
t0 t0 2
MMI |1
t0

(continued)
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Table A2. (continued)

MMI| |DDI |RTIPSI1 RT | PS2 RTIPS3 |[MMItl |DDItl |[MMI

t0 t0 t2
DDI 1= 1
t0 .038,
p =
.828
RTI| |[t= T= 1
PS1 |.153, |.053,
p= p=
.390 770
RTI |t= T= T=.751, 1
PS2 |.192, |.227, |p < .001*%*
p= p=
281 212
RTI| |[t= T= T=.543, 7 =.800, 1

PS3 |.165, |.290, |p=.004** |p < .001#**

.362 118
MMI| 1= T= T=.262, =411, 1=.558, |1
tl 406, |.167, |p=.141 p=.021*%* |p=
p= p= 0027
.019*% |.346
DDI |t= T= t=.055, T=,144, 1=.206, 1= 1
tl -.355, |.219, |p=.766 p =434 p=.273 |-264,p
p= p= =.142
.048* |.230
MMI | t= T= t=.372, T =395, T=.433, |[t= T= 1
2 350, |.191, |p=.067 p = .049% p =.033*% | 462, -.028, p
pP= p= p= = .888
.073 .330 .017*

Note. Kendall’s Tau correlations and corresponding p-values were computed using cor.test() in R
with method = ‘kendall’ and complete observations only (use = ‘complete.obs’). No correction
for multiple testing was applied. o-level (unadjusted) was set at .05; p < .05%, p < .01**, p <
.001*** MM = mental model towards the drone, DD = drone distance, RT = reported trust.
t0 = pre-experimental, t1 = post-experimental, t2 = follow-up. PS1 = picking station 1, PS2 =
picking station 2, PS3 = picking station 3. t = Kendalls Tau. Correlations are given in temporal
(non-equidistant) order
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Abstract. Establishing trust between humans and intelligent technologies is cru-
cial for a Human-Al Team (HAIT) in the workplace. Trust in a HAIT involves
evaluating both the trustworthiness of team members and receiving feedback on
one’s own trustworthiness. However, this evaluation and feedback process can be
affected by inaccuracies due to subjective assumptions or errors leading to negative
outcomes. The present study investigated how inaccurate trustworthiness feedback
from human or Al team members affects individuals’ self-perceived trustworthi-
ness and trust towards the feedback providor. An online scenario study with 511
participants showed that inaccurate trustworthiness feedback led to lower self-
perceived trustworthiness compared to accurate trustworthiness feedback. How-
ever, no differences in trust in the team member giving the feedback were observed
based on the source of the feedback (human vs. Al team member). These find-
ings highlight the importance of inaccurate trustworthiness feedback in HAIT and
suggest avenues for future research on trust dynamics in these new types of teams.

Keywords: human-Al teams - Al team member - trust - trustworthiness -
feedback

1 Introduction

Numerous organizations are incorporating Al systems into their workplace settings [1],
with some even adopting Al technologies as active team members working alongside
human employees [2]. This integration leads to the formation of a Human-Al Team
(HAIT) [3]. A HAIT consists of both human and AI members working collaboratively
and interdependently on complex tasks to achieve team objectives. Al team members,
characterized as autonomous systems, collaborate with humans to fulfill shared team
goals, requiring a certain level of agency [4]. Establishing trust, which refers to the
intention to accept vulnerability to a trustee based on positive expectations of their
actions [5], between humans and Al agents is essential for the success of a HAIT in the
workplace [6].
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Similar to human-only teams, HAIT members evaluate the trustworthiness of their
peers based on three criteria: their (perceived) ability, benevolence, and integrity [7].
Ability refers to an individual’s skills, competencies, and characteristics that are relevant
to the task at hand. Benevolence pertains to an individual’s intent—specifically, the extent
to which a team member believes that a colleague wishes to act in the team members’
best interests and pursues the collective goal in team settings. Integrity is the perception
of how well an individual adheres to the set of principles deemed acceptable by the
team. At the same time, others evaluate one’s own trustworthiness and respond to it [8].
Thus, trust in a HAIT involves not only perceiving the trustworthiness of the other team
members based on their actions and behaviors but also receiving feedback and input
based on how others evaluate one’s own trustworthiness [6]. Hence, within a HAIT, all
team members, including Al team members, act both as evaluators of the other team
member’s trustworthiness and as recipients of trustworthiness evaluations from their
team members [8]. However, this evaluation process can be prone to inaccuracies due
to subjective assumptions and occasional errors by both human and Al team members.
‘When such misalignment occurs, it creates uncertainty and vulnerability not only towards
the other team members and how they are perceived, but also how one perceives oneself.
In turn, this can hinder the development of trust and potentially leading to increased
tension, distractions, and reduced team performance [9, 10]. Although previous studies
have shown that developing appropriate trust between humans and Al team members
remains a key challenge [11], research on this topic within HAITs is quite limited.

The goal of the present study is twofold. The first aim is to investigate how accu-
racy of trustworthiness feedback from a team member—whether human or Al—affects
an individual’s self-perceived trustworthiness as well as the trust in that team member.
Specifically, we examine whether the accuracy of trustworthiness feedback from human
and Al team members—defined as either a match (accurate) or a mismatch (inaccurate)
between a team member’s actual trustworthiness and how it is perceived by another
team member—affects an individual’s self-perceived trustworthiness, in other words
their own subjective assessment of their trustworthiness. Receiving inaccurate feedback
that undervalues one’s trustworthiness can negatively impact how individuals assess
their own reliability. Specifically, according to attribution theory [12, 13], we propose
that individuals are more likely to attribute inaccurate trustworthiness feedback to per-
sonal shortcomings rather than external factors. This tendency causes them to question
their abilities and judgment, leading to reduced confidence and diminished self-perceived
trustworthiness than when receiving accurate trustworthiness feedback. Simultaneously,
we explore whether the accuracy of trustworthiness feedback from human and Al team
members impacts trust toward these team members. When individuals have high expec-
tations regarding their own trustworthiness, they assume that their actions and decisions
will be recognized as reliable. However, when they receive feedback that undervalues
their trustworthiness (inaccurate trustworthiness feedback), this expectation is violated.
According to the violated expectations model [14, 15], such a discrepancy—particularly
when perceived as unjustified or misaligned with one’s self-view—can lead to negative
evaluations of the feedback source (e.g. the human or Al team member) and a reduction
1n trust.
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The second aim is to explore whether the source of the inaccurate trustworthiness
feedback—human versus Al team member—Ieads to different outcomes. Given the dif-
ferences in perceptions of trust among team members between human-only teams and
HAITSs [16] and that humans tend to assess more negatively Al’s compared to human’s
decisions [17] often assuming an AI’s inconsistent performance [18], we expect differ-
ences when receiving inaccurate trustworthiness feedback from a human compared to an
Al team member. We specifically examine whether inaccurate trustworthiness feedback
has a less negative impact on one’s self-image when it comes from an Al team member
rather than a human team member. We hypothesize that inaccurate feedback from an Al
team member is more likely to be dismissed or discounted by devaluing the discrepant
information, compared to feedback from a human team member. Conversely, we inves-
tigate whether inaccurate trustworthiness feedback has a stronger negative impact on
trust toward the team member when it comes from an Al rather than a human team
member. Drawing on the idea that people attribute motives to behaviors—distinguishing
between internal personal motives and external circumstantial ones [12]—we argue that
inaccurate feedback from an Al team member is more likely to be attributed to an error
of judgment on the part of the Al itself. This attribution may lead to reduced trust in the
team member being assessed, compared to when the same feedback is received from a
human team member.

Overall, we propose the following:

Hypothesis I: Self-perceived trustworthiness will be lower when receiving inaccurate
rather than accurate trustworthiness feedback.

Hypothesis 2: Trust in the team member (human or Al) providing the feedback will
be lower when receiving inaccurate rather than accurate trustworthiness feedback.

Hypothesis 3: The negative impact of inaccurate trustworthiness feedback on self-
perceived trustworthiness will be weaker when the feedback is given by an Al rather
than a human team member.

Hypothesis 4: The negative impact of inaccurate trustworthiness feedback on trust
in the team member providing the feedback will be stronger when the feedback is given
by an Al rather than a human team member.

This study aims to deepen our understanding of trust in HAITs by examining whether
perceptions of oneself, others, and trust relationships vary based on the accuracy of
trustworthiness feedback and whether the feedback provider is a human or an Al team
member.

2 Method

2.1 Sample and Study Design

To test our hypotheses, we used a between-subjects design. Specifically, we manipulated
the type of team member (human or Al) and the accuracy of trustworthiness feedback
(accurate of inaccurate). Thus, participants were randomly assigned to four conditions
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(type of team member: [human/AI]) x accuracy of trustworthiness feedback: [accu-
rate/inaccurate]) and completed an online scenario-study using the software Qualtrics.
The participants did not work in a real team nor did they execute tasks during the exper-
iment; all the information received was part of a hypothetical scenario. The inclusion
criteria were being aged 18 or above and having a sufficient English-proficiency level,
as the scenarios and questionnaires were written in English. Participants were recruited
through the website Prolific.

In total, 881 participants completed the study. During the data processing stage,
358 participants were excluded'. The final sample consisted of 511 participants (50.1%
female, 48.3% male, 1.4% other; Mage = 30.32, SDage = 9.48), with 240 participants
from the Al team member condition and 271 participants from the human team member
condition. In the AI team member condition, 119 participants were assigned to the
accurate-feedback condition (condition Al-Accurate) and 121 participants to inaccurate-
feedback condition (condition Al-Inaccurate). In the human team member condition,
137 participants were assigned to the accurate-feedback condition (condition Human-
Accurate) and 134 participants to the inaccurate-feedback condition (condition Human-
Inaccurate).

2.2 Study Procedure

After receiving ethical approval from the first and third author’s institution to run the
present study, participants were recruited via Prolific. After being informed about the
purpose of the study, voluntariness, data anonymity and storage, all the participants
completed four study parts. First, they were presented with a fictional scenario in which
they were part of a company combining the skills of humans and Al technologies. The
participants were informed that they were part of a HAIT, which consisted of different
experts and which was developing a fitness app. They were also informed that depending
on the task during the app development, they often worked in pairs with one other member
of their team. Second, participants received their profile as members of this HAIT, having
the role of the designer. In their profile, they were described as highly trustworthy, with
high levels of ability (e.g. highly skilled), integrity (e.g. just and fair), and benevolence
(e.g. caring for co-workers). After reading their profiles, we assessed their self-perceived
trustworthiness.

Third, participants were informed that they received an email from a colleague, with
whom they are having a meeting the next day. This email included feedback points to
be included in their upcoming project. Depending on the participant”s condition, par-
ticipants received feedback either from an Al or a human team member. This feedback

1 Participants were excluded due the following reasons: 24 participants spent less than seven
minutes on the study; one participant from the human teammate condition did not provide
their consent; 126 participants failed the attention checks (wrong answer when asked to select
“strongly disagree”); 196 remembered their type of team member incorrectly; 12 more partici-
pants were excluded as they rated the scenario realism to be 1; no additional participants were
excluded after checking for outliers.
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was either accurate (conditions Al-accurate and human-accurate) or inaccurate (condi-
tions Al-inaccurate and human-inaccurate) in reflecting the high level of trustworthiness
described in the participant’s profile, which they have read just before receiving the feed-
back. After reading this email, we assessed self-perceived trustworthiness, trust in the
team member that provided the feedback, and asked participants to complete two atten-
tion checks (i.e., “Who is the App Developer Expert in your team?”” and “What is the
hierarchical level of the App Developer Expert in the team?””). Fourth, participants were
informed that the study scenario was over. Then, we assessed demographics and some
additional control variables and at the end, we thanked participants for their time.

The study lasted an average of 15 min, and participants were compensated at a rate
of £9.11 per hour via Prolific.

For study material (profile, manipulation of accuracy of trustworthiness feedback,
and manipulation of type of team member) see Appendix.

2.3 Measures and Materials

Accuracy of Trustworthiness Feedback. The trustworthiness feedback was manipu-
lated via the information provided in the email that the participant received from their
team member. This information was either accurately aligned (i.e., accurate trustworthi-
ness feedback) or inaccurately aligned (i.e., inaccurate trustworthiness feedback) with
the high level of trustworthiness described in the participant’s profile as part of the study
scenario. In line with the literature showing that trustworthiness is a multifaceted con-
struct comprising three dimensions — ability, integrity and benevolence [7] — the email,
consisted of one passage per dimension (i.e. skills, values and working with others,
with each described as either high (i.e. accurate trustworthiness feedback) or low (i.e.
inaccurate trustworthiness feedback).

Self-perceived Trustworthiness. Self-perceived trustworthiness was assessed with the
15-item trustworthiness scale from Jarvenpaa et al. [19]. The items were modified so
that the self-perceived trustworthiness was assessed replacing “my team member” with
“T” (e.g., “I have much knowledge about the work that needs to be done.”), showing
good scale reliability (o = .85-.90). Responses were given using a 5-point Likert scale
ranging from 1 (strongly disagree) to 5 (strongly agree).

Trustin the Team Member. Trustinthe team member providing feedback was assessed
using twelve items, measuring both cognitive and affective trust. These components were
included due to their established relevance in HAIT research [16]. Six items assessed
the cognitive (e.g., “Given my team members’ track records, I see no reason to doubt
their competence and preparation for the project”), and six items assessed the affective
component of trust (e.g., “I can talk freely to my team members about the difficulties I
am having with the project and know that they will want to listen”). The scale including
all items demonstrated good reliability (oo = .94), with responses given using a 5-point
Likert scale ranging from 1 (strongly disagree) to 5 (strongly agree).
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Type of Teammate. The type of teammate was manipulated based on whether the email
participants received was from a human or an Al team member.

With regards to participant demographics, age, gender, nationality, education, and
employment status were assessed. Finally, we also assessed participants general trust
in technology using three items (e.g., “My typical approach is to trust new information
technologies until they prove to me that I shouldn’t trust them”) drawn from Disposi-
tion to trust technology scale [20], using using a 7-point Likert scale ranging from 1
(strongly disagree) to 5 (strongly agree), and participant’s experience with Al using a
self-developed item (“To what extent do you have experience with using Al in general?
Examples of Al are Chat GPT, Siri, and Grammarly.” using a 5-point Likert scale ranging
from 1 (no experience) to 7 (lots of experience).

3 Results

All the analyses were performed with IBM’s SPSS Statistics 29.

3.1 Preliminary Analysis

Before testing our hypotheses, we wanted to check whether participants perceived them-
selves as highly trustworthy after reading their profiles and before receiving feedback
from their team members. Across conditions, self-perceived trustworthiness was very
high after participants read their profiles, with no significant differences between the
conditions (F(3,510) = .17, p = .912; M =4.71, SD = 0.35 for Al-Accurate, M = 4.70,
SD = 0.36 for Al-Inaccurate, M = 4.70, SD = 0.31 for Human-Accurate, M = 4.68,
SD = 0.33 for Human-Inaccurate). Furthermore, we found no significant differences
between conditions with regards to gender (F(3,510) = 1.03, p = .377), age (F(3,510)
= 1.09, p = .350), as well as with regards to the variables general trust in technology
(F(3,510) = .53, p = .656) and experience with AI (F(3,510) = .82, p = .483).

Means, standard deviations and correlations between the study variables are
presented in Table 1.

3.2 Hypothesis Testing

To test the impact of the accuracy of trustworthiness feedback on self-perceived trustwor-
thiness (Hypothesis 1) and trust in the team member (Hypothesis 2), we run independent
sample t-tests. As expected, receiving inaccurate compared to accurate trustworthiness
feedback led to participants indicating lower values of self-perceived trustworthiness,
1(509) = 14.89, p < .001, and lower values of trust in the team member giving the
feedback, #(509) = 15.09, p < .001. Thus, Hypothesis 1 and 2 were supported.

To test whether the source of the inaccurate trustworthiness feedback—human versus
Al team member— changed the impact of inaccurate trustworthiness feedback on self-
perceived trustworthiness (Hypothesis 3) and trust in the team member (Hypothesis 4),
we run two moderation analysis using Model 1 from the PROCESS SPSS macro (Hayes,
2013). In contrast to our expectations, the negative impact of inaccurate trustworthiness
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Table 1. Descriptive statistics and intercorrelations of the study variables.

Variables M SD |1 2 3 4 5 6 7 8 19

1. Accuracy of 1.50 1 0.50 | -
Trustworthi-
ness
Feedback

2. Type of Team | 1.53 | 0.50 |-.01 -
Member
3. Self- 470 10.33 |-.02 .00 |(.84)
perceived
trustworthi-
ness (before
feedback)
4. Self- 4.22 10.83 |-.55
perceived
trustworthi-

ness (after
feedback)

5. Trust in the 3.84 10.86 |-.55
Team
Member

6. General Trust | 5.21 |1.16 |.05 .02 |.18
in Technology

7. Experience 3.68 093 |-.01 .06 |.04 .03 11
with Al

8. Gender 1.54 | 0.54 | -.01 -02 |.10
9. Age 30.32 19.48 | .06 -04 | .17

sk sk

00 .32 [ (.99)

*k 3k *3k

A1 |16 51 (.94)

ek sk

.05 18 (.74)

® o

.26 -

*

01 .01 |-04 -11F |-
04 | -09% .00 |-28"" .00 -

sk

Notes. ™ p < .05; o p < .001; sample size is 511 individuals; accurate trustworthiness feedback is
coded as 1 and inaccurate trustworthiness feedback is coded as 2; human team member is coded
as 1 and Al team member is coded as 2; the Cronbach’s alpha reliability values are displayed on
the diagonals of the correlation matrix.

feedback on self-perceived trustworthiness did not differ significantly when the feedback
was given by an Al than a human team member, b = 0.06, 95% CI [—0.173, 0.309].
Similarly, the negative impact of inaccurate trustworthiness feedback on trust in the team
member did not significantly differ when the feedback was given by an Al than a human
team member, b = -0.08, 95% CI [—0.328, 0.168]. Thus, Hypothesis 3 and 4 were not
supported.

Means, standard deviations for self-perceived trustworthiness and trust in the team
member for each condition are presented in Table 2.



Feedback from Al Team Members 225

Table 2. Means and standard deviations for self-perceived trustworthiness and trust in the team
member for each condition.

Conditions
Accurate Trustworthiness Feedback Inaccurate Trustworthiness Feedback
Al- and human- Al- Human- Al- and Al- Human-
Accurate Accurate Accurate human- Inaccurate Inaccurate
Inaccurate
Variables M SD M SD M SD M SD M SD M SD
Self-Perceived 4.68 | 0.39 4.64 | 0.46 4.71 |0.31 376 |0.89 |3.69 | 0.873.83 |091
Trustworthiness
Trust in the 4.32 |0.52 4.19 |0.59 442 1042 336 |0.87 |328 |0.883.43 |0.87
Team Member

Notes. The sample size is 256 participants in the conditions Al- and Human-Accurate, with 119
participants in the condition Al-Accurate and 137 participants in the condition Human-Accurate,
and 255 participants in the conditions Al- and Human-Inaccurate, with 121 participants in the
condition Al-Inaccurate and 134 participants in the condition Human-Inaccurate

4 Discussion

4.1 Implications for Research

To provide empirical insights into trust in HAITs, this study examined whether the
accuracy of trustworthiness feedback—given by either a human or an Al team member—
affects self-perceived trustworthiness and trust in the feedback provider. Additionally,
it explored whether the impact of inaccurate feedback differs depending on whether it
comes from a human or an Al team member.

In line with our expectations, we found that trustworthiness feedback resulted in less
self-perceived trustworthiness when it was inaccurate compared to accurate. This result
is in line with previous research stating that discrepancies between self-perception and
external evaluations can harm an individual’s confidence in their trustworthiness [21].
This means that when individuals receive incorrect assessments about their trustworthi-
ness from both human and Al team members, they seem to doubt their own abilities and
judgment. Furthermore, we showed that trustworthiness feedback led to less trust in the
team members providing the feedback when this feedback was inaccurate compared to
accurate. This aligns with previous theoretical work suggesting that trust in other team
members also depends on how much you perceive they trust you as a member [8].

Contradicting our assumptions, the type of team member did not moderate the impact
of inaccurate trustworthiness feedback on self-perceived trustworthiness and trust in
the team member giving the feedback. Discrepancies between external evaluations and
self-perception seemed to harm one’s confidence in their trustworthiness as well as
their interpersonal relationships with the team member providing the feedback, no mat-
ter whether this was an Al or a human, potentially perceiving it as unfair or unkind
[22]. These results challenge previous studies suggesting that trust development differs
between human-only teams and HAITs [16]. Prior empirical evidence may have shown
that humans as trustors trust more their human than their Al team members [23]. How-
ever, in the present study, no trust differences were found when humans as trustees were
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evaluated by human versus Al team members. Future research should explore the extent
to which existing trustor, trustee and trust dynamics literature can be directly applied to
HAITsS or requires refinement and adjustment.

4.2 Limitations and Next Steps

While this study provides valuable initial insights, several limitations should be acknowl-
edged when interpreting the findings. One of the most important limitations is that it was
a scenario study. Imagining to have an Al team member might have been too unfamiliar
for the participants, making it difficult for them to perceive this scenario as even possible
in the future. The present study should be replicated with stronger manipulations (e.g.
Wizard of Oz approach) or interactions with simplistic Al team members (e.g. adjusted
ChatGPT). Furthermore, the variables were captured only via self-reports, which are
susceptible to bias, and may not be fully representative of an individual’s beliefs. In the
future, similar studies should incorporate tasks, where behaviors and reactions towards
team members can be observed and captured. Finally, many important variables that
impact the trust relationships between humans as well as human and Al agents, such
as Al agent and team characteristics were neglected. Previous meta-analyses of trust in
Al agents and automated systems have suggested that the characteristics of the system
(embodiment, anthropomorphism, etc.) strongly impact trust [8, 24, 25]. Other studies
have also indicated that trust is much more important and impactful in contexts where
trust behaviors can cause greater consequences [26] and that incorporating context is
necessary to differentiate the consequences of trust from behavioral intentions. These and
additional factors should be considered when conducting similar studies in the future.

5 Conclusion

Building trust between humans and intelligent technologies is essential for the effective
functioning and success of a HAIT within the organizational setting. Trust within HAITs
is shaped not only by perceptions of the trustworthiness of team members but also by the
feedback and evaluations of one’s own trustworthiness. The accuracy of trustworthiness
feedback, whether from human or Al teammates, can influence the development of trust
and potentially the subsequent outcomes. Indeed, our study revealed that inaccurate
compared to accurate trustworthiness feedback resulted in lower self-perceived trust-
worthiness, but the source of the feedback—human or AI—did not significantly impact
those relationships. These findings emphasize the importance of trustworthiness feed-
back in HAIT relationships. To enhance feedback quality, future work should explore
systems for real-time performance-based feedback, personalized Al calibration, and
training for human team members to interpret Al feedback effectively. Further research
is also needed to assess whether existing trust dynamics and feedback literature from
human interactions can be applied to HAITS or requires refinement.
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Appendix

Profile for Designer Team Member
Your role and expertise as an App Design Expert

You are one of the best App Design Experts in your field. You are a team member
who participates in decision-making and fulfils a distinct role that contributes to team
performance. Your role and related expertise serve as a crucial asset in the team, which
aids the further development of the fitness app. Thanks to your expertise, the milestones
overcome in the app development highlight the potential benefits towards the company
if the team’s ideas get CEO endorsement and funding.

There are three main components that are reviewed in the feedback forms of
your company. From your own perception and previous feedback you have gotten the
following insights about yourself:

Skills

You have been a designer in demand and have worked on multiple successful projects.
With the help of additional training, your skillset keeps expanding and you feel confident
in your capabilities. Previous feedback rounds from your peers have strengthened your
confidence in your capabilities. Co-workers often ask you for your feedback on their
work or advice regarding new design projects. Often, you are given high-responsibility
roles for important projects.

Values

Justice and fairness are fundamental to you. You believe it is important to stay honest
when working with your colleagues and work in a reliable way where you keep the
promises, e.g., about deadlines, you have made. From your previous team members, you
have received feedback that you are very consistent with your work and that they feel
they can rely on you to fulfil your responsibilities.

Working With Others

You are caring for your co-workers and team members. When collaborating, you tend to
take all team members” interests and goals into account and try to find the best solution
for everyone involved. You are a real team player who likes to help others to see them
grow. If you see someone struggling with a task, you tend to take time out of your own
schedule to help them out.

From your colleagues, you have received feedback of them feeling seen and heard
by you. They believe you don’t only take your own interests into account but also theirs
when making a decision and a mutually beneficial relationship has oftentimes been
created.

Manipulation for Type of Team Member (AI/Human)

Tomorrow your project continues. For the next project step, you collaborate with the
Al/human team member who functions as an App Developer Expert. Your team is focused
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on building a new feature requiring both your design skills and the other Al/human team
member’s technical expertise. Before tomorrow’s meeting, the Al/Human App Developer
Expert sent you an E-mail summarizing ideas and thoughts about your collaboration in
the next steps of the project.

Manipulation for Accuracy of Trustworthiness Feedback (accurate/inaccurate)

Dear App Design Expert,
I hope this E-mail finds you well.

I have reflected on our previous collaboration and would like to suggest the following
for our next project.

From now on, I believe it would be important that:

We keep consulting each other on a regular basis to ensure that I can provide the right
technical requirements according to your design choices for the new feature. I will give
feedback on your designs to further improve the performance of the functionalities./
We should integrate more feedback loops to ensure that your design choices align with
the technical requirements of the feature, as I am not sure about the performance of
the functionalities that you have designed so far. Whenever I have time, I will suggest
changes to your designs to ensure that the new feature will align with the rest of the
application and function well.

Furthermore, I appreciate your high level of transparency and communication with
me in the previous parts of the project. You have kept me well-informed about your
design decisions and asked me for my input when needed. This is why I would like our
collaboration to remain the same./ Furthermore, I have noticed that in the past, your
design choices were not always consistent and you were not always able to keep the
discussed deadlines. For the next part of the project, I will set deadlines for your final
decisions to ensure we can work effectively.

Finally, I have noticed that you make design decisions that prioritize the user’s and
the team’s needs and preferences, therefore I will commit to developing the app in the
most user-friendly and accessible way possible. Iwill try to anticipate your preferences as
a designer and suggest changes that align well with your design style./ Finally, regarding
your design choices, I felt you tend to prioritize commercial interests over the user’s and
the team’s needs. I would suggest focusing more on usability and making the app more
accessible to everyone.

I am looking forward to our meeting tomorrow.
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Abstract. Schedulability analysis aims to decide whether it is possible to
meet the timing constraints of the given subset of real-time tasks that will
be scheduled by the given policy and executed on the given platform. For
some situations (classes of systems and conditions), a guaranteed /proven
schedulability analysis method exists. As such a method may be absent
for other situations and there may be a practical need to cope with the
schedulability analysis in such problematic (but realistic, burdened with
uncertainty) situations, the analysis must rely on alternative means. This
paper presents some of the situations (related, e.g., to the drift of a clock
and OSTime, event/interrupt management, task design patterns or OS
components such as a scheduler and task queues) that represent a prob-
lem for guaranteed approaches first. Then, it presents our approach for
interruptible CPU-based systems; it builds on a simulation model over a
network of stochastic timed automata, an instrument able to cope with
such situations. To analyze schedulability, we apply the statistical model-
checking technique to our model. The technique has already shown to eas-
ily scale to complex dynamic systems as well as to efficiently solve vari-
ous problems. Our results indicate that the model and the technique are
appropriate for schedulability analysis in realistic situations, where the
computational complexity and result of the analysis are driven by prede-
fined parameters such as the degree of confidence.

Keywords: Real-time - Task + Uncertainty - Schedulability - Model -
Analysis - Simulation - Timed automaton - Statistical model checking -
Processor - Exception + Operating System

1 Introduction

To meet expectations placed upon a real-time (RT) system, the system must be
specified, modeled, and analyzed precisely for various conditions; such a need
represents a problem to be solved in the early stages of development. Basically,
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the solution is facilitated by introducing a set of parameterized RT tasks and
doing a schedulability analysis (SAN) over the set to evaluate the level of meeting
the expectations (e.g., timing constraints) imposed on the system, ranging from
guaranteed through best-effort to unfeasible. On top of the set of RT tasks,
more complex solutions may involve information about preemptivity /migrability
of tasks, dependence among tasks, policies used to schedule tasks and assign
priorities to tasks, overheads of managing/executing tasks using a particular
operating system (OS) etc. For some situations, a proven SAN method exists.
As such a method may be unavailable for many other (often realistic) situations,
this paper approaches the SAN problem from a practical perspective.

1.1 Scope and Structure of Paper

Especially, this paper focuses on situations that, if measuring their characteristic
data (such as event occurrence/handling times, stack/queue utilization, or CPU
load), involve some kind of uncertainty, i.e., each data can be, if identified, seen
as a random variable the measurement of which is loaded by an error given by
a confidence interval. Among the others, uncertainty may originate from facts
such as harsh environment, stress/degradation of material, faults/errors/anoma-
lies, signal propagation latency, drift of a digital clock, digitization effects, lack of
energy, cache misses, pipeline flushes and interrupt requests. For example, inter-
rupt requests (IRQs) may occur at arbitrary times, suffer from arrival/servicing
jitters, be subject to priorities, some can be un/masked, and IRQ handlers can
be nested at run-time. Mostly, such uncertainty-induced behavior can only be
described stochastically and results in the explosion of situations to be consid-
ered during SAN. To cope with that, we propose a simulation model (of an RT
system, RTS) that is built on a network [22] of stochastic timed automata (STA),
an overclass of timed automata (TA), capable of expressing various aspects with
regard to uncertainty. To analyze the schedulability of a RT task set, we use the
statistical model checking (SMC) technique [1].

The paper is organized as follows. Section 2 outlines a closer specification and
a background of our research with regard to this paper; it covers topics such as
an RT system/task, sources of uncertainty in realistic situations, conventional
approaches to modeling/analysis of RT systems, state-of-the-art in the SAN area,
and reasoning/instruments of our research. Section 3 presents our (realistic) STA
based model as well as SMC based approach to the SAN problem. Section 4
presents our representative results and Sect. 5 concludes the paper.

2 Research Background
2.1 RT Systems and Tasks

Simply put, a RTS must operate correctly from both the logical (“what”) and
temporal (“when”) ways of control. While the former concerns the control flow
and data management used to realize desired actions, the latter concerns deter-
mining when the actions take place.
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Traditionally, a action is performed by a computational unit called an RT
task (7); based on Fig. 1, we distinguish the following classes of tasks:

AL tasks released just after the startup of a (RT)OS,

OF tasks released after the startup of a (RT)OS, e.g., from an IRQ handler,

1S tasks that run a sequence of commands and end afterwards, e.g., by deletion

CY tasks that enter a cycle (loop) whose iteration contains a blocking call,

PE tasks released periodically,

SP tasks released at the earliest after a predefined time has elapsed,

AP tasks released anytime,

PR tasks suspendable externally when a higher-priority execution becomes
ready,

NPR tasks that run until they allow suspension,

DE tasks synchronized with other tasks,

IDE tasks independent of other tasks.

We prepared Fig.1 both to give a reader an idea about the classes of tasks
used in practice and to emphasize what classes we would like to incorporate into
our approach (details to which can be found, e.g., in Sect. 3.1, especially in its
Listing 1.2, Fig. 8). To the best of our knowledge, existing approaches are mostly
academical /theoretical and do not reflect various practical facts. For example, a
task can be configured /implemented specifically under an RT(OS), e.g., from the
AL, 1S, CY classes), data structures OS uses to manage ready tasks (e.g., tsk@
in Listing 1.2, Fig.6), a way in which hardware works (see, e.g., Fig. 4, 7) and
an arbitrary digital clock drifts [27], etc. Instead, the approaches try to abstract
from some known mechanisms, trying to replace them by a simple model (for
an overview, see, e.g., Sect. 2.3) used to express their effect in a computationally
simple way, e.g., by means of a random variable.

RT task

T T T ! T 1
(release) (behavior) (inter-arrival) (preemptivity) (dependency)

1 1 1
[ 0;1- [ I [ I I Pre-
Auto- th One- Cyc— Peri- Spo— Ape— m Non- Depe—  Indepen—
Load Fle- shot lic odic radic riodic et. p- Pre. ndent dent
(AL) (o%) (18) (CY) (PE) (SP)  (AP) (Fl";;) (NPR) (DE) (IDE)

Fig. 1. Classification of RT tasks based on selected criteria.

To cope with timeliness, an RT task is characterized by static and dynamic
parameters [9,14]. Static ones involve, e.g., the worst-case execution time
(WCET, C), priority (P), timing constraints such as a relative deadline (D) and
inter-arrival period (T), if applicable, and (partial, task’s) CPU utilization factor
(u = £). Dynamic parameters involve, at least, the release time (r) — needed,
e.g., to evaluate the absolute deadline (d = r+ D) —, execution start (s) and end
(e) times, response time (R = e — r) or, time to deadline (D(t) = d —t) and
time to complete a task (C(t) = e —t) at t. For an illustration, see Fig. 2a. At
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Fig. 2. An illustration to a) parameters of a task 7, b) prolongation of the response
time of a low-priority task 7z due to the execution of a high-priority task 7, ¢) delayed
start of 7y due to time needed to detect the release of 74, then suspend 77, and finally,
switch the context to 7x.

a time, multiple tasks may be released and thus ready (to be executed). If tasks
share an execution unit, they must be serialized by an arbitrator, called a sched-
uler. A scheduler makes its decision based on scheduling policy [9,14], where the
policy “works well” for a predefined class of tasks/conditions such as a class of
independent preemptive periodic tasks. Its decision results into a schedule (e.g.,
Fig. 2b, c). For a more formal, but simplified definition, see Definition 1.

Definition 1 (Basic notation). Let I' = {71, 72,...,7,} denote a set of n
RT tasks, ® = {¢1, ¢2, ..., ¢m}, denote a set of m computational resources for
executing the tasks and £rg € &, where ¢ = {RR,RM, DM, EDF,...}, denote a
scheduling policy used to schedule I' using ®.

The process of checking the timing correctness of an RTS typically comprises
two kinds of analysis: timing analysis (TAN) and consequent schedulability anal-
ysis (SAN). While TAN tries to characterize the amount of time, e.g., WCET, a
task needs to finish on a given platform [40], this paper relates to SAN [9, 14, 36];
based on TAN results, SAN is used to check whether timing constraints can be
met under given conditions. (see Definition 2).

Definition 2 (SAN problem). Given I' and @, a schedule is called feasible <
(Vr)[T € I' A (7 is executed using @ and timing constraints of T are met)]. I' is
called schedulable < (I¢r.a)ére € € N (a feasible schedule results from &ra)].
The scheduling problem is defined as the problem of finding a feasible schedule
for predefined ', & and . A method (called a schedulability test too) able to
decide whether I' is schedulable (using &, ) is called schedulability analysis.

As the scheduling problem is NP complete, finding its solution by a scheduler
at runtime can take much longer than it is acceptable in a particular application.
If so, the solution must be found before rather than at runtime.

2.2 Uncertainty

This paper deals with the SAN problem in realistic situations, i.e. reflecting var-
ious sources of uncertainty [41]; due to very limited space in this paper, we skip
an introduction to facts such as the components/types of uncertainty or the
so-called randomness classes detailed, e.g., in [23]. A source of uncertainty can
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contribute in a specific way to various effects at particular abstraction levels of
an RT system. For example, at the task level uncertainty can cause undesired
effects such as jitter of release/response times due to drift of a digital clock, signal
propagation jitter, processing irregular interrupt requests, material stress, fault-
s/errors, or lack of energy. Apparently, it seems almost impossible to consider
all of the sources, so one must limit SAN, e.g., as we did in this paper.

For example, the delay A, from Fig. 2a,c may result from both the latency
that can be measured precisely, such as the duration of context load/store oper-
ations on a particular platform, and the latency specific for a particular context.
Figure 3a, b illustrate how the execution of a low-priority task (rr), can be
affected by a high-priority task (77), and an TRQ handler used to service the
tick of an (RT)OS. The illustration (non-realistically) assumes that the digital
clock does not drift and tickrrg is the only IRQ, but it (realistically) illustrates
that the time of its handling may vary, e.g., due to the state of pipeline/caches
at the time of arising the request.

tickrro Thick the number (#) Tick
) 1 #0 ) #1 t #2 t #3 t e Cotat o . Z0 ' #1 ) 42 t #3 t
ticknhandier [ slot/granule ‘ i I
3 :
&
m TH 1] 22 a ] A i] & it N v [ |
8 dliUU)A tr’AAdly(1> dly(1) 1 it
trp Ac =
T AN A7 e AN EWAn
0 120 3 4 b 0 1! 2 3 4
a tsa  lsp tsc

Fig. 3. An illustration to the task resume jitter at the level of 71 after calling dly(1)
used to delay (i.e., block) its caller for one T4k, ideally: a) 71, may resume sooner/later
— at tra, trB, resp. — than in Ti;c, units of time, but still in the Ty;cr slot/granule that
follows the call — made at tsa, tsp, resp. —, b) due to an excessive activity at higher
priority levels, 7r, may resume much later (at t-c) or never after the call (made at t.¢);
a zigzag line represents an uninteresting fragment of code execution.

Figure 4 illustrates the uncertainty that arises from processing IRQs and key
components of latency with respect to IRQs. IRQs may occur at arbitrary times
(e.g., asynchronously to a digital clock used by a CPU), suffer from arrival /ser-
vicing jitters, be subject to priorities, maskable IRQs can be un/masked and
IRQ handlers can be nested at runtime; moreover, their management needs some
resources (such as the CPU, stack) used by tasks too. Mostly, similar behavior
can only be described stochastically and results in the explosion of situations to
be considered during SAN.

2.3 State of the Art

Various approaches to SAN under uncertainty have already been published.
Many of them proposed an ad hoc (RT task) model to substitute the lack of
information about sources of uncertainty, their effects, etc. We distinguish the
following classes of approaches:
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Fig. 4. An illustration to uncertainty arising from processing an IRQ. 1: at t;rg an IRQ
occurs, is recognized and CPU is signalized to suspend the recent task-level execution;
2: at t;r, implicit CPU context saving starts, followed by the IRQ arbitration and vector
fetching at 3; 4: at trs the IRQ handler starts; 5: explicit CPU context saving starts; 6:
OS gets informed about entering the IRQ handler level; 7: handling of pending IRQs;
8: OS gets informed about exiting the IRQ handler level in order to decide about
the consequent control-flow; 9: explicit CPU context restoring starts; 10: at trc the
IRQ handler ends; 11: explicit CPU context is restored; 12: IRQ level ends, task-level
execution resumes; zigzag line represents an uninteresting fragment of code execution.

e Specific: the class comprises approaches such as multi-frame model supporting
various execution times for various instances of a task [33,34], elastic model
able to temporarily prolong the period of some tasks [8,35] and adaptive model
able to update parameters of a task based on its execution history

e [Imprecise: it includes approaches usable in applications able to tolerate
errors [24,29], e.g., video processing; typically, they temporarily decrease their
demand by switching to an approximate (CPU saving) mode of computation.

e Probabilistic: it encompasses a multitude of approaches such as [6,7,10,11, 20,
26,31,32,39], applicable to systems where at least one parameter of a task can
be expressed as a random variable; e.g., the approaches build on the proba-
bilistic worst-case execution time (pWCET, pC) and the maximum acceptable
probability of missing a deadline (the so-called probabilistic deadline, pD); for
a comprehensive overview, please consult, e.g., [19].

Some UPPAAL-based solutions exist as well, e.g. RTLib [37], a model-based
framework for scheduling analysis [18] and a multi-core resource model for hier-
archical scheduling systems [6]. But each of them models a different subset of
reality (e.g. mixed-criticality systems, resource sharing/utilization, hierarchical
scheduling in a multicore environment) and concentrates on specific sets of prob-
lems and analysis. Alternatively to UPPAAL, one can model and analyze various
phenomena using the CHEDDAR tool [38]. Sadly, we must conclude this part
by stating that solutions we know abstract from modeling uncertainty sources;
instead, they model uncertainty effects as usual, e.g., using the (min_period,
max _period) to parameterize the period of a task. In our approach, we would
like to take a step forward by showing that it makes sense to model uncertainty
sources in the SAN context.

From the SAN point of view, there are various schedulability tests for various
situations [9,14,21]; many of them are simple as they are based on computing
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parameters such as the (static, overall) CPU utilization factor (U = > _ru;).
Such tests, however, usually represents a sufficient or necessary condition for
checking the schedulability, but not both: if a sufficient condition, e.g., LIU AND
LAYLAND’s [30], holds then I is schedulable; if a necessary condition, e.g., U > #
of available CPUs, does not hold then I" is not schedulable. Some tests, however,
such as response time analysis (RTA) based tests, represent both conditions
[9,14]; after such a test finishes, the schedulability of I" can be checked by testing
R; < D; for each 1; € I'. To get more realistic results, the test can be extended
[13] — by components such as blocking time (B;), release time jitter (J;), context-
switch time (Cgy), period of a scheduler tick (Tyicr), time to handle a scheduler
tick (Cick) or time to make a task ready (Cyyeue) — to produce more realistic,
but pessimistic, results. If uncertainty (e.g., clock drift or IRQs) is considered,
the tests become complicated or do not exist for the given conditions.

2.4 Instruments of Our Research

Our research tries to overcome the disadvantages of the approaches summarized
in Sect. 2.3 by covering uncertainty aspects such as the drift of a digital clock,
non-periodicity of events, behavior of hardware and change of its parameters in
time, an OS and its scheduler, task design patterns. Below, let us present key
means we used with regard to our research; for more info, consult [2,3,5,12].

Statistical Model Checking. Various means can be used to model the behav-
ior (M) of a RTS, formalize its expected properties (¢) and then check whether
such properties can imply () from such behavior, that is, whether M | ¢.
We use a model checker (MC) to produce such a decision: if M = ¢ holds, the
checking finishes; otherwise, the checker can produce a counter-ezample (CE),
i.e., a sequence of timed actions leading to the violation of a property — see Fig. 5.
As a “classical” MC technique [3,12] is prone to the state space explosion and
its decision capability is limited and binary (i.e., either M |= ¢ or M [~ ), one
may use a technique such as statistical model checking (SMC) to overcome dis-
advantages of MC [1]. SMC typically involves parameters such as N (amount of
simulation runs), € (error of the confidence interval (CI)), a (risk of making an
error, i.e., the true probability being outside the CI). Simply put, SMC conducts
N simulations on a stochastic model and processes them statistically to infer,
with a predefined e, whether they provide statistical evidence for the satisfaction
of a property with confidence level 1 — . Apparently, SMC can produce more
than the “satisfied /violated” answer about a property [17]; e.g., it can produce
probability density distribution used to express how the probability of satisfying
a property evolves in time. SMC easily scale [25] and has already been applied
to solve various problems [28].

Stochastic Timed Automata. A particular behavior, described by M can be
seen as a (potentially infinite) path through a digraph G, that corresponds to
M. Our paper builds on the so-called timed automata (742) formalism [2] that
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System description System specification
Modeling l l Formalizing
Computational model M Logic formula ¢

MC checks whether M = ¢
if M |= ¢ then it finishes, else it produces a CE.

Fig. 5. Classical (“binary”) model checking.

extends non-timed formalisms by temporal aspects. The “classical” definition of
74 can be further extended (e.g., into STA [22]) by further concepts such as
variables, communication channels, stochastic decisions, ability to reflect cost-
s/rewards [4,17] etc. our approach may profit from. One of the biggest advan-
tages of the 74 formalism is that it allows one to model uncertainty, e.g., using
random variables following a distribution of probability. Also, one can use a cer-
tainly known (deterministic, fixed) delay, unknown (non-deterministic) delay or
to combine the approaches. Note that we prefer to create a usable model based
on 74 rather than exhausting all the means that 742 offers, so some means (such
as non-deterministic delays) remain unused in our approach at this time.

Specification of Properties. For reasoning purposes, the computational
model of a system must be accompanied with the specification of properties
to be reasoned about (see Fig.5). While the “classical” logic [15] helps one to
check whether a formula ¢ () is true or false for all/some realization(s) of logic
and evaluation(s) of logic variables, the so-called temporal logic, a special kind of
the modal logic [3,12], distinguishes between various modes of truth with respect
to the given context, e.g., time or uncertainty. Properties to be checked include
general (reachability, safety, liveness), modal (possibility, invariance, potentiality,
eventuality), SMC (probability estimation/comparison, hypothesis testing).

3 Owur Approach

This section presents our approach to the SAN problem by means of STA and
shows the principle/advantage of solving such a problem using SMC. The practi-
cal applicability of our approach was tested using the publicly available UPPAAL
SMC toolset [17], which allows anyone to try whether our approach fits one’s
needs, to adapt our approach to such a need, etc.

3.1 Uncertainty Modeling

Due to a cyber-physical nature of many RT systems, SAN must ideally deal with
all components/types of uncertainty and classes of randomness, e.g., apparent
(may imply from the post-reset flow of instructions), chaotic (may relate to the
communication/synchronization in an event-driven distributed system), inher-
ent (implies from the occurrence of a fault due to aging of material or harsh
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environment). As the problem of modeling an RTS w.r.t. uncertainty is complex
in general, it tends to result in realistic but non-trivial models. The good news
is that, using STA, such a model can be intuitively decomposed into a set of
smaller ones (e.g., those from Fig. 6), each representing a particular fragment of
reality; models can be independent or interact to correctly express reality.
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— E event I Rt et
L 5 etype, ptte, [0.* & i oy + m| tkQ
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controls access to is s *‘ schld |
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tskSched
executes policy, attr is used by
! hpriQ() !
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Fig. 6. Simplified UML diagram of key components our approach builds on.

We outline key aspects of our approach in the following text. In our models,
common locations/states are colored e, initial and waiting/stopped ones are
colored green o and orange e/ yellow -, resp.; labels are colored as usual in
UPPAAL, i.e., the label of a location: magenta-red, invariant: magenta, action:
blue, guard: green, channel synchronization: cyan, select construct:

First, our model involves a part that allows one to characterize events
expected to occur during the simulation time. For that purpose, we are able
to characterize non-/determinism or stochasticity of occurrence times to assign
them to events then (Listing 1.1). Implicitly, we use events to trigger IRQs.

Listing 1.1. Characterization of probability distributions and events

1 const int PFIX=0, PUNI=1, PEXP=2,PNOR=3,PWEI=4,PPOI=5,PBET=6,PGAM=7,PTRI=8,PARC=9;

2 typedef int[0, MAX_PDIST-1] t_pdist; // # of supported probability distributions

3 typedef int[0, MAX_PATTR-1] t_pattr; // # of attributes of probability distributions

4 // list of supported probability distributions (their attributes are specified tvia pattr[])
5 const t_pdist pdist[t_pdist] = { PNOR, PUNI, PNOR, PEXP, PFIX,
6
7
8

// attributes of probability distributions from pdist/[]
const double pattr[t_pdist][t_pattr] = {
// scale, atr0, atrl, atrt2, ...
9 {1.0, 3000.0, 50.0, 0.0}, {1.0, 5000.0, 0.0, 0.0}, ... }
10 // structure used do specify an event
11 typedef struct {

12 t_event etype; // event type: 0 (periodic), 1 (sporadic), 2 (aperiodic)

13 int ptte; // time-to-event: -1 (unused), 0+ (given by pdist/pattr)

14 int dmin; // min. delay: >0 for sp., period for per.; ignored for aper
15 int prio; // event priority (0 = HPRI, ...)

16 } t_sEvent;

17 t_sEvent edef[t_nedef]l = {{0, 2, 1, 0}, ... }; // definition of supported events

18 t_nedef egid[t_negen] = { 0, 1, 2, 3 }; // event generator is defined by an indez to edef

For each event, we use an STA to introduce the event (by setting its
binary flag) into the simulation model at the appropriate time. Figure 7a shows
an illustrative model of a generator able to introduce events after a predefined
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deterministic (fixed) or stochastic delay (dly). For an event e, dly is produced
by eGetTime(e). Based on Listing 1.1, the function produces a pseudorandom
number that follows the probability distribution given for e. To generate a fixed
dly for e, we can, for example, add PFIX to pdist[] and put dly in the atr0 part
of pattr[][]. To define a nondeterministic (aperiodic) dly for e, we must update
the STA from Fig. 7a to be able to execute either the deterministic/stochastic
or non-deterministic part of the STA. The decision about which part will be
executed can be made based on ptte (> 0: the former part, —1: the latter part)
stored in edef|] for e.

cpuInit(cpu), AL Hain
get_event time] R @mainExe[cpu]=VEs @ tAnvAutoL 0 (cpu) callSched[cpu]!
= puRese —— -
dly=eGetTime(e), [enter main]

x=0

x<dly 8&
s e
aly'=6 tePRI_IDLE 1} 1K
tsklt].dly =
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N
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W84S isrStart[cpul[egid]?
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irgHandled[cpu]! Done 0.4 code (here, 05 related))
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, ——
Prologue end handler

N
resume handler

C) eFlag[cpul[egid]=false ® 0STime++, decTskDly() isrStart[cpul[egid]?

Fig. 7. Low-level components of our model: a) deterministic/stochastic event genera-
tor, b) CPU, ¢) IRQ level entry, d) IRQ level exit, ¢) IRQ handler (an example for
SYSTICK; among the others, it increments OSTime and decrements positive values of
tasks’ dly; low priority of SYSTICK can become a source of uncertainty).

Next, our approach involves a model of a CPU-based hardware (Fig.7b—e)
capable of detecting an event by polling and/or interrupts. If a CPU (see Fig. 7b)
is in Main and receives such an IRQ, it enters Irg (to handle the corresponding
IRQ), for example, the one from Fig. 7e) and waits there while an TRQ is pending.
Figure 7 c illustrates an STA that we use to produce an IRQ based on an event,
if applicable. If no IRQ is pending at the time of exiting the actual IRQ handler
(see Fig.7d), the CPU enters ReSched to decide about the next execution. Note
that a task can be released (i.e., added to the corresponding queue of ready
tasks) from an IRQ handler (Fig. 7e).

In addition, our approach involves a model of (RT) tasks (see Fig.8). A one-
shot task consists of an acyclic sequence that typically ends by removing the task
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Fig. 8. High-level components of our model: a) one-shot task, b) Idle task, c) cyclic
task, d) task scheduler.

from OS; it is suitable to service rare events. The idle task typically runs at the
lowest priority level. and, as it can never be blocked, it facilitates the construction
of an OS. A cyclic task involves a loop an iteration of which typically starts/ends
by calling a blocking function. Like an event, a task (recall Fig. 1, Fig. 6) can be
characterized by a structure composed of the following integers; see the list. 1.2
too: id (unique ID), ena (task enable flag), pri (priority), BCET, WCET, relD
(D), st (state: wait for release, ready etc.), dly (# OSTime ticks to unblock), cpu,
tsk@ (queue ID), autoLD (auto-loading at the OS startup; —1: off, 0: at startup,
> 0: delayed by # OSTime ticks), reLD (reloading — a delay before starting
the next iteration of a cyclic task; —1: off/unbounded, 0: no delay (imm.), > 0:
delayed by # OSTime ticks).

Inspired by practice, we distinguish the following kinds of tasks (recall Fig. 1
and see Fig.8a—c): one-shot, idle and cyclic. Let us note that while an idle
task uses immediate auto-loading and re-loading inherently, other tasks can be
configured in this sense; however, reloading makes no sense for one-shot tasks.
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In this paper, our approach deals with the auto-loading before the CPU enters
Main (see the ChkAL cycle in Fig. 7b) and with re-loading after the iteration of
a cyclic task completes (see Fig. 8c) — one can change this if needed.

N N N N

©ON® U W

T
O U WO

Listing 1.2. Task structure and a task set definition

typedef struct {
int id; // id
int ena; // task enabled flag (0: task involved in simulations, 1: task ezcluded from simulations)
int pri; // priority
int BCET; // best-case eze. time
int WCET; // worst-case eze. time
int relD; // relative deadline
int st; // 0-ready, 1-running, 2-blocked, 3-irqg, ...
int dly; // delay counter
int cpu; // id of a CPU used to run the task
int tskQ; // 4d of a task-queue used to store the task
int autolD;// auto-loading (-1: off, 0: immediate/at-startup, >0: delayed by 0STime ticks)
int relLD; // reload, i.e., delay before starting the next iteration of its body (makes sense
//for cyclic, i.e., non-1shot, tasks); (-1: disabled = unbounded delay), 0: immediate,
// >0: delayed by 0STime ticks)
} t_tsk;
//
t_tsk tsk[N_TASKS] = {
// id, ena, pri, BCET, WCET, relD, st, dly, cpu, tsk{, autolD, relD
{0, NO, 0, 50, 100, 25000, TW4R, 0, O, O, OFF, OFF}, // 1shot, IRQO
{1, NO, 1, 50, 100, 25000, TW4R, 0, O, O, OFF, OFF}, // 1shot, IRQI
{2, YES, 2, 50, 100, 25000, TW4R, O, 0, 0, 2, 5}, // cyclic bndDly
{3, YES, 3, 1000, 1000, 25000, TW4R, O, O, 1, 0, 10}, // cyclic, RR policy, queue=1
{4, YES, 3, 1000, 1000, 25000, TW4R, O, O, 1, 0, 10}, // cyclic, RR policy, queue={
{6, NO, 5, 0, 0, O, TW4R, O, O, O, OFF, OFF},
{6, N0, 6, 0, 0, 0, TW4R, O, O, O, OFF, OFF},
{ID_IDLE, YES, PRI_IDLE, 5, 20, 25000, TW4R, 0, 0, Q_IDLE, O, 0} // LPRI reserved for the IDLE task
}s

Last, but not least, our approach involves a pool of task queues (tskQI][])
and a scheduler per a queue (tskQSch]]) — consult Fig.6, Listing 1.3, Fig. 8d,
too. After calling a scheduler, it moves from Idle to Reschedule. During the
transition, the scheduler identifies the highest-priority queue (HPQ) with a ready
task inside. In the second phase, it identifies the highest-priority task (HPT) in
the HPQ. Finally, it dispatches the HPT from HPQ and returns to Idle.

Listing 1.3. Task queue and scheduler structures and definition of schedulers

typedef struct {

t_tskQData data[SIZE_TSKQ];

int [0, SIZE_TSKQ] avail;

bool prioQ;

} t_tskQ
//

typedef struct {

t_tskSPol policy;

int

attr;

} t_tskSched;

//

t_tskQ tskQ[N_CPU][N_TSKQ];

/7

t_tskSched tskQSch[N_TSKQ] = {
/* queue 0 */
/* queue 1 */

};

{ SCH_PRE|SCH_FIXP,
{ SCH_PRE|SCH_RR,

// structure used to specify a task queue

// data stored in the queue

// # of available elements in @

// used as o priority queuwe: false (0) / true (1)

// structure used to specify a task scheduler
// scheduling policy

// e.g., timeslice/quantum for RR (in 0STime ticks); walid when >= 1

// pool of task queues

// task queue
NDEF },
4}

-> scheduler mapping
// preemptive, fized-priority, quantum-free scheduler
// preemptive, round-robin, gquantum 4 0STime ticks long

Finally, Table1 illustrates how we manage priorities in our approach. In
the table, priorities are situated in the three regions: green (reserved for low
priorities, i.e., software/tasks), yellow (reserved for the MAIN priorities, i.e.,
bare-metal or OS kernel/scheduler), and red (reserved for high priorities, i.e.,
hardware, IRQs, etc.). The importance of priority increases with its decreasing
numerical value, that is, the highest priority (HPRI) has the value 0 and the
lowest priority (LPRI) has the maximum available value (N PRI — 1).
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Table 1. An illustration to priority levels in our approach

Execution priority Example
Level Name Value |(for N_PRI=16, N TRQ PRI=4, N TASKS=8)
lowest (EXE_LPRI) TSK_LPRI|N_PRI-1]dle ta;k, pri = 12,;uto—l;ad = ON, ;cload = OFF
} Cyclic task, pri = 7, auto-load = ON(2), reload = ON(5)
One-shot (IRQA) task, pri = 6, auto-load = OFF, reload = OFF
TSK_HPRI ‘SysTick task, pri = 5, auto-load = OFF, reload = OFF
MAIN_ PRI" ‘main (post-reset execution), pri = 4
IRQ_LPRI ..
1 ‘IR,Q7A7 maskable, rand. (uni. dist. in 2500)
highest (EXE_HPRI) |IRQ_HPRI| 0  [IRQ_SysTick, maskable, periodic (T=200)

3.2 Schedulability Analysis

In our approach, the SAN problem maps to the problem of checking the possi-
bility of entering Err in a (RT) task model. In Fig. 8, the checking makes sense
for (an instance of) one-shot (Fig. 8a) and cyclic (Fig. 8c) tasks being limited by
timing constraints, but does not make sense for an idle task (Fig.8b) that uses
no timing constraints. The ability of a task 7; to meet — under a given uncer-
tainty model and other conditions — its timing constraints (such as its deadline)
can be checked by symbolic queries such as

e JO7;.Err ... we used the query type to check whether there exists (3) a path
(in the state space of a model) such that 7; may eventually () enter Err; the
satisfaction of this query means that, under examined conditions, 7; cannot
meet its timing constraints.

or SMC queries such as

o Pr[<= time_ bound](Or;.Err) ...we used the query type to check the proba-
bility that 7; may eventually enter Err within time bound units of time; after
checking, we can get, e.g., the probability density distribution of satisfying
the property within time bound. This kind of result may be more valuable
than the symbolic one as it gives us information about when and how likely
the timing constraints are violated.

In addition to the query types mentioned above, we also used the following.

o E[<= time_bound; N|(maz : Expr) ...we used the query type to estimate
the maximum value of a given expression (Fzpr) based on N simulation
runs (experiments) within ¢time_bound; particularly, for example, we may be
interested what is the maximum time CPU; spends by executing the main
program within time _bound (here, Expr =t _main[i]),

o simulate[<= time bound; N|{Expr} ...we used the query type to start N
simulation runs and for each of the runs observe how the value of a given
expression (FEzpr) evolves within time bound; particularly, for example, we
may be interested how the value of the execution priority (exePri) or OS time
(OSTime) evolves (Exzpr = exePri or Expr = OSTime, resp.).
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4 Evaluation

We have evaluated our approach in different scenarios, the representative results
of which are summarized below.

Clock Drift/OSTime Jitter

First of all, let us show the ability of our approach to model one of the most
important sources of uncertainty in digital systems, i.e., jitter/drift of a clock.
Figure 9a shows the result of one simulation run (produced by query simulate
[2500; 1]{OSTime, 10 4+ exePri[0], 15 4+ ePending(0), 20 4+ eF'lag|0][0],

25 + eFlag[0][1], 5 + irqFze(0)}) where

e OSTime is the (logical) time an OS uses to realize the temporal control,

10 + exePri[0] is the execution priority (see Table 1) at the CPU #0, with

its value vertically shifted by 410 (to minimize overlaps in the figure),

e 15+ ePending(0)] is the boolean (0/1) value used to signalize that an IRQ
is pending on the CPU #0, with the +15 vertical shift,

e 20 + eFlag[0][0] is the boolean flag used to signalize that on the CPU #0,
the highest-priority IRQ#0 (from SYSTICK) is pending, with the 420 vertical
shift; alike, we observe the flag for a lower-priority IRQ#1, vertically shifted
by +25,

e 5+ irgEze(0) is the boolean flag used to signalize that the CPU #0 spends
its time at the IRQ level, with the +5 vertical shift.

Figure 9a shows that IRQ#0 from SyYSTICK occurs regularly every 200 units
of time. As there is no higher priority IRQ, its handler starts with this period,
never interrupted, to (perfectly periodically) increment the value of OSTime.
However, IRQ#1 handling can be interrupted each time IRQ#0 occurs, so IRQ
handlers may nest, prolonging the response time at lower priority levels (see
what happens in time between 700 and 1300, or after 2100).

24.6
3 0STime
o i —— e [ 10 + exePri[0]
g 123 o= #{ ] 15 + ePending(0)
] — 3 20 + eFlag[0][0]
0 3 25 + eFlag[0][1]
0 340 680 1020 1360 1700 2040 2380 [ 5 + irgExe(0)
a) time
140 0.944]
10.5 o 0708
£ d. (jitter
é 7.0 ] w. jitter 2 0472 % zvg'%itter))
8 35 ] accurate z 0.236 B p.d. (accurate)
i g ’ _I_ E=3 avg. (accurate)
O
0 770 1540 2310 1000 1226 14.52
b) time c) 0STime

Fig. 9. An illustration to the evolution a) of jitter/drift-free increase of OSTime and
nesting of IRQ handlers, and b), c) clock jitter/drift enabled.
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Figure 9b, the result of simulate[<= 2500; 1]{ OSTime}, shows the effect of
switching the IRQ#0 occurrence time from periodic (period 200, the red line) to
the value that follows the Normal distribution with mean = 200 and std. devia-
tion = 50 (see the blue line). Apparently, at 2500 the OSTime (imperfect/blue)
value differs by about + 2 from its (perfect/red) value, which is 12. Any nonzero
difference negatively affects the timing at the OS level. As this may happen
in practice, we can use a model checker to analyze the consequences. Figure 9c
shows the same result, but as a result of E[<= 2500; 10]{maz : OSTime}, with
a =¢=0.05,95% CI.

In addition to clock jitter/drift (recall Fig.9), OSTime may be affected by
another source of uncertainty, i.e., by the occurrence of an IRQ having its priority
above SYSTICK. Figure 10 shows the complexity of the latter situation using a sim-
ulation result (of the query simulate[<= 5000; 1]{ exePri[0], ..., 50 + OSTime})
for the IRQ priority of SySTICK set to the second highest (IRQ#3), multiple
sources of uncertainty, masking IRQs at runtime, late arrival (LA) and tail chain-
ing (TC) of IRQs etc.

55.9) 3 exePri[0]
31 10 + isrNest[0]
49-8r [1 15 + irq_pend(0)
43 7:\‘_‘_|—\—'—' o = —— [ 17.500000 + cpulrgMask[0]
MM __main Mm n 1 1w minnr |20 + cpulRQ[O][7].req
376 = 25 + cpulRQ[0][4].req
' 1 1 1 1 1 T 1 1 1 I:I 26.500000 + cpuIRQ[0][4].mask
315 ] 21.500000 + cpuIRQ[O][7].mask
® [ 30 + cpulRQ[0][3].req
2 254 1 31.500000 + cpulRQ[0][3].mask
s 3 35 + cpulRQ[O][1].req
19.3] 3 36.500000 + cpulRQ[0][1].mask
[ 38 + tc_rdy(0)
13.2 , E3 40 + tc_active[0]
—r'ur Lt L P 41.500000 + fa_active[0]
7.1 E3 44 + mainExe[0]
1.0 = 45.500000_+ mer[0]
0 800 1600 2400 3200 4000 4800 147 + t_main[0] / (t_glob + 1)
time 3 50 + 0STime

Fig. 10. Detailed simulation results. The variables being observed are (all at CPU#0):
the priority of execution (exePri[0]), level of nesting IRQ handlers (isrNest[0]), state
of the CPU-level IRQ mask (cpulrgMask[0]), state of the IRQ mask and flag for IRQ#1
(cpulrg[0][i].mask and cpulrq[0][i].req, resp.), where i € {1,3,4,7}, TC readiness and
activity flags (tc_rdy(0) and tc_active[0], resp.), LA activity flag (la_ active[0]),
MAIN execution flag (mainEze[0]), fraction of time CPU spends by executing MAIN
(mer[0]), ratio of time CPU spend in MAIN to total time (¢ main[0]/(t_glob+ 1)),
logical time of an OS (OSTime).

Among others, Fig. 10 shows uncertainty effects such as irregularity in the
increase of OSTime — apparently, OSTime gets very unprecise despite requests at
the level of IRQ#3 occur regularly, that is, without jitter/drift of the SysTick
clock. Further effects of uncertainty can be seen in Fig. 10, e.g. execution priority
(exePri[0]) and time spent by execution of MAIN (mainEze[0]).
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Effect of Uncertainty on Execution of Main

Figure 11 shows the effects of uncertainty on the time spent by executing
MAIN within 5000 units of time. While Fig. 11a shows the result of the query
simulate[<= 5000; 1]/{ MER(ILoad), ...}, Fig.11b shows the result of the esti-
mation query E[<= 5000; 10](maz : t _main[0]), with a = & = 0.05, 95% CIL
Figure 11a shows that in the high-load situation (red lines), the CPU spends
less time by executing MAIN than in the low-load situations (blue lines). This
kind of analysis helps one to identify, e.g., the smallest (worst-case) amount of
CPU time that is available to execute OS kernel, tasks, etc. If time drops below
a certain level, some tasks could become unschedulable. Figure 11b shows the
probability distribution of the time the CPU spends in MAIN during 5000 units
of time; on average, the CPU spends about 3500 units of time in MAIN, where
it is highly probable that the CPU spends in MAIN about 3200 or 3800 units of
time.

0.944"E 0.00228
0.708 :
072 =] MER(ILoad) £ 0.00152
Ele =] tMain/tGlob(ILoad) S densi
2 0.236 =] MER(hLoad) < 0.00076 % averatge
= tMain/tGlob(hLoad) g :
(=%
0 2300 4600 2590 3220 3850
a) time b) t_main[0]

Fig. 11. Uncertainty effect on the execution of MAIN for low/high (lILoad/hLoad) IRQ
activity. Note 1: MER (Main Execution Ratio) represents the fraction of time the
CPU has spent by executing MAIN during last 100 units of time. Note 2: tMain/tGlob
represents the ratio of time CPU spent by executing MAIN to the total time passed.

Behavior at the Task Level

This section presents representative results of our approach to show its readiness
for various situations at the task level. For example, Fig. 12 shows the result of
the query simulate[<= 2500; 11{OSTime,...}, i.e., the ability of our model to
express the behavior of a task that is automatically loaded two OSTime cycles
after OS starts (recall Fig. 1 and line 22 of the Listing 1.2 and no higher priority
task is running. In Fig. 12, you can see that tsk[2].dly is loaded with two OSTime
units at t=0 to decrement then with each OSTime update until it reaches zero;
if its priority (#7, consult the Table1) is sufficiently high, the task is run (in
the interval when ¢sk[2].st = 2, after excluding offset 40). After the task finishes,
tsk[2].dly is loaded with five OSTime units to decrement then with each OSTime
update until it reaches zero at about t = 1300. So, the next instance of the task
is reloaded again, five OSTime cycles after its previous instance completes, to
run from about t = 1450 to about t = 1600 etc.
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Fig.12. An illustration to a task (id = 2, pri = 7) with the auto-load and reload
capability (autoLD = 2, reLD = 5) — see Table 1; OSTime increments each 200 units
of time.

Figure 13 shows that the average waiting time for a low-priority task (id =4 in
Listing 1.2) is, intuitively and as an effect of using priorities, higher than the aver-
age waiting time for a high-priority task (id = 2 in Listing 1.2) — the figure was
produced based on the query E[<= 250; 10](maz : avg _wt[task _pri]). Gener-
ally, such a behavior of tasks decreases the response time of the highest-priority
task and, consequently, prolongs the response time of tasks below the highest
priority.

0.0194 ——

g [l p.d. (low-pri task)
é 0.0097 | | : |_ | B ava. (low-pri task)
- ; : E | [ p.d. (hi-pri task)

o y H - - - -
8 0 _l_'l_l_ ] = : - - . —I 5 avg. (hi-pri task)
o 10.6 21.5 324 43.3 54.2 65.1 76.0 86.9 97.8

avg. task waiting (Rdy->Running) time

Fig. 13. An illustration to avg. waiting time of a low-pri and high-pri tasks, resp.

For the next part, we prepared [42] representative sets of tasks to be scheduled
using various policies (FPS, RM, DM, EDF, RR, etc.) with the goal of checking
the schedulability of the sets under different conditions. A set involves a mixture
of tasks from various classes (recall Fig. 1), each defined by the list of carefully
selected parameters such as r, C etc. (see the bottom of p. 3):

Set 1: 71(r=0,C=2,T=D=5), 2(r=0,C=4,T=D=T7),

Set 2: 71(r=0,C=2,T=D=5), 2(r=1,C=1,T=D =4), 13(r=2,C =2,T =D = 20),

Set 3: 71(r=0,C=4,D =15), 72(r =0,C =3,D =12), 73(r =2,C =5,D =7), 14(r =5,C =
2,D =3),

Set 4: 7 (r = 0,0 = 3,T = 20,D = 5), 7a(r = 0,C = 3,T = 12,D = 7), 73(r = 0,C = 4,T =
D =10), 74(r = 0,C = 3,T = D = 20),

Set 5: 71(r=1,BCET =2, WCET =3,T =50,D = 10), 72o(r =4, BCET =1, WCET = 3,T =
60,D =7), 73(r =1, BCET =1, WCET = 2,T = 45,D = 6),

Set 6: 7'1(7"—2,,BCET—1 WCET—3 D—S) 7'2(7"—4 C—l,TM[N=17,TMAXZ197D=
2), 73(r = 0, BCET = 2, WCOET = 3,D = 7), m4(r = 10,C = 4, D = 8).

We used the sets to prepare a set of SAN experiments, each based on checking
the queries 307;. Err and Pr[<= 2500](07;.Err) under o = ¢ = 0.01, 95% CIL.
First, we checked the former query to get a qualitative result; then, we checked
the latter query to get quantitative results. If not explicitly said, interrupts were
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disabled to allow us to validate our results with the help of the CHEDDAR tool,
if possible [38]; e.g. CHEDDAR cannot model interrupts.

First, we used Set 1 (two periodic tasks released at t = 0) for initial validation.
The results of 3¢7;. Err have shown that the set cannot be schedulable by RM
and DM. As checking for EDF has not ended for an excessively long time (couple
of hours), we used Pr[<= 2500](07;.Err) to obtain a faster result (Table2);
apparently, the probability that a task enters Err is close to zero, so we may
conclude that it is highly probable that the set is schedulable by EDF.

Table 2. Results of Pr{<= 2500](07;.Err) for Set 1 under o =& = 0.01, 95% CI

Scheduling policy RMDM  |[EDF
Probability of timing error|[0.990015, 1] [0, 0.00998451]

Set 2 consists of three periodic tasks, each released at a different time. The
set schedulable by each of the policies (Table 3).

Table 3. Results of Pr[<= 2500](07;.Err) for Set 2 under o = ¢ = 0.01, 95% CI; the
quantum (g) of RR is given in the form RR(q)

Scheduling policy RM DM EDF FIFO RR(2) RR(1)
Probability of timing error|[0, 0.00998451]

Set 3 consists of three aperiodic tasks released at different times. We identified
(Table4) that the set is not schedulable by the FIFO policy but is schedulable
by DM, EDF. As tasks are not periodic, it makes no sense to use RM.

Table 4. Results of Pr[<= 2500](07s.Err) for Set 3 under o = ¢ = 0.01, 95% CI

Scheduling policy DM EDF FIFO
Probability of timing error|[0.00998451, 1]/[0.990015, 1]

Set 4 consists of four periodic tasks released at t = 0. As RM is optimal for
D =T (for example, DM is optimal for D < T'), we can expect that RM could
be unable (but DM capable) to schedule the set. Our results show (Table 5) that
the set is schedulable by DM, EDF, but is not schedulable by the remaining
policies.
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Table 5. Results of Pr{<= 2500](07;.Err) for Set 4 under o = & = 0.01, 95% CI; the
quantum (g) of RR is given in the form RR(q)

Scheduling policy DM EDF

[0, 0.00998451]

FIFO/RR(1) RR(3) RM
[0.990015, 1]

Probability of timing error

Set 5 consists of three periodic tasks with various release times. In the set,
we use tasks with variable execution time (e.g., BCET differs from BCET). Our
results show (Table 6) that the set is schedulable by RM, DM, EDF, but it is not
schedulable by the remaining policies (for FIFO, RR(2), FPS there is about 50%
chance for schedulability of the set, which is not guarantee of schedulability).

Table 6. Results of Pr[<= 2500](07;.Err) for Set 5 under o = ¢ = 0.01, 95% CI; the
quantum (g) of RR is given in the form RR(q)

DM EDF
[0, 0.00998451]

FIFORR(2)
[0.489192, 0.509191]

FPS
[0.495663, 0.51566]

RM
[0, 00998451]

Sched. policy

Prob. of timing err.

In addition, we prepared a set of five experiments for Set 5, each of which was
carried out under different interrupt conditions (see Table 7): in Experiments 1-
3, we increased the IRQ arrival rate during the constant IRQ handling time; in
Experiments 4 and 5, we used the same (slowest) IRQ arrival rate, but increased
the IRQ handling time in Experiment 5. Apparently, the increase of IRQ arrival
rate has the most negative impact on schedulability of the set.

Table 7. Results of Pri<= 2500](0r;.Err) for Set 5 w. IRQs, a = ¢ = 0.01, 95% CI

Scheduling policy EDF RM DM

Probability of Exp. 1|[0.000788202, 0.0146731]|[0.000788202, 0.0146731]|[0.000788202, 0.0146731]

timing error  |Exp, 2([0.0644374, 0.0836153] {[0.0572148, 0.0763039] |[0.0640095, 0.0831845]
Exp. 3/[0.23909, 0.258901] [0.232959, 0.252762] [0.238421, 0.25823]
Exp. 4/[0.0148453, 0.0324876] [0.0205155, 0.0385701] |[0.0120223, 0.0293759]
Exp. 5/[0.0579237, 0.0770239] [0.0475622, 0.0664997] |[0.0518603, 0.0708735]

Set 6 consists of three periodic tasks and one aperiodic task, where 7 and

73 have variable execution time and 7 variable release time. Our results show
(Table8) that the set is schedulable just by RM, EDF; FIFO and RR violate
(more likely) the deadline of 75, FPS violates (less likely) the deadline of 3.
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Table 8. Results of Pr{<= 2500](0;.Err) for Set 6 under a = e = 0.01, 95% CI; the
quantum (g) of RR is given in the form RR(q)

FPS
[0.737917, 0.757732]

Sched. policy DM EDF

[0, 0.00998451]

FIFORR(4)
0.990015, 1]

Prob. of timing err.

In addition, we prepared a set of five experiments for Set 6, each of which was
carried out under different interrupt conditions (see Table9): in Experiments 1-
3, we increased the IRQ arrival rate during the constant IRQ handling time; in
Experiments 4 and 5, we used the same (fastest) IRQ arrival rate, but decreased
the IRQ handling time in Experiment 5. Apparently, the increase in the arrival
rate of IRQ and the reduction in the handling time of IRQ have a negative
impact on the schedulability of the set.

Table 9. Results of Pr{<= 2500](0r;.Err) for Set 6 w. IRQs, a = ¢ = 0.01, 95% CI

Scheduling policy EDF FPS DM

Probability of [Exp. 1([0, 0.00998451] [0.735683, 0.7555] |[0, 0.00998451]

timing error  |Exp. 2[[0, 0.00998451] [0.794266, 0.813996][0, 0.00998451]
Exp. 3/[0.0137475, 0.0312851]/[0.949832, 0.968381]([0.017677, 0.0355469]
Exp. 4/[0.822438, 0.842107] |[0.988449, 0.999992][[0.830232, 0.849882]
Exp. 5([0.122489, 0.142049] |[0.984495, 0.998811]([0.118912, 0.138458|

Based on the query E[<= 2500; 10](mazx : sch_ratio), we checked the per-
centage of schedulable tasks in Sets 1 to 6. Figure 14 shows that the ratio of
schedulable sets can be about 25% higher if uncertainty sources are modeled
by means of STA, replacing common approaches, based on modeling uncer-
tainty effects, mentioned at the beginning of Sect.2.3. Our results show that
the proposed approach is capable of dealing with facts that are often modeled
as random, abstracting from their realistic nature. This ability aims to better
(less pessimistically, more realistically) evaluate parameters such as CPU uti-
lization factor (e.g., to be used by a schedulability test) or WCRT (e.g., to be
used then by an RTA) and consequently make an, originally pessimistic, STA
result realistically optimistic.

[ p.d. (unc. causes ignored)
E=] avg. (unc. causes ignored)
I p.d. (unc. causes reflected)
E= avg. (unc. causes reflected)

prob. density

schedulable task sets [%]

Fig. 14. Comparing ratios of schedulable task sets for uncertainty ignored (avg. =
40%) and reflected (avg. ~ 65%) in models, resp.
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5 Conclusion

This paper presents our approach to the schedulability analysis (SAN) of real-
time (RT) systems in realistic situations, burdened by uncertainty. We propose a
simulation model that builds on a network of stochastic timed automata (STA),
an instrument able to cope with such situations. For analyzing the schedulabil-
ity, we process our model using the statistical model checking (SMC) technique.
However, the usage of such means implies some inherent problems, such as deal-
ing with rare events or getting a counterexample to study causes of violating a
property.

The novelty of our approach can be seen in modeling causes of uncertainty
(e.g., the drift of a clock, management of CPU context, OSTime and OS struc-
tures such as task queue(s), un/masking of IRQs at runtime nesting of IRQ
handlers) rather than their effects (e.g., the jitter of release/execution times
of tasks, servicing time of IRQ handlers, or prolonging the response time of
tasks/handlers by higher-priority executions), as usual in existing approaches.

Our experiments show that an effort to incorporate causes of uncertainty into
models can enhance the accuracy of SAN inputs and consequently, can revise
SAN decisions about the schedulability of task sets to potentially move such
sets from the (originally pessimistically classified) non-schedulable class to the
(realistically classified) schedulable class. This is possible as existing approaches
are pessimistic in their nature, which may result in a wrong conclusion for given
conditions, however.

Actually, our model can be seen as a proof-of-concept that works but is not
perfect and needs some enhancement. For example, we need to complete the
support for modeling dependable tasks (this is ready, but not finished), power
issues (we plan to profit from stochastic hybrid automata there) or migration of
tasks in a distributed environment. Also, we plan to extend our model by further
sources of uncertainty, such as pipelines and caches as is done, e.g., in [16].

In the near future, we plan to prepare a more sophisticated set of experiments
to better highlight the capabilities of our model. We plan to start by preparing
experiments that show an impact of the clock drift to behavior of tasks, their
schedulability, etc. — to the best of our knowledge, such a relation has been
ignored and not studied enough or at all, but may show surprising facts. Next,
we would like to use a real platform, running a real OS, as a validation base for
our experiments. Last but not least, we would like to deal with the problem of
setting parameters of our model to ideally match a particular platform and OS.
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Abstract. To obtain explainable guarantees in the online synthesis
of optimal controllers for high-integrity cyber-physical systems, we re-
investigate the use of exhaustive search as a classical alternative to rein-
forcement learning. We model an application scenario as a hybrid game
automaton, enabling the synthesis of robustly correct and near-optimal
controllers online without prior training. We allow model uncertainty
through disturbed dynamics yielding a robust reference signal for lower-
level trajectory tracking. For modal synthesis, we employ discretised
games solved via scope-adaptive and step-pre-shielded discrete dynamic
programming. In a simulation-based experiment, we apply our approach
to an autonomous aerial vehicle scenario. We propose a parametric sys-
tem model and a parametric online synthesis.

Keywords: Cyber-physical systems - low-level planning - assurance -
autonomous aerial vehicles + VTOL aircraft

1 Introduction

To achieve complex and critical tasks, systems with a high grade of autonomy
perform decision making and control at strategic and tactical levels under sparse
human-machine interaction. Consider, for example, operation of autonomous
aerial vehicles (AAVs) as illustrated in Fig. 1. With guidance from the strate-
gic level (e.g., navigation, planning, or route finding), at the tactical level (e.g.,
obstacle-aware route segment tracking), often control problems of non-linear, dis-
turbed dynamical systems have to be solved by constructing provably robust (i.e.,
for safety) and near-optimal (i.e., for minimum-cost reachability) controllers. To
accommodate uncertainties (e.g., changing environments) and perform at scale,
this type of controller synthesis is preferably done online, that is, during opera-
tion and right before the actual use of the synthesised controllers.

Reinforcement learning (RL) [25], a versatile and efficient adaptive [20] type
of approximate dynamic programming (ADP) frequently used in online synthe-
sis, has shown to have assurance-related drawbacks:
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Fig. 1. 2D view of an AAV following a route 7 from waypoint po to p7. Controlled refer-
ence trajectory (solid line), trajectory under wind disturbance (dashed line), collision-
freedom during shortcuts (ellipse, see Fig. 2)

— partial, imprecise, or even missing guarantees (due to a lack of behavioural
coverage, inappropriate initialisation [5, Sec. 6] or reward signal [25, p. 470]),

— post-hoc explanations (i.e., identifying failure causes may require training
even with transparent algorithms [13]),

— lack of robustness to changing operational profiles (e.g., obstacle scenarios
not covered or differing from training setups [24, p. 30] [6]), and

— limited or costly training (off-line/simulation or on-line/real interaction;
requires active supervision, e.g., real-time safety shielding [17,27]).

These limitations together with a need for more precise and complete guarantees
revive exhaustive, hence, less efficient forms of synthesis. However, to keep com-
putation within bounds while guaranteeing critical properties, online synthesis,
whether or not based on RL or heuristic search, implies restrictive trade-offs (e.g.,
predictive imprecision, latencies in segment tracking).

Research Question. Not focusing on g
real-time performance, which kinds VNN
of robust reach-avoid guarantees can LA
exhaustive numerical algorithms for
near-optimal online synthesis pro-
vide, in which architectural settings
and under which assumptions?

Approach and Application. For our
running example and case study, we
focus on an AAV-based delivery set-
ting (Figs.3 and 5) formalised as a

Fig. 2. 3D view of tracking the route segment
from waypoint p4 to ps in Fig. 1
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(a) Remote synthesis (b) On-board synthesis
AAV Task Hybrid Game - AAV
Specification  Pgrameters  Automaton (a) Controller Operation

(b) Hyper-policy

Route & Segment Tracking
n

[1]

© ’24 clipart-library.com

Dynamic Obstacle
Evasion

Fig. 3. Assured online synthesis with (a) remote or (b) on-board computation

jump-controlled hybrid game automaton (HGA) [12]. The HGA enables tactical
controller synthesis via game solving done online (i.e., during operation) and
using discrete dynamic programming (DDP) [4]. For each mode transition—
called jump—in the HGA (e.g., at ps in Fig.1), our DDP algorithm (pre-)
computes a solution—called policy—for the modal reach-avoid game follow-
ing this jump. That policy is then used as a modal controller until another
jump is triggered by reaching the goal region of that game (e.g., the rectangle
enclosing p3 and py in Fig.1). The unsafe region to be avoided by the pol-
icy is defined via a perforated,® fixed obstacle cloud. Our game setting permits
bounded-uncertain wind disturbance. Moreover, unsafe actions possibly enabled
by the discretisation are filtered during DDP before finishing a search stage. This
filter corresponds to pre-shielding, which improves optimality over post-shielding
because of being dynamically less restrictive [19]. A supervisor [8], a higher-level
controller (Fig.3 middle), coordinates the interruption of the tactical controller
by an obstacle evasion unit if moving obstacles approach the AAV trajectory
predicted based on the current policy.

Related Work. Online synthesis of controllers for autonomous systems has been a
research subject for decades, with a steady activity around robustly correct,
near-optimal control. Below, we highlight some more recent works.
Real-time-capable online synthesis has been proposed for special-purpose
control of single- and multi-agent systems. For example, Dolgov et al. [6]
apply heuristic search (using A*) for discretised 2D vehicle path planning with
quadratic programming for trajectory optimisation, real-time obstacle detec-
tion, and re-planning. Li et al. [21] apply a fast model-predictive control (MPC)
scheme focusing on stabilisation around a given continuous reference trajectory.
They use a quadratic cost term enabling initialised, sequential quadratic pro-
gramming. For AAV collision avoidance, Bertram et al. [3] and Taye et al. [26]
realise multi-agent reachability-based state space reduction to accelerate back-
ward Markov decision process (MDP) policy search. Because of the scenario-

! Start and end of a given route must be connected with a wide enough tube.



262 M. Gleirscher and P. Honnecke

sensitive parameterisation, our technique can currently not be used in fast real-
time settings, such as collision avoidance in autonomous driving [21]. In compar-
ison, our 7D approach is significantly slower but more widely applicable, allow-
ing non-convex cost structures, sparse reference trajectories, near-optimality, and
guaranteed reach-avoidance under bounded disturbance, and it is integrated into
a flexible multi-tier hybrid control scheme (Fig. 3 middle).

Scalable offline synthesis has been developed for discrete and hybrid single-
and multi-agent systems. For example, Ivanov et al. [15] apply deep-RL to com-
pute contract-compliant controllers for each mode of a hybrid automaton of an
autonomous vehicle. Gu et al. [11] use RL to scale synthesis for timed stochastic
multi-agent systems. In [23], we refine a stochastic Petri-net abstraction with
partial state observability to generate optimal schedules for tasked robot collec-
tives. By approximating fixpoints and sacrificing stochasticity in the weighted
reach-avoid game setting, we bypass an even higher complexity of exact MDP
synthesis. This enables us to pre-process up to 200 Mio. states, going beyond the
state space in [23] in a time scale similar to backward reachability (e.g., [28]),
forward reachability (e.g., [15]), and RL-based statistical MDP [11] synthesis.

Regarding safe RL, the efficiency of our approach is currently more on the
side of offline learning techniques in this area, such as [1,16]. However, our app-
roach provides time-bounded reach-avoid guarantees [9] without the training
needed for RL, which can be intense in model-free settings. Not relying on train-
ing can be beneficial in changing environments where (a) approximate fixed-
obstacle data is available only for some route segments. (b) Approximate knowl-
edge of the system dynamics (not required by model-free RL) is compensated
for by robustness to process disturbance and imprecise state observations. (a) is
frequently available in the settings we consider [6] and (b) is an assumption
usually made by approaches, such as refined heuristic search [6] and MPC [21].

Contributions. Our approach enhances previous work as follows:

(i) Step-shielded online synthesis: We provide an algorithm for solving discre-
tised modal games with reach-avoid winning conditions. The algorithm uses
step-shielded DDP and supports non- and quasi-stationary policies (increas-
ing robustness to disturbances at the cost of performance [20]). We slightly
reduce DDP’s curse-of-dimensionality problem by scope adaptation? and
fixpoint approximation for the winning region.

(ii) Parametric hybrid game model: We construct a parametric weighted HGA
covering a range of typical AAV scenarios. Concerning neuro-symbolic archi-
tectures [18], the model enables a three-tier separation of control to allow a
trading off of operational cost and flexibility: higher-level supervision (e.g.,
moving obstacle evasion), near-optimal trajectory tracking, and sub-tactical
control based on locally learned policies (e.g., multi-rotor control via deep-
RL). We embed our algorithm into a player for the HGA.

2 The relevant fraction of the state space is selected according to the current system
state and extended on-the-fly to increase solvability of the online synthesis problem.
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A preliminary variant of (i) and (ii) was implemented and evaluated in [14]. Key
assumptions and proofs for the correctness of our approach (incl. algorithmic
convergence) are provided in a compagnion working paper [9].

Outline. After the preliminaries (Sect.2), we describe our AAV application and
control problem (Sect. 3). Our contributions to online synthesis with guarantees
follow in the Sect.4. We evaluate our approach experimentally (Sect.6) and
close with a discussion and remarks (Sections 7 and 8).

2 Preliminaries

Notation. For a set of variables Var = X WU & D, let X C Z¥ be an X-typed,
finite, m-dimensional Euclidean state space, and let U and D be U- and D-typed
control and disturbance ranges, each including 0. For a 3D coordinate p, we use
the typical naming convention p = (z,y, z)7.

Moreover, let the classes of terms 7 ( Var) and constraints C( Var) range over
Var. ||-|| is the corresponding 2-norm, A ® B = {a+b | a € AAND € B}
the Minkowski sum of A, B C X, and A|y,, the projection of tuples in A to
variables in Var’ C Var, and --» indicates a partial map. I and I denote the
lower and upper bounds of an interval I C R and I..I signifies that I C Z.
We omit set parentheses when referring to singleton sets in subscripts. Point-
wise operators are lifted as usual. For example, min, max on vectors of sets are
evaluated element-wise and return a vector of scalars. Negation of a set returns
the set of negated elements.

The map [¢]on denotes ¢’s models in domain 9, formally, [p]m = {M €
M| M | p}. MM can, for example, be the class of states, state pairs, sequences,
or transition systems. Given the finite sequences X* over X, the length |Z| of a
sequence Z € X*, and its value Zj, € X at position k € 1..|Z|, we use X(A(;),X -
X* to denote the classes of trajectories with any two subsequent states inside
some Ay C Z™ and with X = X([£1]™). Note that we use * for Kleene closures
and * to indicate fixpoints or optimal solutions.

Weighted Hybrid Game Automata. Given a set of modes @, action labels A,
events F C Q x A x @, and the hybrid state space S = @ x X, a weighted HGA
G = (Gra, Var, Ini, Inv, f, Jmp, F') [7,12] comprises a mode transition graph
Gra = (Q, A, E), initial conditions Ini: Q@ — C(X), invariants Inv: Q@ — C(X),
flow conditions f: & — C(Var U X), jump conditions Jmp: E — C(Var U X ™)
comprised of guards and updates, and cost structures F': S — 27 (Vo) a5 weights
generalising final conditions Fin: Q@ — C(X).

Flow and jump conditions [7,12] provide a flexible way to specify (non-
deterministic) hybrid dynamics interleaving continuous evolutions and discrete
jumps. The copies X and X refer to the time derivatives and discrete updates
of X. grd(e) and upd(e) denote the guard and update conditions of Jmp(e). In
the remainder, we frequently use s = (¢,x) € S for a state of G.
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Integer Difference Games. With inspiration from [28], we associate a state s of G
with a discretised two-player game Gg = (X ,f,F ) where f is the discretised
Taylor expansion of the flow condition f corresponding to s. A policy describes
how a player controls (i.e., resolves their choices in) that game at each state and
time. Players share the current state and time but do not know each others’ next
actions. Let ITyy = X x N1 --» ) be a policy space for a player with control
range ). Given non-empty control and disturbance ranges U and D, u: II;; and
d: ITp denote the policies of the two players, the controller and the environment.
Playing a weighted game using some (u, d) for a bounded period incurs costs
at each stage and on termination. Given a horizon N and a cost structure F' =
(L, ) with stage and terminal costs L and @, we are interested in a finite-
horizon, discrete optimal policy u*: Il;;, which can be obtained from solving a
constrained, discrete dynamic optimisation problem [4]. Such a problem can be
solved with a forward-Euler DDP (Algorithm 1) for the period I = 1..N.

Algorithm 1 Discrete dynamic programming
1: procedure dDP(in G, I; out V,u*)
2 (V,u*) « LI*XI
V(X,I) <+ ®(X, 1)
for k€ [I,] — 1] do
for x € X do
xMP  x + f(x,U, D, k)
V(x,k) + minmax { L(x,u,d, k) + V(x" k+ 1)}
ueU deD

®

* . ud
u’(x, k) eargzrlelalgleaDX{L(x,u,d,k)+V(x e+ 1)}
if fpapp(k) then break

©

The single-step successor x%¢ = x + f(x, u, d, k) is lifted in Line 6, such that
xud € x4P C X. Moreover, let x4 € X be the N-step successor (trajectory) of
G emanating from x € X under influence of (u,d), and x"? C X be the family of
such trajectories under D. V(x, k) € [0, T] with T < oo is the finite-horizon value
reflecting the minimal cost incurred over the course of a play under optimal poli-
cies (u*,d*). Line 9 allows a check fpypp for whether a fixpoint is approximated
prior to reaching N. While the actual fixpoint yields stationary optimal policies,
a fixpoint approximation still guarantees bounded correct (quasi-stationary and
near-optimal) policies under reduced memory consumption and computational
effort [9, Lemma 2]. Let G be the class of integer difference games.

3 Aerial Delivery as a Hybrid Game

Modelling Assumptions. Let X = {p,v,i} be the set of state variables with
the AAV position p: Z3 and velocity v: [Fvmax]® (With an absolute maximum
at Umax) and a nmext-waypoint index i: N. p|, measures distance above local
ground outside buildings. We use convex sets Ay C X called scopes and the
space P = X|p to hold the position grid of the scenery. Xs is not included as a
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strategic tactical
Navigation T Route Pi Segment
o> (map/SLAM-based) o Tracking = Tracking T
abs2wp T
Obstacle Detection X State Estimation
{ & Sensor Fusion
J

Fig. 4. Overall AAV control block structure

state variable in X because it can be derived from s as described in (2) below.
In the AAV scenarios discussed in this work, the scopes X5 are cuboids.

The language (i.e., the set of accepted traces) of the HGA used for the AAV
(see Fig. ba) is given by the regular expression init (elevate nextWP nextWP™ land
finish)*. To produce a word of this language, a minimum of four (not necessar-
ily different) waypoints are needed as well as a “sparse enough” or perforated
obstacle cloud. Below, we will make these conditions more precise.

Given X, an AAV task T = (X, 7, Q) comprises a fized obstacle cloud O C P
and a route ¥ = {p;}"_, where the predicate valid(F) requires 7 to have n > 4
waypoints p; € P with p1, p, on the ground, ps2, pr—1 (,y)-superimposed on
P1, Pn, and po. ,—1 residing above a minimum height z,,;,. This scheme permits
elevation and landing without a horizontal move.

Given a cube A; = [46]? for a small § € Ny, we require the obstacle cloud O
to be §-perforated, such that

FEX:FCEHp®As ANEp®AsNO =0, (1)
———
cont. d-tube

This condition requires the route to be enclosed in a tube with radius § not
colliding with fixed obstacles. We assume (7, O) to be delivered by map- and
SLAM-based navigation and sensor fusion on-board the AAV (Fig. 4) and allow
(7, 0) to be updated at every p; invariant under (1) and valid(7).

In Fig.5 and below, we use predicates over O,Oy,,7, and u. O and 7 are
game parameters, u is a parameter of the tactical controller’s actions (Sect. 4),
and O, and u are parameters of the supervisor’s actions.

Tactical Control Scope. We consider a HGA G (Sect. 2) combining the logic of
the AAV route and segment tracking units, where Gra, Inv, f, and Jmp are
illustrated in Fig. 5a and Ini(q) = T for ¢ € Q. For brevity, (1) and valid(7) as
global invariants remain implicit in Ini and Inv. To compute the current scope,
we use the function

(Pi,0) @ ([iép,q]Q X [O,max{p,pi} + 5p,q] X [iév,q]zs) X {Z},
if g € {depart, arrive, standby} ,

([min{p,pi},max{p,pi}] X {0}) ® ([i‘;p,q]s X [idv,q]s) x i},
if ¢ € {cruise} .

X, = (2)
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cruise

[nextWP]
in(X++ )

Scruise

standby
stable

nextWPli<n—1 [ ayn | 7| b= : :
ANn(X g+ ) = itt Tin(x.) _

Route & Segment Tracking

[finish] collm, u(’) (‘—')Il

p|2 = 0A Dynamic Obstacle
v=0—=¢t=1 Evasion

a: Parametric tactical control logic G[U, T b: Supervisor logic

Fig. 5. Tactical AAV control (f/Inv are above/below the dashed lines in the modes,
and Jmp is shown in the transition labels) and supervisor logic

Xs|p, the p-projection of
X, describes extensible tran-
sition cuboids (Fig.6, see
the examples in Fig.1 left
and right and Fig.9 below)
around route segments for
moments when the AAV is
near one waypoint and pro-
ceeds to the next. Likewise,
Xslv, the v-projection of Xj,
describes the space of feasi-
ble velocities in mode q. We
use dp 4 and d, 4 for position
and velocity padding in g,
as illustrated for positions in
Fig.6. Furthermore, we use
parametric abbreviations for
an invariant in(X) =x € X,
an initial region Xy = {x €

Fig. 6. p-projection of scope Xs from (2) as a result
of position padding with d, 4

X|pl: =0Av=0Ai=1}, asuccessor scope s;t* = (¢, (p;,0,i+ 1)T), and a
next waypoint index it =it = i+1. Note how s/ refers to the next waypoint
pi and the one after that, p;y1. sf will be used to compute the goal regions

for the modal games.

Tactical Control Dynamics. We employ a simplification of the AAV dynamics
to a point-mass dynamics. Using such an abstraction, the policy u* induces a
reference trajectory (Fig. 1) for segment tracking (Fig.4) and a reference accel-
eration signal u € U* that lower-level multi-rotor control can track. We use a
constant unit mass m = 1 = maaAv +Mpayload, Such that m can stay implicit and
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4 becomes a force signal. Concerning robustness, our abstraction can be seen as
a trade-off between relying on known dynamics and model-free RL.
Hence, the dynamics in all modes, except for standby, is given by

p v
fly=x=|v| =|ut+td+g (3)
1 0

with an approximate gravitational acceleration g = (0,0,—10)T and u € U,
deDforl,D: 22°  In standby mode, we use the flow condition stable = x = 0.
Below, we omit g in the isolated dynamics. Numerical imprecision is assumed
to be compensated by lower-level stability control and system identification.

In our experiments, we use small U, D C [+2]3 to allow the AAV to accelerate
in 26 directions and wind disturbance to occur only in 4 directions, as well as
Umax = 10 ranging down to 5 for efficiently handling smaller scopes.

Supervisory Control. Strategic AAV control comprises a supervisor (Fig.5b),
which separates route and segment tracking from moving-obstacle evasion. The
supervisor interrupts tactical control and resumes it after an evasion manoeuvre.
Encoded in F', for all modes but standby, the unsafe set encompasses (inevitable)
collisions with fixed obstacles as

collf(O) =3o € O: |J]o—p|| <4, if g # standby. (4)

With [|o—p|| < ¢ instead of p € 0D As, we can work with § = 1.5 in experiments.
For a set Oy, of trajectories of moving obstacles tracked by the supervisor,

collm(u,@m) =3kel,o0€ On: XED‘p Nor®AsNp D Agpa(v) # 2

indicates that the predicted trajectory o of some moving obstacle crosses the
AAV trajectory x"P|, within safe braking distance Agpg. Evasion manoeuvres
(i.e., replacing u by an evasive u.) could be computed by Algorithm 1. However,
there are other ways of computing x"P|,, efficiently (e.g., [2,27]) and deriving
u, with guarantees (e.g., [22]). To simplify our setting, we assume O, = @ and
refer to page 17 as well as broader treatments of supervision (e.g., [8]).

Let us now formulate the synthesis problem focused on in this work.

Definition 1 (Online Synthesis Problem). Given a hybrid game automa-
ton G and a task T, continuously find tactical controllers u steering the sys-
tem along route ¥ while safely circumventing unsafe regions. For correctness,
we need u to be (i) 6-robust (i.e., safe under bounded disturbance D), (i)
near-optimal (i.e., follow the minimum-cost path inside padded segment scopes,
approzimating all waypoints), and (i) reaching the endpoint of 7.
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4 Online Synthesis via Parametric Games

Parametric Modal Games. We assume that Gra is controllable (i.e., all jumps
controlled by the system) such that G reduces to a parametric reach-avoid integer
difference game Gs = (Xs, f, F) to be solved for and played after a jump to s.
The forward-Euler scheme in Line 6 of Algorithm 1 employs an isolated variant
of the right-hand side of f In particular, the AAV setting uses (3) without g
and changes its variables via Xjso = Xorig — (Pi,0,0)7.

To specify reach-avoid winning conditions, we use a parametric global cost
structure F' = (L, ®) defined as

0, if p A~

L(u,d;s, k) =< T, if « (shielded) d(s) = .
T, otherwise

Au,d; x, k), otherwise

0, if p A~
{ ()

where p and « specify the goal and unsafe regions to be reached and avoided,
respectively. We assume that [p] € Xs and [o] C X with [o] \ [o] # @. Fur-
thermore, A\(u,d;x,k) = xTPx+uTQu+ dTRd is a weighting term with corre-
spondingly dimensioned square matrices P, @, and R.

L penalises o and rewards p, maximally. Given (1), (5) implies V(0,-) =
0. Not shown here, £ can be used in A to penalise run-time. Overall, a call
dDP(Gs, I) to Algorithm 1 provides a near-optimal controller uZ. Deviating from
Sect. 2, we pass ¢ to dDP by instantiating L and ¢ with s = (¢, x).

Winning Games via Approzimate Value Fixpoints. Let
W(Xs, k) ={xe X | V(x,k) < T}

be Gg’s k-winning region, that is, an under-approximation of the region of states
from where the system can win the game at time k& when playing an optimal
policy u* for N — k steps. In particular, W(Xs, N) = {x € A | &(x) < T}

To reduce computational effort in Algorithm 1, we employ a condition fpypp of
premature termination in Line 9. This condition is defined as

fpapp (k) = [W(Xe, k)| = W (Xs, b+ D]V fpy (k). (6)
where the conjunct
fouk) =3 >k: T ¢ V(x® As, k)

ensures that, latest at step k, x is d-robustly located inside W (Xs, k). This
approximation allows us to check whether the number of states with a robustly
safe and goal-reaching trajectory stabilises at k and, hence, within the horizon N.

Scope Adaptation. To further reduce computational effort, we use Algorithm 1
with a spatio-temporal scope extension. The result is Algorithm 2, with the aim
to increase solvability of Gs by checking fpy;(1) in Line 7.
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Algorithm 2 DDP with scope extension (in Line 4, note that s = (¢,x))

: procedure Us(in Gg, I; out Vll,u*JC’,I’)
(X', I A, 61') + (Xs,1,0,0)
repeat
(X' I') + (X' @ Ay, I'.T' + 1)
(VI u*) « dDP((X', f, F),I")
(Aly,01") < (Ax,0r)
until foy (1)
return (V7 u*, X', I')

Hyper-Policies and Pre-computation. Algorithm 2 realises a hyper-policy
Us: G x 2M+ — [T, for the parametric G[U,T] in Fig.5a. ui = Us(Gs, I) is
defined for X’ x I' € X x N, and solves Gg by determinising the (U,D)-
underspecified modal dynamics of G. u} is intended to be computed online,
remotely or on-board (Fig.3), if x € Inv(q). Any suffix of 7 after p; can be
updated together with the corresponding update of uj.

A Hybrid Game Player. Algorithm 3 combines Algorithm 2 with an execution
routine for HGAs. A play of Gs is a co-execution of both players successively
applying their policies, presumably (u*,d), to the dynamics f.

The loop (Lines 3 to 11) plays Gg starting from xg = s|x. For the possible
jump in Line 5, the 3 of the switch is to be read as “check and pick ¢”. G as
a specification is agnostic to when and how guards are used. We use guards as
triggers because Algorithm 3 interprets G as a world emulator as close to real-
time as possible. Consequently, updates will be performed as soon as a modal
play enters the corresponding guard region.

The numerical integrator in Line 10 describes the simultaneous inputs (u*, d)
of both players being used in the dynamics and adds the corresponding increment
to the current state x, resulting in a hybrid trajectory s € S.

Algorithm 3 Hybrid game player (with restricted task updates)

1: procedure HYBRIDPLAY(in (G, Us,T); inout §)
(s, p, k) < ((standby,x0),p € Xo|p,1)
repeat k-++
switch Je = (q,a,¢') € E: x € [grd(e)] do
(8.2, k) ¢ (¢, upd(e) (%)), P € X1+ [p, 1)

3
4
5
6: T < upDTASK(T)
7
8
9

Gs « (X, f, Flp])
u;‘ < UaﬁN(Gs)
d + GENDIST(S)
10: X x4 f(ul,d;x, k)
11: | until QVx ¢ W(Xs, k) Vk > NV —Inv(q)

Execution (Line 11) is constrained by several conditions: The first, 2, spec-
ifies termination. The other three, x € W (A5, k), k > N, and —Inv(q), specify
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failure (i.e., unsafe behaviour, x € [p A =a] if k = N), timeout (beyond I = N,
control choices can no more rely on V(x,k) < T), and invariant violation (e.g.,
behaviour or an application of the controller outside Inv(q) is not specified).
The latter three events, by definition, only occur if the current modal game Gy
could not be solved. In a simulator, these events can be used for model debug-
ging, while during operational tests, such events may serve, for example, system
identification and the adjustment of observers.

5 Algorithmic Correctness and Convergence

This section summarises the results from a companion working paper [9]
about the correctness and convergence of the algorithms developed in this paper.
Below, we provide the sketch of the proof structure.

In [9], we first show, by induction over a discrete Hamilton-Jacobi-Isaacs
equation, that W (Xs, k) is an inductive invariant of u* [9, Lemma 2 and Corol-
lary 1]. This invariant helps us to show the total correctness of Algorithm 1 and,
in turn, Algorithm 2 [9, Corollary 1|, provided several well-formedness condi-
tions of the considered synthesis problem. These are, in particular, perforation
(1), local controllability by the system (e.g., AAV manoeuvrability), a bound on
observational delays (e.g., cycle time of sensor fusion), and a safe initialisation
of each modal game. A discussion of these conditions is available in [9, Sec. 3.

Partial correctness of the Algorithms 1, 2, and 3 is verified with respect to
two Hoare triples that deliver the guarantees (i), (ii), and (iii) of Definition 1
as post-conditions if the aforementioned well-formedness conditions placed as
preconditions hold [9, Lemma 3, Theorems 1 and 2].

Provided the well-formedness conditions, we then verify termination of the
Algorithms 1, 2, and 3 by establishing the existence of a hybrid trajectory s
as an execution fixpoint of the HGA player [9, Theorem 2.

Sound Value-Fizpoint Approzimations. In the Algorithms 1 and 2, the fix-
point V*| required for u* to be stationary (i.e., applicable independent of
time, N =~ oo, [28]) and optimal, is approximated. This approximation safes
time but limits our approach to bounded correctness [9, Corollary 1]. In particu-
lar, ﬁ)dDP replaces the ideal but more expensive, non-simultaneous fixpoint check
V(Xs, k) = V(Xs, k + 1) for each k in Line 9 of Algorithm 1. On the one hand,
the ideal check might, due to numerical imprecision and instability or a too small
N, never be successful. On the other hand, the faster check T & V(x® As, k) in
Line 7 of Algorithm 2 poorly approximates V* and would turn our synthesis into
plain shortest-path finding. The latter might suffice in some applications.
Approximation increases the deviation of u* from optimality. Accepting some
deviation, we use |W (X5, k)| = |[W(Xs, k 4+ 1)| to check in Algorithm 1 whether
the number of states stabilises, where a robustly safe and goal-reaching trajectory
for at least k steps exists. Then, we perform T & V(x & Ay, k) in Algorithm 2.
Although W (X5, k) may still evolve while preserving its cardinality, Algorithm 3
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then either ensures x € W (AXs, k) before leaving the solver in Line 8 or it termi-
nates with a failure because of W (Xs, k) = @ in Line 11. However, provided the
mentioned well-formedness conditions, our proof [9, Theorem 2| guarantees the
former and avoids the latter.

Liveness Considerations. Through UPDTASK, Algorithm 3 allows restricted
updates of T' during operation. To avoid unrealistic moving-target situations,
we simplify our setting to a fixed global state space X and route 7 for the entire
operation and to a fixed unsafe region « for each modal play. This simplification
provides a conservative assumption for preserving strategic liveness. A proof rely-
ing on updates of O preserving d-perforation (1) and the weaker assumption of
|F| < oo is provided in [9, Theorem 2.

6 Experiments

We implemented the Algorithms 1, 2, and 3 in C++ and evaluated their accuracy
and performance in four AAV scenarios (i.e., navigating a small domestic yard, a
200x 250 m? industrial area, a 400x450 m? neighbourhood with several streets,
and a random obstacle cloud) covering a range of realistic situations. With our
HGA player (Algorithm 3), we illustrate plays of the hybrid game (Fig.5a) for
the yard and industrial scenarios from [14] as well as the more complicated
streets scenario. We also highlight some data (Table1).

Aerial Delivery Game Parameters. For the mentioned scenarios, we use

P=EPEXa+[p  a=collf(0) and  Au,d;s k)= x? +u?. (7)

Informally, p enforces the AAV to reach the next waypoint segment (p;, pi+1),
except for the elevate segment during departure, and « enforces the vehicle to
avoid static obstacles. A corresponding collision check (i.e., safety pre-shielding)
with O is performed for each state and pair of control and disturbance inputs in
Line 7 of Algorithm 1 and cached for all time steps when « is computed for L.
In further experiments not shown here, we worked with a non-linear variant of
A reciprocally weighing-in the distance to the nearest obstacle.

In Algorithm 2, we initialised our settings with a fixed interval I defining N
to be the maximum horizon and §; = 0 to disable temporal scope extension.
For Ay, we employ a fixed small symmetric padding of 2 units across all sce-
narios. Overall, U is only used for g € {depart, cruise, arrive} where f = fly. In
Algorithm 3, we use {2 = ¢ = standby.

Note how Algorithm 3 leaves standby, which fulfils {2, by immediately per-
forming the globally enabled elevate event. In the AAV example, we keep jumps
deterministic. Our implementation would resolve non-deterministic jumps by
taking the first available. However, in complex applications, the discrete part of
the hybrid game will require an informed policy as well.
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Fig. 7. Play of G with 7 = {p;}j-o for the industrial scenario (n = 13). The solid
reference trajectory results from undisturbed control (d = 0) and the dashed trajectory
is the result of applying random disturbance (||d|| < ||d*]|)

To focus on the more relevant cases, GENDIST in Line 9 only generates hor-
izontal disturbances. In particular, wind (N, W, S, E) is simulated randomly,
following a semi-Markov scheme with finite memory. In the scenarios, wind is
more likely to change gradually than spontaneously.

Hybrid Game Plays. For validating our notion of robustness, the Figs.7 and 8
illustrate the plays of G in the industrial and streets scenarios and Fig. 9 provides
a 3D walkthrough of a play in the streets scenario. A play for the yard scenario
is shown in Fig. 1. The solid AAV trajectory marks the center of a reference tube
(i.e., d = 0) and, for comparison, the dashed trajectory is the result of random
disturbance being applied (i.e., randomised d no worse than d*). We apply the
weighting term from (7).

A transition cuboid around the consecutive waypoints of segment (p;+1, Pit+2)
(cf. rectangles in Fig. 8, semi-transparent cuboids in Fig.9) indicates the goal
region p of the route tracking task for segment (p;, pi+1). p circumscribes the
next pair of waypoints and, thus, allows edge cases (cf. Figure 1) where certain
waypoints (e.g., ps) are neglected for the benefit of shortcuts (e.g., (ps, Ps))-

3D visualisation can provide valuable insights into the vertical scene topology
and the trajectory resulting from a play. During model validation and game
design, it can help one to identify parameters, such as beneficial placement of
waypoints in the context of scope shaping (Fig.6) or the robustness margin §.
The 3D scenery can increase the confidence in the robustness guarantee provided
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Po/

Fig. 8. Play of G with 7 = {p;}j— for the streets scenario (n = 19)

by the synthesised controllers through a comparison of the trajectories resulting
from a worst-case play and a play with random disturbance. Such a validation
can be useful for checking and choosing the parameters (e.g., §) feeding into the
well-formedness conditions for algorithmic correctness [9].

Data from the Plays. Table1 summarises key indicators of the scenarios, such
as the total run-time ¢(7) of the play for route 7, time ¢(p;) to compute u* for
segment (p;, Pi+1), and the maximum number (#) of states in X'. Moreover, the
expected savings in peak memory usage of the quasi-stationary controller are
summarised in Fig. 10 for comparison.
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Fig. 9. Snapshots of a robust play in the streets scenario. In blue solid lines, the near-
optimal reference trajectory enforced by u* without disturbance being applied. In red
solid lines, a simulation of u* with random d applied. The quasi-stationary reference u™
(green) is hardly visible (bottom left) as it largely overlaps with u*. Semi-transparent
transition cuboids indicate the scopes computed according to Fig.6 and extended by
Algorithm 2 while following the route 7. Recall that successor cuboids s;"+|p are used
as goal regions
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7 Evaluation and Discussion

We assess our approach regarding the @ 4.0x10' — - - -
. . .. s
near-optimality of the policies, pos- =
. . . v ol |
sible computation schemes, an inte- g 39*° Non-stationary
. . %] (disturb. applied)
gration with other components, fea- 3 . Non-stationary
. . 2 2.0x10" [ (undisturbed ref.) g
sible performance improvements, and & Quasi-stationary
. . | e (undisturbed ref.)
potential generalisations. 2 1 gurct
Aré
Considering Time-Invariant Dynam- & 0 :
. Industrial Random Streets Yard

ics. A comparison of the non- Scenarios

stationary u*, obtained for [k, N]

by the termination rule in Line 8 Fig. 10. Peak memory usage of Algorithm 3
of Algorithm 3, and the quasi- by scenario and controller type

stationary u®: X — U, derived via u®(x) = u*(x,k), indicates (expected)
improvements of u® (dotted red lines in 2D views, solid green lines in 3D views)
over u* (solid blue lines) in the undisturbed case (Fig. 11). Moreover, as the envi-
ronment follows the controller (i.e., u* cannot form its current choice based on
d’s current choice), applying disturbance (dashed red lines) will have the same
effect on u*. Figure 11 (top right) illustrates how u® deviates from u* to get
closer to optimality according to (5).

Table 1. d-robust synthesis compared by metric across the scenarios

Scenario Play |Max. # Max. |Max. |Avg. Max.t |Avg. ¢ |Avg.
time |stages mem. |[|X |||X |per dDP per 10° t’é;p;g)
t(f) |(N) usage states
[h:m] [GiB]
Yard 01:39 {30 20.1 105 [36.4 [25:38 0.597 1.94
Industrial/01:51 |60 37.4 108 |25.8 [47:58 0.798 |3.52
Random |01:03 (30 5.8 65 25.7 06:54 0.626 |1.56
Streets (06:43 |50 36.2 172 |48.7 |51:11 1.110 |4.50

Operationalisation of the Hyper-Policy. Lines 9 to 10 of Algorithm 3 represent
the environment part of the control loop: Based on an observation (i.e., x carries
an estimate provided by an observer, Fig. 4), the control input and disturbance
are applied in parallel, followed by the next observation. Because of this real-time
dependency, Lines 7 to 8 need to be pre-computed to be available after jumps.

Ideally, scenario parameters allow enough time to compute u for the next
segment (p;,Pi+1) based on data from local environmental perception before
reaching p;. Alternatively, there might be time to compute u for (p, p;) before
being required to give up p as a potential waiting position (e.g., where u could
be a PID controller to robustly hold the AAV at p). However, if the scenario
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Fig. 11. Partial trajectory triples (non-stationary reference as a solid line, random
disturbance applied as a dashed line, quasi-stationary reference as a dotted line) from
the yard (top), industrial (middle left), streets (middle right), and random (bottom)
scenarios. Indicated with red ellipses, 2D-projected trajectories never touch 3D obstacle
structures (Fig. 9). The random scenario (bottom) indicates several differences between
non- and quasi-stationary references
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at hand does not permit a strong enough approximation, U will have to be
pre-computed (prior to or during flight) for a sufficiently long prefix of 7 given
corresponding stability assumptions about O. Pre-computation might be feasible
for scopes enclosing segments (p;, p;+1) but not for arbitrary states s.

Integration with Dynamic Obstacle Evasion via the Supervisor. A feature of our
approach is that recomputation of u upon return from some potentially complex
and lengthy evasion manoeuvre controlled by u. (see page 9) is only needed if
this manoeuvre results in moving the AAV outside of X5. Moreover, u, can use
u for circumventing fixed obstacles during evasion manoeuvres.

Performance Improvements. Our AAV example uses a linear approximation
and a quadratic weighting term. It would, thus, be amenable to a solution by
quadratic programming. However, keeping our approach more widely applicable
requires significantly more time and memory (Table1) than (non-linear) MPC
schemes (e.g., [6,21]). Clearly, the C++ prototype is not ready for use in real-
time settings. Nevertheless, we believe that selective state discretisation and
omission (e.g., interpolating across state-time dimensions, improved parameter
settings), decomposition and high-performance parallelisation as well as con-
troller caching (see last paragraph) can reduce average DDP computation-time
and space requirements by at least two orders of magnitude. These optimi-
sations would imply losses of optimality and precision but keep much of the
exhaustiveness of the scenario coverage. A computation-time reduction would
not only increase segment tracking speed and flexibility in route planning but
also make our approach faster than some recent safe-RL offline techniques (e.g.,
[1,11,15,16]).

Generalisations of the Approach. Horizon N, stage k, and controls U and D
are largely left implicit in J, V, W, f, and x%. Also, we employ time resolu-
tion 1. However, making some of these parameters explicit leads to non-essential
extensions and our approach can be parameterised by N and enhanced to time-
varying dynamics and controls Uy and Dy as well as non-unit time resolutions.
Likewise, more than just 4 wind directions can be used with the corresponding
sacrifices in performance. Moreover, our approach can be extended from lin-
ear approximation (Algorithm 1 Line 6) to non-linear approximation of more
complex (non-point-mass) dynamics and to using non-linear weighting terms.

8 Conclusion

In this work, we specialise a conventional controller synthesis algorithm for a
parametric discretised variant of a weighted hybrid game G. We provide a model
for the integrated assurance of robust safety, liveness, and near-optimality of
controllers for G that are synthesised online, that is, during G’s execution.

Our application focuses on the modelling of AAVs, the off- or online synthe-
sis of tactical controllers operating under simplified dynamics, and integrating
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these controllers with lower-level actuator and stability control as well as higher-
level strategic and supervisory control. Our current approach can be an online-,
though not real-time-, capable alternative if a combination of RL with a shield-
ing scheme is not desirable (e.g., lack of tranferrability to other environments,
controllability, or explainability of RL’s value function approximation).

The abstraction, we chose, combines hybrid games (e.g., step-shielded reach-
avoid reasoning), performance optimisation, and numerical aspects (e.g., data
sampling, quantisation) of digital control in a way amenable to formal reasoning.
This combination enables us to reason about robust safety and liveness guaran-
tees of controllers and how these guarantees impact the assurance of an overall
system. In a companion working paper [9], we provide details to the proof results
summarised in Sect.5 (e.g., Algorithm 3 ensures that x € W (AXs, k); necessary
and sufficient conditions for solvability of the weighted hybrid game).

In future work, we will extend our approach to synthesise more complex
policies and refine the integration with our work [10] on supervisory control.
We will improve the performance of our algorithms as suggested and outlined
in Sect. 7 and extend our model to be able to deal with multiple AAVs that can
form an intelligent aerial transport collective.
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